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Abstract

Worldwide, out of each 100 000 individuals, ten people will be diagnosed with a brain tu-

mour each year. To plan a successful treatment, the segmentation of such a tumour is

needed. Since manual segmentation is costly, due to large segmentation times, solutions

using automated methods are examined.

This study uses fully convolutional neural networks to automatically segment brain tumours

in MRI scans. Five different network architectures are compared using the BRATS 2017

dataset. Each of the networks is derived from the U-Net architecture and uses 2D input

data. Afterwards, the best network is compared to state-of-the-art methods based on the

dice scores for the tumour core, the active tumour core and the whole tumour segmentation.

The best network incorporates inception modules and a U-Net architecture to segment the

tumours. Depending on the postprocessing method that is used in the last step of the

algorithm, a maximum average dice score of 0.72342, 0.89251 and 0.80047 is attained for

the active tumour core, the whole tumour and the tumour core, respectively. However, the

three scores are not achieved together, using the same postprocessing method.

Besides research on the architectures, normalisation and augmentation techniques are tested

for the problem of brain tumour segmentation. Three normalisation techniques and 6 aug-

mentation techniques are compared to each other.

Notwithstanding the promising results of the network, brain tumour segmentation remains a

challenging problem. Due to the significant importance of brain tumour segmentation, we
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envision our automated method to be a complementary aid to the current manual segment-

ation methods instead of completely replacing these.

Index Terms — Segmentation, Convolutional Neural Network, Deep learning, Brain Tu-

mour



Deep Machine Learning for Automated Brain Tumour Segmentation
Using Fully Convolutional Neural Networks

Lennart Vermeir
Supervisors: Prof. dr. Roel Van Holen, prof. dr. Wesley De Neve, Stijn Bonte, ir. Baptist Vandersmissen

Abstract—This work aims to improve current state-of-the-art
methods intended for brain tumour segmentation. Several deep
learning architectures are compared and optimised for this
problem. The first part of this research starts with normalisa-
tion and augmentation techniques to improve the performance
of the networks. The second part introduces different networks.
Normal U-Net based approaches are discussed, as well as U-
Net combined with inception modules. Training and prediction
times and average dice scores for the tumour core, the active
tumour core and the whole tumour segmentation are used
to select the best network. For the best individual network,
an average dice score for the tumour core, the active tumour
core and the whole tumour of 0.72197, 0.67225 and 0.87038 is
obtained, respectively. The last part proposes existing machine
learning techniques to improve the results of the selected net-
work. Depending on the postprocessing method that is used in
the last step of the algorithm, a maximum average dice score of
0.72342, 0.89251 and 0.80047 is attained for the active tumour
core, the whole tumour and the tumour core, respectively.
However, the three scores are not achieved together, using
the same postprocessing method. The performance of the final
algorithm is compared to current state-of-the-art methods and
to manual segmentations. Lastly, future research directions and
a conclusion about the results of the comparison are given.

Index Terms—Segmentation, Convolutional Neural Network,
Deep learning, Brain Tumour

I. INTRODUCTION

BRAIN tumours are a real threat worldwide. Up to 30%
of the brain tumours are gliomas of which 80% are

malignant [1]. Treatment options for this kind of tumour,
like surgery, radiation therapy and chemotherapy, require
the segmentation of the tumour in order to elaborate an
appropriate treatment plan. At the moment, the segmentation
is mainly done manually by a radiologist or an oncologist.
Recent research has shown that deep learning is able to
achieve good results for this problem. Hence, this work
discusses possible deep learning methods to automate and to
speed-up the segmentation task. Another possibility is to use
feature engineering approaches, but this was not examined
in this dissertation.
A yearly competition dedicated to the problem of brain
tumour segmentation boosts the research conducted on this

subject [2]. Besides, a dataset is provided with 210 High-
Grade Glioma (HGG) patients and 75 Low-Grade Glioma
(LGG) patients, which can be used to design a segmentation
algorithm. The dataset contains images obtained from dif-
ferent Universities and consists of 4 different Magnetic Res-
onance Imaging (MRI) sequences for each of the patients,
which is given as input data to the segmentation algorithm.
The data is divided in a training, a validation and a test set
using a 60%, 20% and 20% split of the data for the subsets,
respectively. In addition, a manually segmented groundtruth
is given for each of the patients. Given the Magnetic Reso-
nance images, the algorithm should be capable of providing
a three-dimensional (3D) segmentation of a brain tumour
that can be employed in clinical practice and detects the
localisation and extension of a tumour.

II. PREPROCESSING

To reduce variations in the data, three different normalisation
techniques are assessed. To determine the best normalisation
technique, the same network is trained multiple times with
different normalised data as input. Subsequently, the average
dice scores of the tumour core, the active tumour core
and the whole tumour segmentation of patients from the
validation set are compared. The dice score measures the
similarity between two samples and is defined as

DSC =
2 |X ∩ Y |
|X|+ |Y | (1)

where |X| and |Y | are the cardinalities of the sets.

A. Mean normalisation

Mean normalisation is a basic technique and can be
used in different domains. First, the average and standard
deviation of the training data are calculated. Secondly,
each patient can be normalised by subtracting the average
pixel value from each original pixel value and dividing the
difference by the standard deviation. Mean normalisation is
very efficient because the parameters are easy to calculate.
However, intensity normalisation, as discussed in subsection
C, outperforms mean normalisation.

B. Non-parametric non-uniform intensity normalisation



Average validation dice score
Tumour core Active tumour core Whole tumour

Mean normalisation 0.69329 0.60416 0.81857
Non-parametric non-uniform intensity normalisation 0.69201 0.6084 0.81256
Intensity normalisation 0.69948 0.64565 0.84938

Table 1: Dice scores of the tumour core, active tumour core and whole tumour segmentation for each of the normalisation
techniques.

Non-parametric non-uniform intensity normalisation (N3)
[3] reduces the variation in signal intensities which is
a common artefact in MRI. The performance of the N3
method is comparable to mean normalisation, but because
an iterative approach with complex operations is used for
N3, the normalisation time increases drastically.

C. Intensity normalisation

Intensity normalisation [4] maps the pixel values of the
input data onto a standard scale. This is done by identifying
’landmarks’ which are needed to linearly project the
original pixels onto the standard scale. This normalisation
technique achieves the best performance and the differences
with other methods are significant (cf., table 1). The
prediction time amounts to 4.576 seconds to normalise
one patient and is thus practically applicable. Hence, this
method is used to normalise the data for the final algorithm.

III. DATA AUGMENTATION

To increase the limited amount of data, augmentation tech-
niques are used. Some simple techniques were tested indi-
vidually such as rotations, shifting, zooming, flipping and
cropping, as well as a more advanced technique, elastic
distortion, which transforms the data in an ’elastic’ manner.
Table 2 shows the results of the individual augmentation
techniques. The values that are printed in bold have a sig-
nificant difference compared to using no augmentation after
applying a one-sided Wilcoxon signed-rank test. Because
cropping achieves lower average dice scores compared to
using no augmentation, this technique is discarded. Except
for zooming, the other techniques achieve statistically sig-
nificant differences compared to using no augmentation.
However, because zooming does perform better based on
the average dice score, this augmentation technique is also
used.
The augmentation techniques can be used together. In this
work, a distinction is made between using the techniques to-
gether with and without combining them. Compared to using
no augmentation, both combined and uncombined augmen-
tations perform better based on the average dice scores (cf.,
table 2). Besides, combined augmentations achieve in gen-
eral better results compared to the individual augmentation
techniques and hence, combined augmentations are used for
the final algorithm.

IV. NETWORK ARCHITECTURES

Five different network architectures are discussed. Every
architecture is a convolutional neural network that uses End-
to-end segmentation. Three networks use a normal U-Net
based approach and two networks combine a U-Net archi-
tecture with inception modules. Table 3 shows the average
dice scores for the tumour core, the active tumour core and
the whole tumour for each of the networks. The differences
between the U-Net based networks are the number of layers
in the network and the maximum number of filters. No
significant differences are observed among them. The U-
Net approaches that use inception modules differ on the
amount of inception modules used in each layer of the U-Net
network. Among these networks, double inception modules
perform better based on the average dice scores.
Based on the dice scores, derived for each network, a 5-
layered network with double inception modules is chosen
to use in the final segmentation algorithm. Besides, the
dispersion of the dice scores of each network was studied
and the smallest dispersion was found for the latter network.
The prediction time of a patient is slightly larger compared
to networks not using inception modules (3-6 seconds for
networks not using inception modules compared to 8-10 sec-
onds for networks using inception modules), but in practice,
this difference is negligible and hence, the prediction time
is not a decisive factor to choose another network.
To improve the network performance, dropout is applied
on several layers. It is observed that using dropout after
each inception module in the final two layers of the network
performs the best and achieves statistically significant dif-
ferences for the tumour core, the active tumour core and the
whole tumour segmentation compared to not using dropout
(cf., table 3).
Another improvement technique that is examined, is multi-
scaled inputs [5]. The latter technique downsamples the
input and concatenates it to the inputs of each layer in the
U-Net shaped network. This technique did not result in a
statistically significant improvement (cf., table 3) and hence,
this improvement was not used in the final algorithm. Fu et
al. [5] used the multi-scaled inputs with a normal U-Net
architecture which might explain why, in their case, better
results were achieved.

V. BAGGING

The optimised network from the previous paragraphs is
eventually used in an ensemble. Because the network is
no weak learner and uses a lot of computation time to



Average validation dice score
Tumour core Active tumour core Whole tumour

Rotation 0.70149 0.65284 0.85437
Shift 0.69995 0.65226 0.86022
Zoom 0.69926 0.65687 0.85443

Elastic distortion 0.69608 0.63642 0.85431
Flip 0.7068 0.65469 0.86083
Crop 0.67682 0.63917 0.84573

Combined augmentations 0.70806 0.68614 0.86224
Uncombined augmentations 0.71138 0.66068 0.85202

No augmentation 0.68259 0.64894 0.84996

Table 2: Validation dice scores of the tumour core, active tumour core and whole tumour segmentation for each of the
individual augmentations and combinations using the same network architecture. The last result is the dice score of
the segmentation obtained by using the same network architecture without using data augmentation. Values that have a
statistically significant difference are printed bold.

Average validation dice score
Tumour core Active tumour core Whole tumour

U-Net based 4-layered network 0.69611 0.65589 0.8525
U-Net based 5-layered network with 512 filters 0.69964 0.64614 0.84244
U-Net based 5-layered network with 1024 filters 0.70499 0.64515 0.84187
U-Net based 5-layered network with single inception modules 0.71632 0.65941 0.8518
U-Net based 5-layered network with double inception modules 0.70164 0.66102 0.8573
U-Net based 5-layered network with double inception modules with dropout 0.72197 0.67225 0.87038
U-Net based 5-layered network with double inception modules with dropout and multi-scale
inputs

0.70774 0.66703 0.84253

Table 3: Average validation dice scores for the tumour core, the active tumour core and the whole tumour segmentation for
each of the tested networks. The networks using inception modules achieve higher scores in comparison to the networks
not using inception modules.

segment a patient, the number of networks in the ensem-
ble is rather small compared to the standard approach for
bagging. Nevertheless, statistically significant differences
were observed when 9 networks were used together. The
overall segmentation time for bagging depends largely on
the number of available GPUs as this number determines
how many segmentations can be done in parallel. In case
only one GPU is available, the segmentation time amounts
to 9×8.381+8.629 = 84.058 seconds. When there is a GPU
for each network in the ensemble, the segmentation time
amounts to 8.381 + 8.629 = 17.01 seconds. The second
term in the addition of the two equations is the time to
execute the majority voting algorithm and does not depend
on the amount of GPUs. Hence, this time is the same for
the worst and best case scenario.

VI. POSTPROCESSING

Because the network uses 2D input data, there can be sig-
nificant differences between the predictions of consecutive
slices. Hence, the output of the ensemble is postprocessed
to remove noise and smooth the final 3D segmentation.
A postprocessing technique, 3D median filtering, removes
noise from a 3D volume by assuming that each voxel is
similar to its neighbours. A 3D sliding window is slid over
the volume and each step, the median of the window is
calculated and the middle pixel is replaced by the median.
Different window sizes were assessed but no statistically
significant improvements were found when using 3D median

filtering. However, there is an indication that depending on
the nature of the tumour part envisaged (tumour core or
active tumour core), the 3 × 3 × 3 or 5 × 5 × 5 windows
might be preferred. Using larger window sizes however,
deteriorates the performance of the algorithm.
The output of the postprocessing step is compared to manual
segmentations derived by Menze et al. [2] and was found
to yield better results for patients from the test set. For the
whole tumour segmentation, higher values for the mean dice
score, median and median absolute deviation (mad) of the
test set data indicate that the final algorithm performs better
than manual segmentation. A similar conclusion can be
made for the tumour core. By applying the final algorithm,
the test set results of the mean and median are higher
and a lower standard deviation and mad are obtained in
comparison to manual segmentation.
A visual inspection of the predicted segmentations, shows
that for most cases, the segmentation is predicted accurately.
However, some predictions differ from the groundtruth.
Figure 1 shows a wrongly segmented tumour and its
groundtruth. It is clear that the predicted parts belong to
the tumour, but a large part of the tumour was not correctly
predicted. More research about the inner network should be
conducted in order to understand the exact behaviour of the
network.
Figure 2 shows a well predicted tumour and its grountruth.
The segmentations are almost identical, except for some mi-
nor differences. In practice, these differences are negligible
and hence, this segmentation could be used in practice.



(a) Predicted segmentation

(b) Groundtruth segmentation

Figure 1: An example of a bad predicted segmentation and
its groundtruth.

VII. CONCLUSION

The best performing approach for the problem of brain
tumour segmentation consists of an ensemble of 9 CNNs
and applies a combination of data processing methods.
The double inception network was used for each individual
network. Intensity-normalised input data is given to each
network in the ensemble and the amount of training data is
increased using combined augmentations. At last, the output
of the ensemble is filtered by applying 3D median filtering.
In conclusion, the algorithm proposed in this master’s dis-
sertation performs at least as good as manual segmentation.
The dice scores obtained by the algorithm are as good as
dice scores obtained by individual radiologists (cf. table 4).
Making a comparison between the final algorithm derived
segmentation and manual segmentation of the active tumour
core was not straightforward because for the manual seg-
mentation, only the active tumour core of HGG patients was
considered by Menze et al. [2]. The prediction time of the
algorithm is however a lot faster than manual segmentation.
A qualitative evaluation of a set of segmented tumours
shows the accurate performance of the developed algorithm.
However, for some tumours, the network obtains a wrong
segmented tumour that cannot be used. Further research is
needed to inspect the inner network in order to understand
the exact behaviour of the network.

(a) Predicted segmentation

(b) Groundtruth segmentation

Figure 2: An example of a well predicted segmentation and
its groundtruth.
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Tumour core Active tumour core Whole tumour
Mean ±
stddev

Median ±
mad

Mean ±
stddev

Median ±
mad

Mean ±
stddev

Median ±
mad

No median filtering 0.80047 ± 0.19 0.89973 ± 0.052 0.72047 ± 0.28 0.82577 ± 0.095 0.88839 ± 0.08 0.91783 ± 0.031
3× 3× 3 median filtering 0.79933 ± 0.2 0.89974 ± 0.053 0.72342 ± 0.28 0.82234 ± 0.096 0.89244 ± 0.08 0.92001 ± 0.028
5× 5× 5 median filtering 0.78737 ± 0.2 0.87931 ± 0.051 0.69055 ± 0.28 0.79726 ± 0.109 0.89251 ± 0.08 0.91884 ± 0.03
Manual segmentation 0.75 ± 0.24 0.86 ± 0.11 0.74 ± 0.13 0.77 ± 0.09 0.85 ± 0.08 0.87 ± 0.06

Table 4: Average and median dice scores for each of the possible final algorithms with patients from the test set as input
data.
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Chapter 1

Introduction

1.1 Problem Definition

In Belgium, every year, about 800 new cases of brain cancer are diagnosed of which gliomas

are the most common [1]. Worldwide, this number amounts to nearly 10 cases per 100 000

individuals each year [2], mainly high-graded gliomas. Gliomas originate from glial cells

and infiltrate the surrounding tissues. Up to 30% of all brain and central nervous system

tumours are gliomas of which another 80% are malignant [3]. This finding illustrates the

importance of a well-considered remedy against this type of tumour. Despite the large

number of brain tumours worldwide, primary brain tumours are relatively rare. Primary brain

tumours originate in the brain and the central nervous system and rarely spread to the rest

of the body. The majority of brain tumours are metastatic brain tumours which originate in

another part of the body and disseminate to the brain via the bloodstream or the lymphatic

vessels [4]. Figure 1.1 depicts the incidence proportion percentages of brain metastases

arranged by primary cancer.

The treatment of gliomas consists in a combination of surgery, radiation therapy and chemo-

therapy. A successful treatment of a particular tumour depends on its specific properties, i.e.

1



1.1 Problem Definition 2

the location, cell type and grade of the tumour. Therefore a segmentation of a tumour is

decisive for surgery and treatment planning. In a later stadium, segmentation is also utilised

for follow-up evaluations. In recent years, research has been done for immunotherapy due to

the successes using this treatment for other cancers.

Magnetic Resonance Imaging (MRI) is a medical imaging technique that uses magnetic fields

and radiofrequency waves to make pictures of organs and structures inside the body. The

technique is frequently used in brain research including investigation of tumours. MRI scans

provide crucial information for characterisation and treatment of brain tumours. However

to date for the accurate diagnosis of a brain tumour, a histopathological analysis of tumour

tissue is necessary. This requires invasive surgery, i.e. a needle biopsy or if necessary total

tumour resection. Brain surgery might be risky and sometimes impossible. Moreover, it does

not always generate relevant information, in particular when a high degree of heterogeneity is

observed. Beside invasive surgery, manual segmentation based on Magnetic Resonance (MR)

images is feasible, but this has some disadvantages. First of all, due to the large amount of

data composed by MRI, manual segmentation of a tumour is time and labour intensive. On

average, a radiation oncologist will spend about 30 minutes per patient to get a segmentation

of 85% ± 6% accuracy [5]. Secondly, the inter- and intra-observer variability has the effect

that there are inhomogeneities between segmentations from different observers or from the

same observer on different occasions. Mazzara et al. [5] showed that the inter- and intra-

observer variability was found to be 28% ± 12% and 20% ± 16% respectively.

In order to facilitate and automate brain tumour characterisation, deep-learning algorithms

can be applied on MR images. This approach avoids the requisite of surgery for investigative

purposes and allows characterisation of an entire tumour which can determine the cancer

therapy. Automatic segmentation is nonetheless a challenging problem as a result of spatial

and structural inconsistencies among different brain tumours and the large resemblance with

the regular tissues. The differences between the scanners and scan protocols used in clinical

practice has the effect of dissimilarities among the acquired data for the same tumour.

Different tumour types, different anatomy and differences in the magnitude of the tumour
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Figure 1.1: Incidence proportion percentages of brain metastases by primary cancer, from [6]. The
study to obtain the data was conducted by Barnholtz-Sloan et al. [7]

result in difficulties for automatic segmentation between distinct tumours. Moreover, the

intensity of tumours may diverge in each patient whenever a scan is made, making it arduous

to locate the exact boundary of the lesions.

1.2 Objective

A major issue in the design of a deep-learning algorithm based on the MRI scans is the

dissimilarity between the scans of different institutes. For that reason, the Medical Image

Computing and Computer Assisted Institute (MICCAI) [8] has collected a large dataset of

MRI scans originating from several institutes and stored the scans together with the manually

annotated ground-truth. This dataset can be used to design a deep-learning algorithm for

the characterisation task.

The objective of this master dissertation is to design and to apply a deep-learning algorithm

for the segmentation problem based on multi-sequence MRI images which is necessary for
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surgery and treatment planning and contributes to an equitable analysis of the pertinent

characteristics of a tumour. Given MR images, the algorithm should be capable of providing

a three-dimensional (3D) segmentation of a brain tumour that can be employed in clinical

practice and detects the localisation and extension of a tumour. The algorithm should be able

to compete with today’s automatic methods for segmentation as those proposed for the MIC-

CAI challenge [9]. As a deep-learning algorithm, a Convolutional Neural Network (CNN) will

be used which have already shown successful application to segmentation problems.

First, a literature study about current state-of-the-art CNNs formulated for brain tumour

segmentation will be made. This is primarily based on the CNNs that contributed to the

”Multimodal brain tumour segmentation challenge 2017” [9]. Second, a CNN will be designed

to accomplish the segmentation task. To design the CNN, manually annotated scans of both

high-graded and low-graded gliomas will be used for training the network. The accuracy of

this newly designed CNN will be measured and compared to the currently highest-ranked

deep-learning algorithms in the MICCAI brain tumour segmentation challenge [10].



Chapter 2

Literature Study

A yearly competition dedicated to the problem of brain tumour segmentation boosts the

research conducted on this subject [9]. The results of the competition are being announced

during the MICCAI conferences [8]. The dataset used in the competition together with the

validation strategies are reported in ”The Multimodal Brain Tumour Image Segmentation

Benchmark (BRATS)” [9]. The paper gives a general introduction to the competition and

discusses alternative methods not based on deep learning. Furthermore, it gives an overall

view of the data and the validation strategies of the competition.

The majority of the approaches for brain tumour segmentation are supervised models, al-

though some unsupervised methods have been published as well [11–15]. Because in our case,

the groundtruth is available, these methods will not be discussed, however, it is important

to mention that these approaches are also feasible options.

2.1 Generic Methods

The first class of methods don’t use engineered features. They base themselves on basic fea-

tures like outliers, symmetry, etc. The advantage of using generic methods is that no features

5
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need to be derived from the data. Self-engineered features also often lack in generalising to

other domains and problems which is another advantage of using generic methods.

For the case of brain tumour segmentation, a generic method was proposed by Prastawa

et al. [16]. A framework is described that segments a brain tumour from MR images. The

method does not require contrast-enhanced image channels and only needs the T2 MRI

sequence. Additional MRI sequences can be used for more accurate segmentations. The

method works by detecting abnormal regions using a registered brain atlas. Afterwards, it

checks if these regions contain both tumour and edema by determining intensity properties

of the different tissue types. Once the intensity parameters of the tissue types are estimated,

spatial and geometric properties will impose the locations of the tissues.

Khotanlou et al. [17] introduced another generic approach which uses 3D data as input and

which consists of two phases: initialisation and refinement. During the initialisation phase,

the tumour is detected and segmented roughly by using histogram analysis, morphological

operations and symmetry analysis. During the refinement phase, a parametric deformable

method, proposed by Colliot et al. [18], is used to increase the accuracy of the segmentation.

The method is applicable to any MRI sequence and it has the advantage of being more

general with respect to a wide range of tumours. The symmetry analysis for tumour detection

might however fail in case of a symmetrical tumour across the mid-sagittal plane. At last,

the authors show that their method performs at least as good as other state-of-the-art

methods.

2.2 Feature Engineering

The models explained in this section do not include deep learning algorithms but they use

hand-engineered features to segment the tumour. Brain tumour segmentation research has

been conducted making use of support vector machines as well as decision trees and random

forests. More recently, there is a tendency towards random forest techniques because these
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models typically achieve good results for the segmentation task and are ranked relatively

high in the BRATS competition without using deep learning techniques.

A first model without deep learning [19] presented a novel false positive reduction scheme

based on three stages i.e. a rule-based method, a level-set method and a support vector

machine. The method can be useful for detection.

Soltaninejad et al. [20] proposed a method using a random tree and superpixel segmentation.

Firstly they extracted features for each superpixel. The formation of a superpixel was done

by grouping pixels from the MR image with similar features. Features like Gabor textons,

curvatures, etc. were then extracted and used as input for the extremely randomised trees.

The authors compared their method with a support vector machine and tested their model

on the BRATS 2012 dataset on which they received a mean precision of 89%.

Another model based on decision trees is the model proposed by Geremia et al. [21]. Their

model used the same multi-channel MR intensities as for the BRATS competition, except

for T1c. Moreover, they also made use of the long-range spatial context to segregate lesions

from the background and of the 3D structure of the MRI scans. The authors compared their

model with other state-of-the-art models and explained how selected features can be ranked

according to their segregative power. This automatic selection model proved to be useful to

select the best features for the random forest.

Another approach which makes use of superpixels was proposed by Wu et al. [22]. In contrast

to the model of Soltaninejad et al. [20], a support vector machine and a Conditional Random

Field (CRF) were used to fulfil the segmentation task. The output of the SVM together

with spatial affinity models were then fed to the CRF to make the final segmentation.

The model was evaluated on the BRATS dataset and compared to the model of Zikic et

al. [23] who used a decision forest. The latter approach is shown to be more accurate for all

segmentations.

Maier et al. [24] used a random forest based on hand-selected voxel-based features. The



2.2 Feature Engineering 8

proposed features were very suitable to segment different tissues in the brain. Dice scores

of 75%, 60% and 56% were achieved for the whole tumour, the core of the tumour and the

enhanced tumour, respectively, using the BRATS dataset.

Soltaninejad et al. [25] introduced a technique which used fully connected networks to extract

features together with hand-designed texton features. The created features were given as

input to a random forest that applied pixel-wise classification. Promising dice scores of

88%, 80% and 73% were calculated for the whole tumour, the core of the tumour and the

enhanced tumour, respectively, using the BRATS dataset.

One of the best random forests for High-Grade Gliomas (HGG) patients from the latest

BRATS competition was proposed by Bharath et al. [26]. The authors used a random

forest based on superpixel and tensor-based feature extraction. A tensor was made from the

multi-sequence MRI data and multi-linear singular value decomposition was applied. Their

method achieved results comparable to deep learning methods and achieved dice scores

of 83%, 76% and 78% for the whole tumour, the enhancing tumour and the core of the

tumour, respectively. However, only HGG patients were considered during training and test

phase.

Ellwaa et al. [27] introduced a random forest using an iterative approach. Their basic principle

was to use a random forest and after each iteration choose the best patients from the training

set in order to maximally increase the accuracy of the model. The authors used the BRATS

dataset to assess their results and to compare their method with current state-of-the-art

methods.

The last model presented in this subsection tries to improve the performance of the model by

taking advantage of the anatomy structure information [28]. Initially, the whole tumour was

segmented from the rest of the brain. By expanding this segmented tumour, a Region Of

Interest (ROI) was defined. Subsequently, a random classifier was trained on the voxels lying

inside the ROI. In addition, a novel pathology-guided refinement was discussed to correct

some of the mispredicted labels of the random forest. The model achieved promising results
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for the whole tumour with a dice score of 85.2%. However, improvements are still needed

in order to increase the dice score of the core and the active tumour which currently reach

values of 70% and 73.4%, respectively.

2.3 Feature Learning

Currently, most research on brain tumour segmentation focuses on deep learning algorithms

because these methods generate solid results for classification and segmentation. A lot of

studies are conducted for CNNs because they are computationally less expensive than normal

fully connected networks and they achieve good results as already discussed in section 2.4.

For the segmentation task, one can discriminate between methods that perform pixel-wise

classification to complete the segmentation and methods that rely on approaches to segment

the images directly.

2.3.1 Pixel-Wise Classification Approaches

Havaei et al. [29] proposed a fully automatic approach by comparing several CNN archi-

tectures for pixel-wise classification. In comparison to other CNN approaches, they used a

convolutional implementation of a fully connected layer. This approach resulted in a 40-fold

speed-up of the segmentation time. Besides, a two-phase training procedure was described in

order to cope with hazards related to the imbalance of tumour labels. The results were com-

parable to those of other state-of-the-art methods, but the segmentation time was decreased

significantly, making the model applicable for practical segmentation problems.

Pereira et al. [30] compared several network architectures for both HGG, Low-Grade Gliomas

(LGG) and a combination of both of them. They used 3x3 kernels for the convolutional layers

and started with input patches of 33x33 pixels. Their final network used 6 convolutional layers

and 3 fully connected layers. Studies were conducted on the use of intensity normalisation in



2.3 Feature Learning 10

combination with CNNs. The authors showed that the latter approach additionally combined

with data augmentation is very promising. Their final method was capable to obtain the first

position on the online evaluation platform of the BRATS competition. The same method

was used for the on-site BRATS 2015 challenge where they obtained the second place.

Transfer learning is another possibility to construct a network that yields pixel-wise classifica-

tion [31]. Although the researchers only tried to predict the survival time, they achieved very

good results by using pre-trained deep neural networks. Also interesting was the way how

they investigated the meaning of deep intermediate features extracted from the pre-trained

CNN.

Zikic et al. [32] presented a simple network with only two convolutional layers and two fully

connected layers. The authors used 5x5 convolutional kernels and no post-processing was

applied on the predictions of the network. In addition, the predictions of a random forest

were compared with those of the CNN. From the results discussed in the paper, the CNN

undoubtedly outperforms the random forest for all segmentations of the tumour even though

the random forest had access to about twice the amount of training data.

The last method discussed in this subsection is the deepmedic approach [33]. Deepmedic

is an 11 layers deep 3D CNN. It uses a dual pathway architecture which is able to process

the MR images at multiple scales simultaneously. Besides, a 3D CRF post-processes the

predictions. The method was evaluated on both the BRATS dataset as well as the ISLES

dataset. Due to the good computational complexity of the method, it can be used in clinical

practice or for research.

2.3.2 End-to-End Segmentation Approaches

The following methods use an approach which is able to segment the MR image with one

forward propagation. This is computationally more efficient. The base network used for

this approach is U-Net which is discussed in section 2.4. The majority of the approaches
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discussed in this section have competed in the BRATS competition of 2017.

Amorim et al. [34] introduced an approach based on a 3D CNN for each of the tumour

segments. During training, only HGG patients were used. The results of the network on the

test set created by the authors achieved good results, however, because only HGG patients

were used, the dice scores on the test set of the competition are rather low.

Catà et al. [35] used a masked V-Net for the segmentation task. The authors presented a

variant of this network that uses an ROI to limit the number of voxels the network can train

on. The obtained results for segmentation of the whole tumour are comparable with previ-

ously discussed state-of-the-art methods. On the contrary, the tumour core and enhanced

tumour dice scores are less accurate compared to these same methods.

Another strategy is to use a cascade of CNNs [36]. The problem is decomposed in three

binary classification problems for the whole tumour, the core of the tumour and the enhancing

tumour. First, the whole tumour is localised, after which a surrounding patch is fed as input

to the next network to find the core of the tumour. Lastly, the enhancing tumour is located

based on the prediction of the previous network. The individual networks used to localise the

different parts of the tumour were based on the U-Net architecture. This approach achieves

one of the best results on the online validation leaderboard of the BRATS 2017 competition

for the tumour core and the enhanced tumour.

Hu et al. [37] proposed a time-implicit multi-phase evolution approach to improve the predic-

tions of the 3D CNNs. The probabilities of the predictions were used as initialisation values

for the multi-organ refinement method. All the information obtained from the probabilities

as well as the refinement method allowed to build a unified energy functional. The proposed

time-implicit multi-phase evolution approach will then optimise this energy functional. Even

though the research conducted in this paper was not specifically for brain tumour segment-

ation, it demonstrates some novel techniques that can be used together with MRI data and

that have been shown to be profoundly effective, robust and efficient.
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Dong et al. [38] demonstrated the importance of data augmentation together with the U-Net

architecture for brain tumour segmentation. They proposed a normal U-Net architecture for

two-dimensional (2D) data, but they applied a number of data augmentation methods in

order to increase the number of training samples. The model was evaluated on the BRATS

2015 dataset on which they achieved a dice score of 86% for both the whole tumour and the

core of the tumour and 65% for the enhancing tumour. The results show that the proposed

model obtains superior scores for the core of the tumour.

Zhao et al. [39] proposed a 2D approach that made use of 3D information by incorporating 3

2D Fully Convolutional Neural Networks (FCNNs). Each of the CNNs was trained to segment

the brain tumour from axial, coronal or sagittal views. The individual results were fused by

using a majority voting strategy. The authors applied a CRF on the fused segmentation to

ensure the appearance and spatial consistency of segmentation results. The results obtained

for this method are one of the best results on the online validation leaderboard of the BRATS

2017 competition and is comparable to 3D CNNs. However, the method uses only 2D CNNs

and is hence computationally more efficient.

In table 2.1, different methods from sections 2.2 and 2.3 are shown. These methods will be

used to compare with the final network. The methods which use the BRATS 2017 dataset

are marked with a *. Notice that the results in the table are results that the authors claim

to achieve. For a thorough comparison of the methods, the same test set should be used to

derive the dice scores.

2.4 Network Architectures

The models from the previous section make use of an architecture to learn the parameters to

segment the brain tumour. The majority of these models use an existing base architecture and

adapt it to the specific problem they solve. In this section, the most used base architectures

are discussed. A division is made between classification networks, which classify the input into
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Author Approach Tumour

core

Active

tumour

core

Whole

tumour

Havaei et al. [29] InputCascadeCNN 0.79 0.73 0.88

Zikic et al. [32] CNN 0.736 0.69 0.837

Maier et al. [24] Random Forest 0.6 0.56 0.75

Soltaninejad et al.

[25]

Fully connected network

+ random forest

0.8 0.73 0.88

Bharath et al. [26] Random forest* (only

HGG)

0.783 0.761 0.833

Bharath et al. [26] Random forest* (HGG

and LGG)

0.59 0.69 0.76

Song et al. [28] Random forest 0.7 0.734 0.852

Pereira et al. [30] CNN 0.72 0.62 0.84

Kamnitsas et al.

[33]

Deepmedic (CNN) 0.75 0.721 0.898

Amorim et al. [34] 3D CNN* (only HGG) 0.912 0.827 0.911

Catà et al. [35] masked V-Net* 0.637 0.714 0.877

Wang et al. [40] Cascaded CNN* 0.775 0.783 0.874

Dong et al. [38] U-Net 0.86 0.65 0.86

Zhao et al. [39] 3 2D FCNN* 0.782 0.578 0.871

Table 2.1: Dice scores from the different approaches from sections 2.2 and 2.3. Not every approach
uses the same dataset to derive its results. Approaches which use the 2017 BRATS
dataset are marked with a * and only approaches for which results of the tumour core,
the active tumour core and the whole tumour segmentation are available, are denoted.
Notice that the results in this table are the results which the authors claim to achieve.
For a thorough comparison of the methods, the same test set should be used.
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Figure 2.1: An illustration of the AlexNet architecture using a combination of 2 Graphics Processing
Units (GPUs) [41].

a discrete amount of categories, and segmentation networks, which segment the input.

2.4.1 Classification Networks

The first kind of networks that are discussed, are classification networks. These networks

take some data as input and classify the data into a specified number of categories. Images

can be given as input of the network, but other types of data are also possible.

Krizhevsky et al. [41] studied convolutional neural networks and introduced the AlexNet archi-

tecture which rendered significantly better results (test error of 16.4%) than other methods

for the ImageNet [42] classification task. Figure 2.1 depicts the architecture for this network.

The AlexNet architecture can be used for classification tasks.

The VGGNet architecture uses more layers (16 to 19) than AlexNet (8 layers). Simonyan

and Zisserman [43] examined several VGGNet architectures and discussed the results of these

architectures on the ImageNet classification task, for which they achieved a test error of 7.3%.

The authors also showed that the representations generalise well to other datasets and their

results confirmed the significance of architecture depth in visual representations.

GoogleNet is an architecture developed by Google with a similar performance on the Im-
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Figure 2.2: An illustration of an inception module, as used in the GoogleNet architecture. The
1x1 convolutions are performed to reduce the number of operations. (Figure obtained
from [45])

ageNet dataset as VGGNet [44]. GoogleNet achieved a test error of 6.7% on the ImageNet

classification task. The GoogleNet architecture consists of 22 layers and uses inception mod-

ules (figure 2.2). GoogleNet, however, extensively changed the original AlexNet architecture.

As three losses are defined in the network, fine-tuning this particular network is not trivial.

More research should be conducted to enable proper exploitation of the architecture.

The ResNet architecture uses architecture depths up to 152 layers [46]. This architecture

learns residual functions with reference to the input. The benefit of the residual functions

is that they are easier to optimise. Comparative experiments between ResNet architectures

with various depths ranging from 18 to 152 layers and a VGGNet revealed that although the

ResNet architecture is deeper, it still has a complexity lower than the VGG network. The

authors have tested their network on the ImageNet dataset for which they achieved a test

error of 3.57%.
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2.4.2 Segmentation Networks

The second kind of networks that are discussed, are segmentation networks. These networks

take the input data and segment it. The output will hence be of the same size as the input,

but with each part of the input data assigned to a category. This kind of network typically

uses images as input.

Ronneberger et al. [47] proposed an architecture for biomedical image segmentation named

U-Net. U-Net transforms input images to segmented output images by forwarding the image

through the network. This procedure has the advantage that predicting the segmentation

of an image is considerably faster than with the previously mentioned architectures. The

architecture exists of a contracting path capturing the context and a symmetric enlarging

path for precise localisation. The authors demonstrated that their network outperforms

the best methods which use a sliding window CNN for the segmentation task. Figure 2.3

displays the architecture of the CNN. The network uses an encoder sub-network to downsize

the image to a lower resolution but with a higher number of channels and it uses a decoder

sub-network to decrease the number of channels and increase the image size again. The

decoder sub-network uses a transposed convolutional layer to upsample the image to its

normal size. Transposed convolution was first proposed by Zeiler et al. [48].

Fu et al. [49] introduced a network, the M-Net architecture, making use of U-Net. Their

architecture consists of a multi-scale input layer, the original U-Net and a multi-label side-

output. The multi-scale input layer downsamples the original image by performing average

pooling and feeds the downsampled images as input to the corresponding layers in the U-Net.

The multi-label side-output upsamples the output of each layer of the U-Net to its original

size and calculates the loss for each layer. The losses per layer are eventually added and

optimised. Figure 2.4 depicts the M-Net architecture.

SegNet is another architecture which has a lot of similarities with the U-Net architecture

but uses more convolutional layers [50]. An illustration of this network is shown in figure
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Figure 2.3: U-Net architecture (figure obtained from [47]). The blue boxes represent a multi-channel
feature map. The number of channels for the boxes is shown on top of them. The
white boxes on the right side of the network are copies of the feature maps from their
corresponding layer in the encoder.
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Figure 2.4: M-Net architecture (figure obtained from [49]). The architecture is divided into three
parts: a multi-scale input layer, a U-Net architecture and multi-label side-output. The
inputs for the different layers are downsampled using average pooling. The outputs for
each layer are upsampled using transposed convolutions.

2.5. A novelty of this architecture lies in the manner how the encoder and decoder layers

are connected. U-Net uses a concatenation of the corresponding layers whereas SegNet uses

the pooling indices computed in the max-pooling layer.

Growing computational power and larger memory capacity enable the development of 3D

CNNs e.g. V-Net, an architecture which uses 3D data to predict the segmentation of images

[51]. The latter architecture exhibits similarities with U-Net, except that V-Net relies on 3D

data in order to get more accurate segmentations. The entire V-Net architecture is depicted

in figure 2.6.

2.5 Preprocessing Data

Raw data are usually ’noisy’ and should be transformed before being analysed and interpreted.

The transformation of data before usage, generally designated as preprocessing of data,

encompasses data cleaning, data integration, data transformation, data reduction and data
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Figure 2.5: An illustration of the SegNet architecture (figure obtained from [50]). This architecture
has a lot of similarities with the U-Net architecture. However, it can be seen that this
network uses more convolutional layers. SegNet also uses a soft-max layer whereas U-Net
uses a 1x1 convolutional layer.

Figure 2.6: An illustration of the V-Net architecture (figure obtained from [51]). The architecture
shows similarities with U-Net (figure 2.3), however, V-Net uses 3D input data.
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discretisation. During data cleaning, missing values are filled in and incorrect or inaccurate

data are replaced or modified. Data integration puts different representations of the data

together and the transformation step normalises the data. Data reduction aims at presenting

a reduced representation and data discretisation transforms continuous values to discrete

values. For brain tumour segmentation, only normalisation is needed because the data do

not contain any missing values. In addition to normalisation, some data augmentation

techniques will be discussed. Data augmentation is a technique which adds more data by

altering the existing data.

2.5.1 Normalisation

MR images collected at different points in time can possess significant differences in intensity.

This difference in intensity can pose a significant challenge to learning algorithms that can

possibly fail to learn and generalize valuable information from the data. In order to correct

the non-uniform intensity, several algorithms have been applied.

In order to circumvent the problem, Styner et al. [52] presented a parametric estimate of

intensity inhomogeneities called parametric bias field correction (PABIC). Their method is

based on a simplified model of the imaging process, a parametric model of tissue class

statistics and a polynomial model of the inhomogeneity field. The final objective of their

method is to assign the correct tissue class for each pixel.

Another approach, non-parametric non-uniform intensity normalisation (N3) [53], does not

require a model of the tissue classes present. The method uses an iterative approach to

appraise the multiplicative bias field and the distribution of the real tissue intensity and

considers 3D data sets. The goal of N3 is to attain a smooth multiplicative field that

maximises the frequency content of the distribution of tissue intensities. For that purpose,

two parameters need to be selected. Experiments have shown that the parameters can be

selected to produce a uniform performance. Furthermore, the technique reduces the non-

uniformity in intensity and generates visually uniform data.
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Tustison et al. [54] proposed improvements for the N3 method by coupling a robust B-spline

approximation algorithm with an improved optimisation strategy.

In contrast with the previous methods, a method proposed by Nyúl et al. [55] ’learns’ the

parameters during a training stage. During this stage, certain landmarks are linearly mapped

on a standardised scale. In a second stage, the landmarks and their mapping are used to

linearly project the original MR images onto a standardised scale. Statistical measurements

revealed that the standardised image intensities have a more persistent spectrum and a larger

significance than the initial image intensities.

In this master’s dissertation, the improved method of Tustison et al. [54] and the method

proposed by Nyúl et al. [55] will be compared to normalise the data. The results of these

normalisation approaches will also be compared to mean normalisation. PABIC will not be

tested because this approach is complex and the objective of this master’s dissertation is not

to compare different normalisation techniques amongst each other.

2.5.2 Data Augmentation

Data augmentation relates to methods that generate new data based on the original data.

By performing small distortions and translations of the original data, new data with other

characteristics are induced which, on their turn, can be used to expand the training set of

the network.

An advanced data augmentation technique requiring machine learning itself is image-to-

image translation [56]. The technique makes use of cycle-consistent adversarial networks

and intends to attain a mapping between input and output images. Upon achievement, the

trained network could be applied to augment existing data by translating the total image.

Despite compelling results, the method still obtained failures due to geometry and texture

substitutions.

Wang and Perez [40] explored multiple variations of data augmentation for image classific-
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ation. They compared simple techniques such as cropping, rotations and flipping as well

as more advanced techniques to list their benefits and shortcomings on various datasets.

Generative Adversarial Networks (GANs) and neural networks were assessed as well.

Elastic distortion, another augmentation technique, achieved good results together with a

CNN. During experiments, the best results were attained by this method [57].

For this master’s dissertation, simple augmentation techniques such as cropping, shifting,

etc. will be used as well as elastic distortions. The GANs, studied by Wang and Perez [40],

are not considered because the authors showed that the increase in performance is not much

better than when using only simple techniques. Furthermore, the GANs consume almost 3×
the computation time. The reason of increased computational complexity also applies to

image-to-image translation and hence, this technique is not considered.



Chapter 3

Biomedical Background

In this chapter, a brief medical background will be given about brain tumours. A distinction

is made between primary brain tumours, which originate in the brain and tend to stay there,

and metastatic brain tumours, which originate elsewhere in the body and disseminate to

the brain. Furthermore, a neuroimaging technique, magnetic resonance imaging, will be

discussed.

3.1 Brain Tumours

A brain tumour is an anomalous tissue that expands by uncontrolled cell division. A distinc-

tion can be made between benign and malignant tumours. Benign tumours are non-cancerous

and microscopically don’t appear as a cancer. Malignant tumours are cancerous and operate

more aggressively. They invade other tissues and may spread to other parts of the brain. The

origin of a tumour is an important metric to distinguish between tumours. When the origin

of a tumour is not situated in the brain, the tumour is called a metastatic brain tumour. For

a primary brain tumour, the origin of a tumour lies in the brain.

23
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3.1.1 Primary Brain Tumours

A primary brain tumour originates in the brain. Although the majority of brain tumours are

metastatic, there are a lot of different primary brain tumours. In 2016, the World Health

Organization (WHO) published a reclassification of the tumour types of the central nervous

system [58]. Only the most important tumour types will be discussed as a full explanation

of the different tumour types would be out-of-scope for this master’s dissertation.

Gliomas

A glioma is a tumour type that originates from glial cells of the brain or the spine. Glial

cells appear in the nervous system and take care of the neurons. The amount of glial cells

is approximately the same as nerve cells: around 86 billion [59]. They have four main

functions [60–62]:

• Preservation of the firmness and structure of the brain tissue

• Cleaning up waste after neuronal injury or cell death

• Separating individual neurons

• Supplying the neurons with oxygen and nutrients

Up to 30% of all brain and central nervous system tumours are gliomas of which another 80%

are malignant [3]. To date, the only established risk factor is ionising radiation [63]. Possible

treatments for this kind of tumour are surgery, radiation therapy and chemotherapy.

Meningiomas

A meningioma emerges from the meninges, membranes that cover the brain (figure 3.1).

This type of tumour grows very slowly, often without causing symptoms. About 36.1%
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Figure 3.1: An illustration of the meninges, the three membranes inside the skull that cover the
brains, from Wikipedia [66].

of all primary brain tumours are meningiomas and the majority of them is benign [64].

This type of tumour arises more with women. Because most occurrences are random, the

exact causes of meningiomas are not yet known. Nevertheless, a correlation has been found

between meningiomas and chromosome 22. 40 to 80 percent of tumours of this type contain

abnormalities in the chromosome [64]. An explanation for these abnormalities has not yet

been found. Meningiomas are often curable with surgery alone. However, since meningiomas

are slow-growing tumours, observation of the tumour might be sufficient. Herscovici et

al. [65] showed that 63% of their investigated patients had no tumour-growth on follow-up.

Pituitary Adenomas

A pituitary adenoma originates from cells in the pituitary gland or hypophysis. The pituitary

gland is crucial to secrete hormones that regulate the homeostasis. Most of the pituitary

adenoma are benign and only 0.1% to 0.2% are cancerous [67]. The majority of this type of

tumour arises spontaneously. There are some cases where they are inherited, but these cases
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are uncommon. Pituitary adenoma comprise 10% of all brain tumours [68] and treatments

for this kind of tumour are surgery, radiation therapy or medical management. The specific

kind of treatment will depend on several factors among which the tumour size, age, hormone

production by the tumour, etc.

Vestibular Schwannomas

A vestibular schwannoma is a tumour type that originates from the Schwann cells. Schwann

cells are glial cells associated with the axon of nerve cells and, along the spine, myelin inside

the brain is formed by the myelin sheath which is necessary for the proper functioning of the

nervous system. A vestibular schwannoma is a benign slow-growing tumour and may affect

the hearing and balance nerves. The cause of this type of tumour is not yet known, but there

is some evidence that defects in tumour suppressor genes may cause it for some individual

cases [69]. About 7 to 8 percent of all primary brain tumours are vestibular schwannomas

and possible treatments are surgery and radiation therapy. Due to the slow-growing nature,

observation is also possible.

3.1.2 Metastatic Brain Tumours

A metastatic brain tumour originates elsewhere in the body and spreads to the brain. Brain

metastases appear more frequently than primary brain tumours. Some cancers disseminate

more easily to the brain among which lung, breast, melanoma, colon and kidney cancers.

Possible treatments for a metastatic brain tumour are surgery and whole-brain radiation.

Whole-brain radiation is used because there is a possibility that multiple tumours have risen

in the brain, of which some might still be invisible due to their size. Therefore, whole-brain

radiation can work preventively. A concern about this type of radiation is the possible impact

on cognition as the whole brain is irradiated.
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3.2 Magnetic Resonance Imaging

Neuroimaging is required to extract both structural and functional information about the

brain. Possible neuroimaging techniques are Computed Tomography (CT) or Computer

Aided Tomography (CAT), Positron Emission Tomography (PET), Single-Photon Emission

Computed Tomography (SPECT), MRI, etc. Because the dataset for this master’s disserta-

tion only contains MRI data, the other neuroimaging techniques will not be discussed. For

a thorough understanding of these techniques, the article provided by Belanger et al. [70]

might be a good introduction.

MRI is a medical imaging technique that uses magnetic fields and radiofrequency waves to

form an image. The advantage of this approach is that MRI does not emit ionising radiation,

in contrast to CT, PET or SPECT. On the other hand, an MRI scanner is expensive, and

waiting lists for patients are therefore often long.

MRI is a form of Nuclear Magnetic Resonance (NMR) and is based on the fact that isotopes,

like hydrogen, have a spin which develops a magnetic field. In the MRI-scanner, a large

external magnetic field is causing the individual spins to align. If the atom core is exposed to

electromagnetic radiation, like the radiofrequency waves in MRI, the spin of the isotope will

change. Eventually, the isotope will go back to its equilibrium state by emitting a photon.

If the emitted photons are in a receiver coil, the location and amount of hydrogen cores

is known and can be used to reconstruct a 3D image. Because the different tissues have

another hydrogen density, the tissues will be visible on the image.

MRI has multiple sequences. The differences of the sequences are based on the echo time

(TE) and repetition time (TR). The TE is the time measured from the centre of the radio

frequency pulse to the centre of the echo. The TR is the time between consecutive pulses. An

illustration of the differences between the two time units is given in figure 3.2. T1-weighted

images use short TE and TR times. This results in images which highlight fat tissue. Figure

3.3b depicts a T1-weighted image of the brain. By using longer TE and TR times, the water
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Figure 3.2: An illustration of the different time units used with MRI (figure obtained from [71]).
The TE time corresponds to the time from the centre of the radio frequency pulse to
the centre of the echo. The TR time is the length between consecutive pulses.

content is highlighted. These images are T2-weighted images. An example of a T2-weighted

image is shown in figure 3.3d. Fluid Attenuated Inversion Recovery (Flair) is another sequence

that uses a longer TE and TR times in comparison with T2-weighted images. The effect

is that the cerebrospinal fluid is suppressed but abnormalities remain bright (figure 3.3a).

Sometimes, a patient is injected with gadolinium. Gadolinium is the most commonly used

compound for contrast enhancement in MRI scans. Due to local changes in the vascular of

the tumour tissue, the tissue becomes more visible in an MRI scan. In figure 3.3c, a scan of

the brain is shown where the patient was injected with gadolinium and the T1 MRI sequence

was used.
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(a) Flair image (b) T1-weighted image

(c) Post-gadolinium T1-weighted image (d) T2-weighted image

Figure 3.3: Images of the different MRI sequences



Chapter 4

Data Analysis

In this chapter, the data that will be used throughout this master’s dissertation will be

discussed. The data is adopted from the dataset of the BRATS competition from 2017 and

consists of 285 patients, out of which 210 HGG patients and 75 LGG patients. For each of

the patients, the groundtruth tumour segmentation masks and 4 different MRI sequences are

available. The MRI sequences are Flair, T1, T2 and post-gadolinium T1 (T1c). In section

3.2, the 4 sequences are explained and example images are given.

All of the scans are multi-institutional clinically-acquired pre-operative multi-sequence MRI

scans. 20% (42 HGG and 15 LGG patients) will be used as validation data and the same

amount is used as test data. The scans were acquired using different clinical protocols and

several scanners with different field strengths from 19 institutions [72]. This will increase the

inter-institutional differences between the scans and might result in more general methods

for the segmentation problem. The provided data is already preprocessed to a certain extent

i.e. co-registered to the same anatomical template, interpolated to the same voxel size of 1

mm3 and skull-stripped.

The 2017 dataset has a few differences with earlier datasets. First of all, only the scans and

annotations from the BRATS 2012 and 2013 dataset that have been manually annotated by

30



31

(a) Coronal (b) Sagittal

Figure 4.1: 2D slices from a patient’s brain scan in different views. To obtain both slices, the T2
MRI sequence was used.

clinical experts are used. The datasets from 2014 to 2016 contained pre- and post-operative

scans. The post-operative scans were removed by experts and the pre-operative scans were

annotated. There are 155 2D slices of 240x240 pixels in axial view, 240 2D slices of 240x155

pixels in sagittal view and 240 2D slices of 240x155 pixels in coronal view resulting in a total

3D size of 240x240x155 pixels. In figure 4.1, a coronal and sagittal view of a 2D slice are

shown. Figure 3.3a depicts a 2D slice in axial view.

In addition to the MRI data, the manually annotated groundtruth is also available. Fig-

ure 4.2 depicts an example of a manually annotated 2D slice, which is the segmentation

of the images in figure 3.3. The tumour was segmented manually by one to four raters.

Their results were fused and the fused segmentation was approved by experienced neuro-

radiologists. In contrast to previous datasets, the 2017 dataset only has 3 labels, one for the

gadolinium-enhanced tumour (label 4), one for the peritumoral edema (label 2) and one for

the necrotic and non-enhancing tumour (label 1). These tumour substructures match radi-

ological criteria and relate similar looking regions rather than giving a biological perception

of the substructures. Based on these labels, the tumour core, the active tumour core and

the whole tumour segmentation can be defined. The whole tumour segmentation contains
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Figure 4.2: The manually annotated groundtruth of a 2D slice of the brain tumour of a patient.
In figure 3.3, the original images that belong to this segmentation, are depicted. The
dark-grey tumour part consists of label 1, the light-grey tumour part consists of label 2
and the white tumour part consists of label 4. Only label 4 is considered for the active
tumour core, for the whole tumour all labels are considered for the whole tumour and
for the tumour core, label 1 and 4 are considered.

all labels. The tumour core segmentation contains labels 1 and 4, so only the edema is not

considered. The active tumour core segmentation contains only label 4.

To segment the peritumoral edema, the raters mainly used the T2-weighted images for

the segmentation and the Flair images to check extensions and distinguish between fluid-

filled structures. The segmentation of the edema also includes the core, which was later

resegmented by using T1c and T1 images. The raters annotated every third axial slice,

which was interpolated using morphological operators in order to get the full segmentation

per slice. The interpolated slices were visually checked and improved where needed.



Chapter 5

Preprocessing

Preprocessing of MRI data is important in order to reduce random variations in signal in-

tensity, noise spikes, etc. which originate from physiological sources like patient motion,

respiration, etc. or from the scanner itself. If preprocessing is not applied, the network may

suffer while finding a good solution for the problem.

To test the different normalisation techniques, the 4-layered network architecture as described

in section 7.1.1 is used without using data augmentation. The network is trained separately

for each of the normalisation techniques using the normalised data as input to the network.

After 20 000 training steps, the network will predict all patients from the validation set as

defined in chapter 4. Based on the predictions, mean dice scores are derived for the tumour

core, the active tumour core and the whole tumour. The dice score measures the similarity

between two samples and is defined as

DSC =
2 |X ∩ Y |
|X|+ |Y | (5.1)

where |X| and |Y | are the cardinalities of the sets. The full 3D groundtruth and the full

predicted segmentation are used to calculate dice scores per patient. Afterwards, the dice

scores are averaged over the full validation set and these results are compared between the

normalisation techniques.

33
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In addition to the dice scores, mean execution times of the normalisation techniques are

measured because normalisation needs to be done before segmenting the data. New patients

must also be normalised and hence, the normalisation time is taken into account for the

overall segmentation time. To test the normalisation time, a distinction will be made between

the training time of the normalisation process and the time to normalise when the parameters

are already learned. The training times are obtained using a training set of 30 patients. The

time to normalise after learning is obtained using a validation set of 30 patients. For the

latter time, the results are averaged over the different patients. The validation set used to

measure the execution time is different from the one defined in chapter 4 because only the

execution time is considered. By decreasing the number of patients in the validation set, the

execution times will decrease, but the average execution time should be approximately the

same. The time values were measured on an Intel© Core™ I7-5930k Central Processing Unit

(CPU) with 6 cores and 64 GB of RAM running Ubuntu 14.04 as the operating system.

5.1 Mean Normalisation

The first technique discussed in this section is mean normalisation. This is the simplest

technique of the three. Mean normalisation is used in a lot of different domains and can also

be used for image processing. To do mean normalisation, the mean x̄ per MRI sequence is

calculated over the training set. The mean of a sample is defined as

x̄ =
1

n

(
n∑

i=1

xi

)
=
x1 + x2 + · · ·+ xn

n
(5.2)

with n = the number of pixels in the sample. For a training set of p patients, the number

of pixels = p× 155× 240× 240. When the value p is very large, the nominator of equation

5.2 might reach values that are too large to work with. This can be solved by calculating

the mean per patient and averaging over the means. This is known as the mean of means.

The proof that this holds can be found in Appendix A.

In addition to the mean, the standard deviation σ is also calculated. The standard deviation
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is defined as

σ =

√
1

n

[
(x1 − x̄)2 + (x2 − x̄)2 + · · ·+ (xn − x̄)2

]
(5.3)

where n = the number of pixels in the sample and x̄ is defined as in equation 5.2.

To normalise the patients, the mean and standard deviation per MRI sequence were calculated

over the whole training set. Afterwards, the formula used to normalise each of the MRI

sequences of the patients was

x′ =
x− x̄
σ

(5.4)

where x̄ is the mean of the MRI sequence and σ is the standard deviation of the MRI

sequence.

The time to ’learn’ the parameters (mean and standard deviation) and the average time

to normalise a patient is given in table 5.1. The time to calculate the mean and standard

deviation over a training set of 30 patients is 9.745 seconds. This is fast compared to the

training time of the intensity normalisation method. The time to normalise a patient is

0.206 seconds on average. Again, compared with the other normalisation methods, this is

a fast time. The reason for this is that the operations that need to be calculated for mean

normalisation of a patient are not complex in comparison to the operations of the other

methods.

5.2 Non-Parametric Non-Uniform Intensity Normalisation

The next normalisation technique that will be discussed is N3 as described in [53]. However,

in this master’s dissertation, the improved version of Tustison et al. [54] will be used. The

implementation of this method was made public by the authors through the Insight Toolkit

(ITK) of the National Institutes of Health. This toolkit was used in this master’s disser-

tation to test this normalisation method. The N3 approach is widely used to correct MRI

data.
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N3 will try to solve the variation in signal intensities which is a common artefact in MRI. A

Possible reason for this variation can be poor radio frequency field uniformity. N3 achieves

high performance without requiring a model of tissue classes present. Because it makes

few assumptions, the method can be applied at an early stage. Furthermore, the method

is independent of the pulse sequence and impervious to pathological data. N3 uses the

multiplicative bias field and the distribution of the true tissue intensities. For a more ex-

tensive explanation of this method, it is recommended to read [53]. The improvements

made by Tustison et al. [54] will mainly improve the optimisation strategy of the original N3

method.

Figure 5.1a shows the original MRI data. Figure 5.1b depicts an N3 corrected image. At

first sight, these images don’t differ, however, as can be seen on the heat map in figure

5.1c, the top right sight of both images differs by some amount. These differences might be

significant for the network to learn better parameters in order to improve the segmentation of

a tumour, even though the differences are not really visible on figures 5.1a and 5.1b.

In table 5.2, the dice scores for the tumour core, the active tumour core and the whole tumour

segmentation are given. When the mean normalisation method and N3 are compared, it can

be seen that the methods reach about the same scores. The time values are given in table

5.1. Because N3 normalisation does not need to ’learn’ any parameters, no training time

is given. Another consequence of this is that the data can be normalised in parallel. The

average normalisation time per patient is 186.993 seconds. This is a lot more compared

to mean normalisation. The reason for this is because N3 normalisation uses an iterative

approach together with complex operations. The time values were obtained by using multi-

threading on a six-core CPU as explained in the introduction of chapter 5. By using more

parallelised hardware, the normalisation time can be improved, but it will still be bound by

the time to normalise 1 patient.
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(a) Original image (b) N3 normalised image

(c) Difference between the original and the N3 normalised image

Figure 5.1: Difference between an original MRI image and an N3 normalised image. The difference
between the images is shown using the heat map at the bottom.



5.3 Intensity Normalisation 38

5.3 Intensity Normalisation

The last normalisation technique that is discussed is intensity normalisation. The technique

was first proposed by Nyúl et al. [55] and their idea was to map the MRI intensities onto a

standard scale. This is done by identifying ’landmarks’ which are needed to linearly project

the original pixels onto the standard scale.

First, the standard scale needs to be defined. This consists of 2 numbers, a minimum s1

and maximum s2. Tests have shown that value 1 is a good value for s1 and value 4095

is a good value for s2 [73]. The training step consists of identifying the ’landmarks’ that

are needed to do the mapping. During training, for each patient in the training set, the

99.8 percentile value p2i and the 0 percentile value p1i (minimum) are calculated. On the

standard scale, these values will be mapped to s2 and s1 respectively. For each patient, the

second mode µi is also calculated. The second mode is used because the first mode of each

patient will typically be the background value. When all the second modes are calculated,

they are averaged, and the mean µs is rounded and stored. This value is needed to normalise

all patients in the training set and all future patients.

After the training step, the data can be transformed and mapped to the standard scale using

the following formulas 

µs + (x− µi)
s1 − µs
p1i − µi

, m1i ≤ x ≤ µi

µs + (x− µi)
s2 − µs
p2i − µi

, µi ≤ x ≤ m2i

(5.5)

where x is the pixel to be mapped and m1i and m2i are the minimum and maximum of the

patient data respectively. As can be seen from the formulas, the data is linearly mapped

according to different functions based on the pixel value. In figure 5.2, a possible mapping

is shown together with the ’landmarks’ that were defined during the training stage. The

turning point to use the other mapping function coincides with µs. On the figure, values s′1i
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and s′2i are the minimum and maximum of the standard scale respectively. In this master’s

dissertation, p1i coincides with the minimum and thus m1i = p1i and s1 = s′1i. The value

s′2i 6= s2 but is of no further use for this master’s dissertation.

Figure 5.3a depicts an original MRI image and figure 5.3b depicts an intensity normalised

image. It can be seen that there are differences between the images. The normalised image

has more contrast than the original. This might help the network to find dissimilarities in

the brain.

In table 5.2, it is clear that intensity normalisation achieves the highest dice scores for the

tumour core, the active tumour core and the whole tumour segmentation. Compared to

the other normalisation approaches, intensity normalisation is superior. In table 5.1, the

time results of running the normalisation techniques are given. To find the ’landmarks’

during the training step, it takes approximately 744.844 seconds for a training set of 30

patients. Once the ’landmarks’ are found, a new patient can be normalised in approximately

4.576 seconds. Compared to the mean normalisation method, this is slow. However, due

to the better results for the segmentation problem and the fact that in practice 4 seconds

is manageable, this method will be chosen over mean normalisation. Compared to the N3

method, intensity normalisation will normalise new patients more rapidly and it performs

better on the segmentation problem. The only advantage of N3 normalisation is that no

training step is required. However, since training is typically done before the network would

be used on new patients, intensity normalisation will be chosen over N3 normalisation.

5.4 Results

Based on the results from table 5.2, intensity normalisation performs the best. It achieves

the highest dice scores for the tumour core, the active tumour core and the whole tumour

segmentation. An important remark is that the differences between dice scores are not

negligible and hence, execution times are less important in the comparison because the
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Figure 5.2: Plot of an intensity mapping function for the transformation stage when using intensity
normalisation (figure obtained from [73]). It can be seen that two different mapping
functions are used as defined in equation 5.5. The turning point to use the other function
coincides with µs.
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(a) Original image (b) Intensity normalised image

Figure 5.3: Difference between an original MRI image and an intensity normalised image.

primary problem is to segment the tumour as accurate as possible. Execution times cannot

be extremely long because the algorithm should perform faster than a human, but as can

be seen in table 5.1, all normalisation methods are able to normalise patients in practically

efficient times. Intensity normalisation is slower than mean normalisation, but it is faster than

N3 normalisation. Taking both the dice scores and the time results into account, intensity

normalisation is the best method for the problem of brain tumour segmentation.
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Training time (s) (to learn para-

meters based on a training set

of 30 patients)

Average normalisation time per

patient (s)

Mean normalisation 9.745 0.206

Non-parametric non-uniform

intensity normalisation

/ 186.993

Intensity normalisation 744.844 4.576

Table 5.1: Training time and average normalisation time per patient in seconds for each of the nor-
malisation techniques. The non-parametric non-uniform intensity normalisation method
has no training time because no parameters need to be learned.

Average validation dice score

Tumour core Active tumour core Whole tumour

Mean normalisation 0.69329 0.60416 0.81857

Non-parametric non-uniform

intensity normalisation

0.69201 0.6084 0.81256

Intensity normalisation 0.69948 0.64565 0.84938

Table 5.2: Dice scores of the tumour core, active tumour core and whole tumour segmentation for
each of the normalisation techniques using the same network architecture.



Chapter 6

Data Augmentation

Due to the limited amount of data available to train the network, more data will be cre-

ated using simple augmentation techniques. In this chapter, the individual augmentation

techniques will be tested and validated in order to see which techniques improve the per-

formance of the network. Afterwards, combinations of the effective individual techniques will

be tested.

6.1 Individual Augmentation Techniques

In this section, the individual augmentation techniques will be tested. To test the augment-

ation technique, the inception network from section 7.1.4 was used. The data used to train

the network was intensity normalised as explained in section 5.3. When testing one individual

method, only original data and augmented data from the individual augmentation technique

are allowed. After 20 000 training steps, the trained network is used to predict the patients

in the validation set. Based on these predictions, mean dice scores are derived for the tu-

mour core, the active tumour core and the whole tumour. The dice score is defined as in

equation 5.1. When calculating the dice score, the full 3D groundtruth and the full predicted
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segmentation of a patient are used. The different dice scores are then averaged over the

full validation set. The final results per technique are compared to the results derived from

an identical network, but without using data augmentation. To find statistical significance

between the means, a Wilcoxon signed-rank test is executed. This is a non-parametric test

that, unlike the t-test, does not require normal distributions. Since all patients in the val-

idation set will be used to test each of the different techniques, a paired one-sided test is

performed.

For each of the individual augmentation techniques, except flipping, some parameters are

required in order to define the amount of change in the data. As the scope of this mas-

ter’s dissertation is not to examine the influence of the parameters on the data, the same

parameters as defined by Dong et al. [38] will be used. Notice that each of the individual

augmentation techniques use a 2D brain slice from the axial plane as input data. The aug-

mentation techniques could also be used to augment data in other planes, but this was not

used in this master’s dissertation.

6.1.1 Rotations

The first augmentation technique is a rotation. This augmentation technique will rotate the

brain randomly over an angle between −45° and 45° in the axial plane. The same rotation

angle is used for each of the MRI sequences and the groundtruth. The rotation is done using

spline interpolation of order 0. By using an order of 0, the image will not have any artefacts

after rotating. Points outside the boundaries are replaced by a constant value of 1, which is

the background value of the image after normalisation. Figure 6.1a depicts an image of a

rotated scan for an angle of 15°.

In table 6.1, the mean dice score of the validation set using rotations as an augmentation

technique is given. Besides, the p-value of a Wilcoxon signed-rank test is given to proof

statistical significance in the difference between using a rotation and using no augmentation

technique. The tumour core, active tumour core as well as the whole tumour segmentation
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obtain better average results than the network without using augmentations. The tumour

core differs significantly from the original dice score. The active tumour core and whole

tumour dice score are also larger compared to the original dice scores but no conclusions for

these cases can be made based on the limited statistical foundations. Based on these results,

rotations can be used as an effective augmentation technique.

6.1.2 Shifting

The next augmentation technique is a shift to the left/right and/or to the top/bottom. The

technique will shift the brain randomly to the right or left by at most 25 pixels. Afterwards,

the brain will be shifted to the top or bottom by at most 25 pixels. The same left/right and

top/bottom shift values are used for each of the MRI sequences and the groundtruth. In

figure 6.1b, a shifted brain scan is shown. The brain was shifted 16 pixels to the right and

22 pixels to the bottom.

Table 6.1 presents the result of this augmentation technique. In comparison with the network

trained without augmentation, the shift augmentation increases the tumour core and whole

tumour dice score and hence the segmentation of the tumour. The active tumour core

segmentation also improves but this cannot be proven statistically. Shifting will be used

as an augmentation technique because of the statistical significance in two out of three

cases.

6.1.3 Zooming

Zooming is another augmentation technique that enlarges the brain scan. First, the scan is

enlarged by at most 10%. Secondly, the image is resized to 240x240 pixels by cutting off the

borders at the top, bottom, left and right by the appropriate amount. As was the case for

rotations, zooming uses spline interpolations of order 0 to prevent artefacts from occurring.

Figure 6.1f illustrates an example of zooming by 9.8%.
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Zooming in results in an increase for the tumour core, the active tumour core and the whole

tumour dice score compared to the original values (table 6.1). However, for none of these

values, statistical significance could be proven. Because zooming increases the average values

for each of the cases, it will be used as an augmentation technique, but more tests are needed

to prove statistical significance for any of the cases.

6.1.4 Elastic Distortions

The next augmentation technique is an elastic distortion as described in [57]. This technique

will change the data by applying deformations in an ’elastic’ manner. An example of elastic

transformed data is shown in figure 6.1c. To obtain the example, parameter values of α = 720

and σ = 24 are used.

Table 6.1 shows the results of the influence of the augmentation technique on the mean

dice scores of the tumour core, the active tumour core and the whole tumour segmentation.

Again, the technique has a significant influence on the tumour core segmentation. The

whole tumour dice score increases slightly and the active tumour core decreases by 0.01252.

Notwithstanding the decrease of the mean active tumour core dice score, the augmentation

technique will still be used because of the significant impact on the tumour core.

6.1.5 Flipping

Flipping is a very simple augmentation technique that flips the left pixels with the right

pixels. Additionally, top and bottom can also be flipped, but this was not applied. To flip

the brain scan, each ith column (i from 0 to 119) is replaced by the (240− i)th column and

vice versa. In figure 6.1d, the result of flipping a brain scan is depicted. As can be seen in

this image, the tumour now lies on the left.

The results of using flipping as an augmentation technique are shown in table 6.1. Each of the

mean dice scores increases by applying flipping in comparison to applying no augmentation.
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For the tumour core and the whole tumour, the increase is statistically significant. Since

all values increased, of which two significantly, flipping will be used as an augmentation

technique.

6.1.6 Cropping

The last augmentation technique discussed in this section is cropping. By cropping an

image, random parts of the image are cut from the original image and resized to the original

size. To determine which part is cut, first, the size of the cropped part is randomly chosen

between 60 and 180 pixels. Afterwards, the upper left pixel of the cropped part will be

randomly designated, based on the randomly chosen size. The same part is taken from all

MRI sequences and from the groundtruth. In figure 6.1e, an example of a cropped brain

scan is shown. The cropped part is 74x74 pixels and it was taken by using pixel (79, 32) as

the upper left pixel.

Table 6.1 shows the results of using cropping as an augmentation technique. Cropping the

image has a negative effect on the tumour core, the active tumour core and the whole tumour.

A possible explanation for this finding is that the network uses a lot of the surrounding pixels

of the tumour and by cropping random parts, a lot of those surrounding pixels get lost. Due

to the decrease of all values, cropping will not be used as an augmentation technique.

6.2 Combinations of Augmentation Techniques

In this section, possible combinations of augmentation techniques are tested. However, it is

not possible to test all 25 possible combinations of techniques due to the large training time

of the network. Because of this, only 2 cases are examined. The first approach uses all the

augmentations as discussed in the previous section, but it uses no combined augmentation
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(a) Rotation over 15° (b) Shift of 16 pixels to the right and 22 pixels
down

(c) Elastic distortion with α = 720 and σ =

24

(d) Flipped brain scan
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(e) Cropped image of 74x74 pixels, resized
to 240x240. The left-most pixel of the
cropped image was taken at pixel (79,32)
in the original image.

(f) Zoom of 9.8%

Figure 6.1: Brain scans acquired by using different augmentation techniques. For each of the scans,
the same patient was used and the Flair sequence was manipulated.
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Tumour core Active tumour core Whole tumour

Mean p-value Mean p-value Mean p-value

Rotation 0.70149 4.172e−3 0.65284 0.0556 0.85437 0.1471

Shift 0.69995 0.01061 0.65226 0.07517 0.86022 2.013e−3

Zoom 0.69926 0.2703 0.65687 0.5081 0.85443 0.2089

Elastic distortion 0.69608 0.03094 0.63642 0.8706 0.85431 0.3028

Flip 0.7068 8.267e−4 0.65469 0.0556 0.86083 7.413e−4

Crop 0.67682 0.7349 0.63917 0.897 0.84573 0.9761

No augmentation 0.68259 0.64894 0.84996

Table 6.1: Validation dice scores of the tumour core, active tumour core and whole tumour seg-
mentation for each of the individual augmentations using the same network architecture.
The last result is the dice score of the segmentation obtained by using the same network
architecture without using data augmentation. Besides, p-values of the Wilcoxon signed-
rank test of the augmentation technique versus no augmentation is given. Values that
have a statistically significant difference are printed bold.
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techniques. This means that an image can be augmented in six possible ways (without

taking the random variations per augmentation technique into account). This first approach

will be referred to as uncombined augmentations. The second approach uses all possible

combinations of the augmentation techniques. This means that an image can be augmented

in 32 possible ways (without taking the random variations per augmentation technique into

account). This approach will be referred to as combined augmentations. Figure 6.2 depicts

an example of a combined augmented image. The image was shifted, rotated and elastically

transformed.

In table 6.2, the mean dice scores of the tumour core, the active tumour core and the

whole tumour segmentation are given. Besides, p-values of a Wilcoxon signed-rank test are

given to prove statistical significance. In comparison to using no augmentation, combined

augmentations and uncombined augmentations perform better based on the average dice

score. However, because no statistical significance is found, the conclusions are premature,

but give a good indication if more tests would be performed. When table 6.2 and table 6.1

are compared, it is clear that combined and uncombined augmentations perform better than

using only one augmentation technique based on the average dice score, except for the whole

tumour when using uncombined augmentations. When using uncombined augmentations,

the tumour core is slightly better segmented in comparison to using combined segmentations,

but the active tumour core and the whole tumour are segmented in a better way using the

combined augmentations based on the average dice scores.

In conclusion, combined augmentations perform better in 2 out of 3 test cases, albeit without

statistical significance. A reason that combined and uncombined augmentations cannot prove

a statistical significant difference is because the standard deviation is larger when combined

or uncombined augmentations are used. A Wilcoxon signed-rank test showed that the only

significant difference between combined and uncombined augmentations was found for the

whole tumour in favour of using combined augmentations (p-value of 0.00736). Because of

this, combined augmentations will be used in the final network.
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Tumour core Active tumour core Whole tumour

Mean p-value Mean p-value Mean p-value

Combined augmenta-

tions

0.70806 0.1347 0.68614 0.2557 0.86224 0.1417

Uncombined aug-

mentations

0.71138 0.2089 0.66068 0.3583 0.85202 0.2651

No augmentation 0.68259 0.64894 0.84996

Table 6.2: Validation dice scores of the tumour core, active tumour core and whole tumour seg-
mentation for combinations of the augmentation techniques from section 6.1 and for
using the augmentation techniques together, but without combining them (uncombined
augmentations). The last result is the dice score of the segmentation obtained by using
the same network architecture without using data augmentation. Besides, p-values of
the Wilcoxon signed-rank test of using augmentations versus no augmentation is given.

Figure 6.2: An illustration of a combined augmented image. This image was shifted, rotated and
elastically transformed.



Chapter 7

Methodology

In this chapter, the optimal architecture for the brain tumour segmentation problem is ana-

lysed. Subsequently, a machine learning technique, bagging, is applied to this network in

order to increase its performance. Finally, a post-processing method, 3D median filtering, is

discussed and applied to the optimal network.

7.1 Network Architectures

In this section, different network architectures are compared. Each of the architectures is

trained using intensity-normalised data and combined augmentations. Mean dice scores and

the dice score dispersion for the tumour core, the active tumour core and the whole tumour

segmentation are derived to compare the networks. In addition, the training times of the

networks are compared. All the networks are trained using a GeForce GTX Titan X NVIDIA

GPU with 12 GB of RAM and an Intel© Core™ I7-5930k CPU with 6 cores and 64 GB of

RAM. Version 1.4 of Tensorflow has been used to build the networks.

Each network uses some basic operations. The first operation is a convolution. An example of

convolution operation is shown in figure 7.1. In the example, 2 filters are used. The number

53
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of filters is a hyperparameter that can be chosen freely. The convolution operation works by

sliding a window over the input. The size of this sliding window is another hyperparameter.

The sliding window is then multiplied elementwise by the corresponding filter, the values are

added and finally, the bias is taken into account. For each filter, a channel in the output of

the convolution operation is generated.

After a convolution is applied, an activation function deals with non-linearities. In this

master’s dissertation, only the Rectified Linear Unit (ReLU) function has been used. The

ReLU function is defined as f(x) = max(0, x) and is applied elementwise to the output of

the convolution operation to remove all negative values. Another advantage of using ReLUs

is that the training time is accelerated. Moreover, the vanishing gradient problem is solved

when using gradient-based learning methods. Other activation functions like tanh were not

used in this master’s dissertation.

Max-pooling is an operation to downsample the input size by using the maximum value from

a region defined by a sliding window. Parameters for the max-pooling operation are the size

of the sliding window as well as the stride. The latter parameter expresses by how much the

sliding window is moved and can be chosen according to the reduction of the input size. An

example max-pooling with stride 2 and a sliding window size of 2× 2 is shown in figure 7.2.

A last operation to discuss, is a transposed convolution. This operation is used to upsample

the input and it uses the same connectivity as a normal convolution operation, however,

applied backwards. Instead of some predefined interpolation method, the advantage of using

transposed convolutions is that the parameters are learnable.

Each of the networks is trained using 20 000 learning steps and the soft dice coefficient is

minimised employing the Adam optimisation algorithm [76], an extension of the stochastic

gradient descent learning algorithm. The Adam optimisation algorithm has 4 hyperparamet-

ers: (1) the learning rate, (2) β1 which is the exponential decay rate for the first moment

estimates, (3) β2 which is the exponential decay rate for the second-moment estimates and
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Figure 7.1: An illustration of a convolution operation (cf., figure taken from [74]). The indicated
sliding windows are multiplied elementwise with their corresponding filter. Afterwards,
the elements are summed and the bias is added. The resulting value is used in the
output from the convolution operation. In this figure, 2 filters W0 and W1 are used and
thus an output with 2 channels is obtained.
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Figure 7.2: An illustration of a 2× 2 max-pooling operation with stride 2 (figure taken from [75]).
In the figure, four non-overlapping regions are indicated. From each of the regions, the
maximum is taken and used in the output.

(4) ε which is used for numerical stability. Due to the large training times of the networks, a

grid-search of all hyperparameters would be infeasible. Because of this, only the learning rate

is validated. Default values 0.9, 0.999 and 10−8 are used for β1, β2 and ε, respectively.

An identical validation strategy is applied for each of the networks to find the best learning

rate. During training, each 50th step, a batch of 12 slices from patients in the validation set is

segmented and compared to the original segmentation. Because of large training times, the

learning rates were validated using only 10 000 training steps. This approach was considered

appropriate to see the overall trend and to compare the learning rates. Afterwards, the best

learning rate was used to train the network over 20 000 training steps.

7.1.1 U-Net Based 4-layered Network

The first network that is discussed is a U-Net based network of 4 layers deep. Figure 7.3

shows the scheme of the architecture. The input of this network is a 4-channel single slice

MRI scan of size 4 × 240 × 240 pixels. The slice is one of the 155 brain slices of each

patient’s MRI scan with a size of 240 × 240 pixels. The 4 channels are derived from the 4
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MRI sequences. In each layer, 2 convolution operations are used in the encoder sub-network

and in the decoder sub-network. Downsampling of the size in each layer is achieved by a

max-pooling operation and upsampling the size in each layer by a transposed convolution

operation. The encoder and decoder sub-network of each layer are connected to each other

by concatenation. At the end of the network, a convolution operation with a sliding window

size of 1×1 is used to reduce the number of channels. The sliding window has a size of 1×1

to reduce the computation time. The output dimensions of the network are 4× 240× 240.

Each of the channels in the output is a bitmap and by adding up the bitmaps, an output

of size 240× 240 is obtained with maximum values of 4 in the corresponding image, which

corresponds to the maximum label.

In figure 7.4, three plots depict the validation dice scores for the tumour core, the active

tumour core and the whole tumour segmentation for each of the learning rates. Remark that

the validation dice scores are determined based on the batch containing 12 brain slices of

randomly chosen patients from the training set and not on a whole patient, hence, the real

validation dice scores for full patients might differ. However, the batch validation dice score

will suffice to find a good learning rate. Based on the plot of the whole tumour segmentation

(cf., figure 7.4a), no significant difference is found between the different learning rates.

Figures 7.4b and 7.4c demonstrate that a learning rate of 10−5 is not satisfactory for the

segmentation problem. Learning rates of 10−3 and 10−4 perform similarly for the active

tumour core segmentation, but for the tumour core segmentation, a learning rate of 10−4

performs best. In figure 7.5, the plots of the tumour core, the active tumour core and the

whole tumour segmentation dice scores are shown for 20 000 training steps using a learning

rate of 10−4. The plots were obtained by applying a smoothing factor α = 0.85. It is obvious

from the figure that additional training steps will not improve the overall segmentation.
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Figure 7.3: Scheme of the 4-layered network from subsection 7.1.1. The number of channels and
the image sizes are given in the boxes. The maximum number of filters is 512.

7.1.2 U-Net Based 5-layered Network with 512 Filters

An alternative network similar to the 4-layered network discussed in subsection 7.1.1 uses

only 32 filters in the first layer instead of 64. The maximum number of filters remains the

same and hence an extra layer is required. The scheme of this U-Net based 5-layered network

with 512 filters in the last layer is depicted in figure 7.6.

Figures 7.7a to 7.7c show plots of the validation dice scores for the whole tumour, the tumour

core and the active tumour core segmentation, respectively for each of the learning rates.

No significant differences between the learning rates are observed for the whole tumour

segmentation dice score (cf., figure 7.7a). Due to a low learning rate, the algorithm will

more likely be stuck in a local minimum. This also explains why the dice score for the

tumour core segmentation (cf., figure 7.7b), when using a learning rate of 10−5, does not

increase anymore. The plots in figures 7.7b and 7.7c demonstrate that a learning rate of

10−4 performs the best. The validation dice scores for 20 000 training steps using a learning

rate of 10−4 are shown in figure 7.8. The latter plot strongly suggests that 20 000 training
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(a) Validation dice score of the whole tumour segmentation

(b) Validation dice score of the tumour core segmentation

(c) Validation dice score of the active tumour core segmentation

Figure 7.4: Plots of the validation dice scores of the whole tumour, the tumour core and the active
tumour core segmentation using the network from subsection 7.1.1. Each 50th step, a
batch of 12 slices of patients from the validation set was segmented to calculate the
dice score. Note that the dice scores in the plots are not obtained by segmenting full
patients.
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Figure 7.5: Validation dice scores of the active tumour core, the tumour core and the whole tumour
segmentation using the network from subsection 7.1.1, trained over 20 000 steps with a
learning rate of 10−4. The plots were obtained by applying exponential smoothing with
α = 0.85.

steps are sufficient due to stagnation of the curves.

7.1.3 U-Net Based 5-layered Network with 1024 Filters

The network discussed in this subsection is exactly the same as the network from subsection

7.1.2, but with a double amount of filters in each layer. The maximum number of filters is

thus 1024. The scheme of this network is shown in figure 7.9. Using more filters for training

of the network might give an indication that more parameters can increase the performance

of the network.

Figure 7.10 depicts plots of the validation dice scores for the whole tumour, the tumour core

and the active tumour core segmentation, respectively, for learning rates of 10−5, 10−4 and

10−3. In figure 7.10a, no differences are observed between the learning rates for segmenting

the whole tumour. The plots from figures 7.10b and 7.10c indicate that a learning rate of

10−3 is too high. Upon usage of a learning rate that is too high, the optimal value for the
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Figure 7.6: Scheme of the 5-layered network from subsection 7.1.2. The number of channels and
the image sizes are denoted in the boxes. The maximum number of filters is 512.

loss will never be reached because the learning steps will overshoot the optimal value. This

statement is demonstrated in figure 7.12. The plots from figures 7.10b and 7.10c suggest

that a learning rate of 10−4 performs the best. Figure 7.11 depicts the validation dice scores

for 20 000 learning steps. The latter number of training steps is obviously sufficient for this

network using a learning rate of 10−4.

7.1.4 U-Net Based 5-layered Network with Single Inception Modules

This network differs from the previous networks because it uses inception modules in each

layer of the U-Net architecture instead of 2 consecutive convolution operations. The inspira-

tion for using inception modules originates from the fact that the size of the sliding window

of the convolution operation is a hyperparameter. An inception module enables the model
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(a) Validation dice score of the whole tumour segmentation

(b) Validation dice score of the tumour core segmentation

(c) Validation dice score of the active tumour core segmentation

Figure 7.7: Plots of the validation dice scores of the whole tumour, the tumour core and the active
tumour core segmentation using the network from subsection 7.1.2. Each 50th step, a
batch of 12 slices of patients from the validation set was segmented to calculate the
dice score. Note that the dice scores in the plots are not obtained by segmenting full
patients.
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Figure 7.8: Validation dice scores of the active tumour core, the tumour core and the whole tumour
segmentation using the network from subsection 7.1.2, trained over 20 000 steps with a
learning rate of 10−4. The plots were obtained by applying exponential smoothing with
α = 0.85.
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Figure 7.9: Scheme of the 5-layered network from subsection 7.1.3. The number of channels and
the image sizes are denoted in the boxes. The maximum number of filters is 1024.
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(a) Validation dice score of the whole tumour segmentation

(b) Validation dice score of the tumour core segmentation

(c) Validation dice score of the active tumour core segmentation

Figure 7.10: Plots of the validation dice scores of the whole tumour, the tumour core and the active
tumour core segmentation using the network from subsection 7.1.3. Each 50th step, a
batch of 12 slices of patients from the validation set was segmented to calculate the
dice score. Note that the dice scores in the plots are not obtained by segmenting full
patients.
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Figure 7.11: Validation dice scores of the active tumour core, the tumour core and the whole tumour
segmentation using the network from subsection 7.1.3, trained over 20 000 steps with
a learning rate of 10−4. The plots were obtained by applying exponential smoothing
with α = 0.85.

Figure 7.12: An illustration of overshooting the optimal value due to a high learning rate (figure
obtained from [77]).
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to determine which sliding window size is most appropriate by calculating several convolu-

tions of different sizes in parallel and concatenating the outputs of the different operations.

Afterwards, by training the network, the model can determine whether it will use for example

a 3× 3 convolution in the first layer and a 5× 5 convolution in the second layer instead of

using constantly the same sliding window size in each convolution operation.

Figure 7.13 depicts a scheme of the network with single inception modules. Each layer

contains one inception module in the encoder sub-network and one inception module in the

decoder sub-network. The exact inception module that is used, is shown in figure 2.2. The

module can thus select between a 1× 1, a 3× 3 and a 5× 5 convolution or a max-pooling

operation with stride 1. Prior to carry out the 3 × 3 and 5 × 5 convolutions, a 1 × 1

convolution is performed in order to increase the number of filters. This will speed up the

overall computation time. The max-pooling operation is succeeded by a 1 × 1 convolution

to increase the number of filters. After calculation of the operations in parallel, the outputs

are concatenated. The filter concatenation is used by a max-pooling operation with stride

2 in order to decrease the size and subsequently the result is used as input for the next

layer of the encoder sub-network. The filter concatenation is also transferred to the decoder

sub-network on the same layer, where it is concatenated using the output of the previous

layer from the decoder sub-network. The last operation of the network is a 1×1 convolution

in order to reduce the number of channels to four, similarly as in previous networks.

Figure 7.14a depicts the validation dice score of the whole tumour for several learning rates.

No significant differences were observed between learning rates 0.01, 10−3 and 10−4. A

learning rate of 10−5, however, gave a minor reduction in dice score. Learning rates 0.01 or

10−3 gave the highest validation dice scores for the active tumour segmentation (cf., figure

7.14c). This was also the case for the tumour core segmentation (cf., figure 7.14b). A

learning rate of 10−3 gave a slightly better validation dice score for the tumour core and

thus a learning rate of 10−3 was used to train this network. The dice scores for the tumour

core, the active tumour core and the whole tumour segmentation are shown in figure 7.15.

A number of 20 000 learning steps appeared to be sufficient at a learning rate of 10−3.
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Figure 7.13: Scheme of the single inception network from subsection 7.1.4. The number of channels
and the image sizes are denoted in the boxes.
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7.1.5 U-Net Based 5-layered Network with Double Inception Modules

A last network to discuss, has the same architecture as the 5-layered network with single

inception modules (subsection 7.1.4), however, it makes use of double inception modules.

The scheme of this network is not shown in a figure because the network is very large and a

scheme would become unreadable on paper. Figure 7.13 shows the best resemblance to this

network, but the number of filters was halved and on each layer, 2 inception modules were

used in the encoder sub-network as well as in the decoder sub-network. The number of filters

was halved because doubling the number of inception modules increases the memory usage

and the usage of more filters was not feasible due to memory limitations on the GPU.

Figure 7.16a depicts the whole tumour segmentation dice score of the validation set. The

learning rates perform similarly. A learning rate of 10−5 achieved marginally smaller scores.

For the tumour core, the learning rates of 10−3 and 10−4 performed similarly (cf., figure

7.16b). A learning rate of 0.01 gave the worst performance because it is too high (cf.,

figures 7.16b and 7.16c). No significant differences could be observed between learning rates

10−3 and 10−4 and thus, both learning rates could be used. The full network validation dice

score is depicted in figure 7.17. It is obvious that 20 000 training steps are sufficient.

7.1.6 Network Comparison

The prediction and training times for the different networks are listed in table 7.1. The

training times for the networks that use a normal U-Net approach (without inception) were

comparable (differences in training times among these networks were negligible). Significantly

longer training times were found for the networks using inception. The reason for this finding

is that four convolutions must be calculated for the latter networks in each inception module.

Hence, the number of operations is higher for networks using inception modules even though



7.1 Network Architectures 69

(a) Validation dice score of the whole tumour segmentation

(b) Validation dice score of the tumour core segmentation

(c) Validation dice score of the active tumour core segmentation

Figure 7.14: Plots of the validation dice scores of the whole tumour, the tumour core and the active
tumour core segmentation using the network from subsection 7.1.4. Each 50th step, a
batch of 12 slices of patients from the validation set was segmented to calculate the
dice score. Note that the dice scores in the plots are not obtained by segmenting full
patients.
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Figure 7.15: Validation dice scores of the active tumour core, the tumour core and the whole tumour
segmentation using the network from subsection 7.1.4, trained over 20 000 steps with
a learning rate of 10−3. The plots were obtained by applying exponential smoothing
with α = 0.85.

some of the convolution operations can be calculated in parallel.

A similar trend was observed for the prediction times. The difference between networks with

and without inception modules was about 3 to 4 seconds. Thus, networks without inception

modules seemed to perform better. However, in practice, a difference of 3 to 4 seconds is

rather negligible.

Table 7.2 shows the average validation dice scores for the tumour core, the active tumour

core and the whole tumour segmentation for each of the tested networks. The networks using

inception apparently generate better average dice scores. A possible explanation could be

that a network can learn the best convolution operation when multiple convolution operations

are performed. However, the results only give an indication of the best network. More tests

should be conducted in order to prove a statistical significant advantage for networks using

inception modules.

The three networks without inception modules performed more or less identically. The larger

5-layered normal networks tended to give slightly higher dice scores for the tumour core
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(a) Validation dice score of the whole tumour segmentation

(b) Validation dice score of the tumour core segmentation

(c) Validation dice score of the active tumour core segmentation

Figure 7.16: Plots of the validation dice scores of the whole tumour, the tumour core and the active
tumour core segmentation using the network from subsection 7.1.5. Each 50th step, a
batch of 12 slices of patients from the validation set was segmented to calculate the
dice score. Note that the dice scores in the plots are not obtained by segmenting full
patients.
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Figure 7.17: Validation dice scores of the active tumour core, the tumour core and the whole tumour
segmentation using the network from subsection 7.1.5, trained over 20 000 steps with
a learning rate of 10−4. The plots were obtained by applying exponential smoothing
with α = 0.85.

segmentation, but lower scores for segmentation of the active tumour core and the whole

tumour. However, the differences were low and could not be proven statistically (p-value >

0.05 after applying Wilcoxon signed-rank test).

Besides the mean dice scores, the dice score dispersion is an important specification. Boxplots

for the tumour core, the active tumour core and the whole tumour segmentation dice score

are shown in figure 7.18. The dispersion of the active tumour core dice scores depends largely

on the networks (cf., figure 7.18a). It is clear that the double inception network performs

the best. Each of the networks has outliers on 0. This is because some tumours do not have

an enhancing core. In the dice score formula (equation 5.1), the nominator evaluates to 0

when no enhancing core is present in the tumour. However, the denominator evaluates to

x ∈ N 6=0 if only 1 pixel is predicted with label 4. Hence, the ratio evaluates to 0.

The networks have quite comparable dispersions for the tumour core segmentation dice

score (cf., figure 7.18b). Only the 5-layered network with 512 filters has a larger dispersion.

However, no significant differences can be derived based on the boxplot.
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Training time (s) Mean prediction time per patient (s)

U-Net based 4-layered network 20593 5.7367

U-Net based 5-layered network

with 512 filters

19450 3.2091

U-Net based 5-layered network

with 1024 filters

20321 5.9449

U-Net based 5-layered network

with single inception modules

33014 9.731

U-Net based 5-layered network

with double inception modules

27602 8.381

Table 7.1: Training and prediction times for each of the networks. The results indicate that using
inception modules increases both the training and prediction times.

Figure 7.18c reveals that for the whole tumour dice score, the double inception network and

the 4-layered network, have a smaller dice score dispersion. This tendency was already visible

in figure 7.18a. The other networks have similar dispersions. Overall, the networks prove to

reach the same maxima for the whole tumour dice score and that no significant differences

are observed in the inter-quartile range between the networks for the whole tumour dice

score.

The results from tables 7.1 and 7.2 seem to indicate that the inception network with double

modules is the best network for the problem of brain tumour segmentation. The highest

dice scores for the active tumour core and for the whole tumour are achieved with this

network and a high tumour core dice score is obtained, although no statistical significance

could be proven due to the limited amount of validation set results. If the boxplots from

figure 7.18 are also considered, it is obvious that the dispersion of the dice scores of the full

patients is smallest for the double inception network and hence this network was chosen for

the remaining of this master’s dissertation.
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(a) Boxplot of the active tumour core dice score of the segmentation of full patients.

(b) Boxplot of the tumour core dice score of the segmentation of full patients.

(c) Boxplot of the whole tumour dice score of the segmentation of full patients

Figure 7.18: Boxplots for the validation dice scores of the active tumour core, the tumour core and
the whole tumour segmentation. The boxplots were obtained using the segmentation
of full patients.
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Average validation dice score

Tumour core Active tumour core Whole tumour

U-Net based 4-layered network 0.69611 0.65589 0.8525

U-Net based 5-layered network

with 512 filters

0.69964 0.64614 0.84244

U-Net based 5-layered network

with 1024 filters

0.70499 0.64515 0.84187

U-Net based 5-layered network

with single inception modules

0.71632 0.65941 0.8518

U-Net based 5-layered network

with double inception modules

0.70164 0.66102 0.8573

Table 7.2: Average validation dice scores for the tumour core, the active tumour core and the whole
tumour segmentation for each of the tested networks. The networks using inception
modules achieve higher scores in comparison to the networks not using inception modules.

7.2 Network Improvements

In this section, the performance of the double inception network from subsection 7.1.5 is

further improved by applying regularisation and multi-scale inputs. For regularisation, a

technique denoted ’Dropout’ [78] was used. Dropout works by randomly dropping units

during training. The chance that a unit is dropped, is determined by the drop ratio of

the dropout operation which is a hyperparameter. Other regularisation techniques such as

L1/L2-regularisation can also be applied, but they are not used in this master’s dissertation.

Dropout is usually applied after fully-connected layers, however, the double inception network

is a fully convolutional neural network. Park and Kwak [79] showed that dropout can still

be used after convolution operations albeit with a lower drop ratio.

Due to the large training time of the network, it is not feasible to test all possible combinations

of dropout layers. The tested combinations are given in table 7.3. The inception modules,
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which are referred to in table 7.3, are given in figure 7.19. The improvement of multi-

scale inputs is also shown in this figure. The improvement, however, was not implemented

when dropout was tested. When dropout is applied in a layer, the dropout operation is

always placed behind each of the inception modules in that layer in the decoder sub-network,

resulting in 2 dropout operations per layer. It is possible to apply dropout in the inception

modules or in the encoder sub-network, but this option was not tested. For each possible

improvement, a one-sided paired Wilcoxon signed-rank test was conducted to compare usage

of improvement versus no usage of improvement. In table 7.3, the resulting p-values are given.

Statistically significant differences are printed in bold.

Table 7.3 indicates that dropout improved the average dice scores for the three problems.

However, when a drop ratio of 0.5 was used, the improvements were negligible. In case of

dropout after inception modules 15 - 18 with drop ratios of 0.5 and 0.2, the average tumour

core segmentation dice score deteriorated. The best results were achieved using dropout

after modules 15 - 18 and after modules 13 - 18 with a drop ratio of 0.2 and the values were

statistically different from not using improvements. Because applying dropout after modules

15 - 18 is statistically significant for the tumour core, the active tumour core and the whole

tumour segmentation, it was applied after these modules in the final network. Drop ratios of

0.1 were also tested, however, in comparison to drop ratios of 0.2, a 0.1 drop ratio was less

efficient for the tumour core and the active tumour core segmentation. Furthermore, only

the whole tumour segmentation dice score was significantly different from the score when no

improvements were used.

Multi-scale inputs were also tested as a possible improvement for the network. This ap-

proach was proposed by Fu et al. [49] and uses average pooling to downsample the input.

Subsequently, the downsampled input is concatenated to the inputs of each of the layers

in the U-Net shaped network. In figure 7.19, a scheme of the double inception network in

combination with multi-scale inputs is depicted. The dropout layers are not shown in the

figure, but they were implemented when the multi-scale inputs improvement was tested. The

dice scores for this improvement are shown in table 7.3. Because the latter network already
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Figure 7.19: Scheme of the double inception network from subsection 7.1.5 using multi-scale inputs.
Dropout layers are not shown in this figure. Each of the inception module boxes
represents the inception module from figure 2.2. The number of channels and the
image sizes, given as input to each of the inception modules, are denoted in the boxes.

uses a lot of different convolution operations, using multi-scale inputs does not increase the

performance. Fu et al. [49] used a similar improvement with a normal U-Net architecture

which might explain why, in their case, better results were achieved.

7.3 Bagging

Bagging is an ensemble machine learning algorithm which is designed to improve the accuracy
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Tumour core Active tumour core Whole tumour

Mean p-value Mean p-value Mean p-value

Dropout after inception
modules 17 and 18
(drop ratio = 0.2)

0.71562 0.4058 0.66699 0.6028 0.86274 0.07749

Dropout after inception
modules 17 and 18
(drop ratio = 0.5)

0.70392 0.9562 0.67213 4.086e−3 0.84488 0.9955

Dropout after inception
modules 15 - 18 (drop
ratio = 0.5 in module
17and 18/drop ratio =
0.2 in module 15 and
16)

0.69003 0.9861 0.66151 0.1486 0.83821 0.9995

Dropout after inception
modules 15 - 18 (drop
ratios = 0.1)

0.71534 0.05513 0.66363 0.1253 0.87256 0.01227

Dropout after inception
modules 15 - 18 (drop
ratios = 0.2)

0.72197 0.02726 0.67225 4.085e−3 0.87038 0.01178

Dropout after inception
modules 13 - 18 (drop
ratios = 0.2)

0.726 1.335e−3 0.66711 0.103 0.86862 2.847e−3

Dropout after inception
modules 11 - 18 (drop
ratios = 0.2)

0.70314 0.3 0.66006 0.1821 0.84807 0.9809

Multi-scale inputs with
dropout after modules
15 - 18 (drop ratios =
0.2)

0.70774 0.8196 0.66703 0.07115 0.84253 0.9997

No improvements 0.70164 0.66102 0.8573

Table 7.3: Average validation dice scores for the tumour core, the active tumour core and the
whole tumour using the double inception network with dropout. The last row shows
the validation dice scores after application of the multi-scale input improvement. In
addition, p-values obtained from a one-sided paired Wilcoxon signed-rank test for usage
of improvements versus no usage of improvements are given. Values that were statistically
significantly different are printed bold.
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and which uses multiple learners. An additional benefit of this approach is that the variance

of the output of the ensemble is reduced. The aim is that each of the learners is trained

separately with random initialisations. Afterwards, when a prediction is needed, each of

the learners predicts the outcome based on the input. The outputs of each of the learners

are then combined by applying majority voting, resulting in a final output. Typically, weak

learners with an error rate slightly below 0.5 are used. The advantage of using weak learners

is that the training time and prediction time of each of the learners are very short and hence

a lot of weak learners can be trained. Because CNNs have a large training time, the use of

many CNNs is not suitable. However, the objective of using multiple learners to improve the

overall quality of the segmentation can be used.

In order to apply bagging in combination with CNNs, random variations between the CNNs

need to be inserted. The primary random variations are the initialisation variables of the

networks. Besides, random variations in the input data are added by using random data

augmentations with random parameters. Results were derived for bagging with 3, 5, 7 and

9 networks (cf., table 7.4).

Bagging with 3, 5, 7 or 9 networks results in higher average scores for the tumour core, the

active tumour core and the whole tumour segmentation, relative to using a single network.

However, for reasons of practical applicability, the number of networks is limited and depends

on the number of GPUs available to run the networks in parallel. For the remaining part of this

master’s dissertation, 9 networks were used because this number gave the best performance

from all the tested bagging approaches. Besides, the only statistically significant improvement

was found upon inclusion of 9 networks. Using more networks could be beneficial, but this was

not tested because each network in the ensemble must be trained separately. The execution

time of the majority voting algorithm is also given in table 7.4. Using more networks gives

rise to augmented execution times. This is because more segmentations need to be taken

into account.

In case only one GPU is available, the prediction time of 1 patient is nine-fold higher than
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Tumour core Active tumour core Whole tumour Execution

time (s)Mean p-value Mean p-value Mean p-value

3 networks 0.75118 0.06763 0.69969 0.3282 0.87859 0.314 4.572

5 networks 0.75272 0.06973 0.68334 0.2158 0.8796 0.3083 6.54

7 networks 0.76213 0.05168 0.7009 0.2574 0.882 0.2252 8.825

9 networks 0.76431 0.04605 0.70066 0.2158 0.8833 0.1763 8.629

No bagging 0.72197 0.67225 0.87038 /

Table 7.4: Average validation dice scores for the active tumour core, the tumour core and the whole
tumour segmentation after application of bagging using various numbers of networks. The
last column gives the execution time to apply the majority voting algorithm after each
of the networks has segmented the patients. In addition, p-values for a one-sided paired
Wilcoxon signed-rank test to compare bagging appliance versus no bagging appliance is
given. Statistically significant validation dice scores (p-value < 0.05) are printed in bold.

the time needed to predict one patient (equals 8.381 s, cf., table 7.1) plus the time to apply

the majority voting, which was measured to be 8.629 seconds (cf., table 7.4). The total time

is thus 9× 8.381 + 8.629 = 84.058 seconds. In this formula the normalisation time was not

taken into account.

7.4 Postprocessing: 3D Median Filtering

3D median filtering, a post-processing method, is a nonlinear filtering technique to remove

noise from a 3D volume. The concept of the technique is that each voxel in a volume is

similar to its neighbours. The technique acts by defining a 3D window which is slid over

the volume. After each step, the median of the window is calculated and the middle pixel is

replaced by the median.

The 3D median filtering technique was applied for the segmentation of the full patients.

For the brain tumour segmentation, a network generally uses 2D input data. Therefore,
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sometimes extreme differences can occur between the predictions of consecutive slices. By

applying 3D median filtering, consecutive slices are combined to use 3D information and to

correct the voxels. This will result in a less noisy volume and the segmentation of the tumour

will appear more smoothly.

Validation dice scores obtained by applying 3D median filtering as well as the related execu-

tion times are given in table 7.5. Median filtering with a window size of 7× 7× 7 performs

least effective. An explanation for this finding is that the window is too large and that too

many pixels have an influence on the middle pixel. A 3× 3× 3 window has a positive effect

on the active tumour core and the whole tumour segmentation. Besides, the tumour core

segmentation dice score does not deteriorate. When a 5×5×5 window is used, the increase

in dice score for the active tumour core is larger, although the tumour core segmentation dice

score experiences a negative effect. Depending on the nature of the tumour part envisaged

(tumour core or active tumour core), the 3× 3× 3 or 5× 5× 5 windows might be preferred.

7.5 Results

The best performing approach for the problem of brain tumour segmentation consists of

an ensemble with 9 CNNs and applies a combination of data processing methods. Each

CNN has a network architecture with double inception modules (cf., subsection 7.1.5) and

uses intensity-normalised input data. To increase the amount of training data, combined

augmentations are applied. Noise in the output of the ensemble is filtered by applying 3D

median filtering.

The total time for segmentation of a patient’s brain tumour depends on the normalisation

time, the prediction time per patient of the network, the amount of GPUs that run in parallel,

the time to run the majority voting algorithm and the time to apply 3D median filtering.

To normalise a patient, a total time of 4.576 seconds was measured (cf., table 5.1). The
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Tumour core Active tumour core Whole tumour Execution

time (s)

No median filter-

ing

0.76431 0.70066 0.8833 /

3 × 3 × 3 median

filtering

0.76348 0.71763 0.88705 2.142

5 × 5 × 5 median

filtering

0.74798 0.7529 0.88597 4.48

7 × 7 × 7 median

filtering

0.71619 0.68793 0.88023 9.495

Table 7.5: Validation dice scores for the tumour core, the active tumour core and the whole tumour
segmentation after applying bagging and 3D median filtering. In the last column, the
execution time of the 3D median filtering algorithm is given for the different window
sizes.

normalised data can be used as input for each of the networks and hence, normalisation

needs to be done only once. The time to predict a patient with the double inception network

is 8.381 seconds (cf., table 7.1). Depending on the amount of parallel GPUs available, the

final result obtains a best case and worst case prediction time of 8.381 and 75.429 seconds,

respectively. The majority voting algorithm takes up 8.629 seconds (cf., table 7.4) and

depending on the window size of the 3D median filtering algorithm, 2.142 or 4.48 seconds

must be taken into account for a 3 × 3 × 3 and a 5 × 5 × 5 window respectively (cf.,

table 7.5). The total segmentation time thus amounts to 23.728 or 26.066 seconds for

the best case scenario, depending on the window size of the postprocessing window, and

to 90.776 or 93.114 seconds for the worst case scenario, depending on the window size

of the postprocessing window. Compared to manual segmentation which takes about 30

minutes, the automated method performs better. Additional speed-up might be attained if

the implementation of the best performing approach is further optimised.
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The suggested test approach was used to measure the final performance for a new test

dataset. Bagging and 3D median filtering decreased the dispersion of the dice scores (cf.,

figure 7.21). The differences in dispersion between not effecting 3D median filtering and

filtering with a 3 × 3 × 3 window or a 5 × 5 × 5 window were not statistically significant

except for the active tumour core upon filtering with a 5× 5× 5 window (cf., figure 7.21a).

For this case, the dispersion of the dice scores was larger.

The mean, median and median absolute deviation (mad) of the dice scores for the patients in

the new test dataset are given in table 7.6. The variances and standard deviations are given in

table 7.7. The means of the dice scores for the tumour core and whole tumour segmentation

of the test dataset (cf., table 7.6) are larger than for the dice scores of the validation set

(cf., table 7.5). An explanation for this could be that the validation set was slightly harder

to segment. The active tumour core segmentation dice score attains larger scores when no

median filtering is used or when a 3 × 3 × 3 window is used. For a 5 × 5 × 5 window,

the active tumour core segmentation dice score declines. The standard deviations of the

active tumour core and tumour core segmentation increase when a larger window size for 3D

median filtering is used (cf., table 7.7). For the whole tumour segmentation, no significant

differences are noticed. The results in tables 7.6 and 7.7 suggest that the segmentation of

the whole tumour is usually correct in most of the times due to a low standard deviation.

For the active tumour core and the tumour core segmentation, larger standard deviations

were derived indicating a more difficult prediction.

Menze et al. [9] derived mean and median scores for the manual segmentation (cf., figure

7.20). Distinction was made between rater vs. rater scores and rater vs. fused scores. The

rater vs. fused scores compare the rater score against the groundtruth. However, because the

segmentation of the rater is used to derive the groundtruth, these scores may be somewhat

overly optimistic. Therefore, the inter-rater scores are used to compare with the proposed

final algorithm. The active tumour core segmentation score in figure 7.20 was obtained

by considering only HGG patients whereas the dice scores from the final architecture are

obtained by considering HGG and LGG patients.
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For the whole tumour segmentation, higher values for the mean dice score, median and mad of

the test set data indicate that the final algorithm performs better than manual segmentation.

A similar conclusion can be made for the tumour core. By applying the final algorithm, the

test set results of the mean and median are higher and a lower standard deviation and mad

are obtained in comparison to manual segmentation. Making a comparison between the final

algorithm derived segmentation and manual segmentation of the active tumour core was not

straightforward because for the manual segmentation, only the active tumour core of HGG

patients was considered.

Lastly, the segmentations of the best performing approach are visually inspected. Figure

7.22 depicts an MRI scan of the brain together with its groundtruth and the predicted

segmentation. The scan is an example of a bad segmentation. It is clear that the predicted

parts belong to the tumour, but too little of the scan was predicted correctly. It is difficult to

understand why, for this case, the tumour was mispredicted as it is visually easy to segment

the whole tumour in the scan. More research about the inner network should be conducted

in order to understand the exact behaviour of the network. Figure 7.23 depicts a good

segmentation of a tumour together with its groundtruth. The segmentations are almost

exactly the same, except for some minor differences. However, in practice, these differences

are negligible.
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Figure 7.20: Dice scores for manual segmentations obtained from [9]. The inter-rater variations
(rater vs. rater) and the difference between a manual segmentation and the groundtruth
(rater vs. fused) are given. Note that the active tumour core score is obtained by
considering only HGG patients.

Tumour core Active tumour core Whole tumour

Mean Median

± mad

Mean Median

± mad

Mean Median

± mad

No median filter-

ing

0.80047 0.89973

± 0.052

0.72047 0.82577

± 0.095

0.88839 0.91783

± 0.031

3 × 3 × 3 median

filtering

0.79933 0.89974

± 0.053

0.72342 0.82234

± 0.096

0.89244 0.92001

± 0.028

5 × 5 × 5 median

filtering

0.78737 0.87931

± 0.051

0.69055 0.79726

± 0.109

0.89251 0.91884

± 0.03

Table 7.6: Average and median dice scores for each of the possible final algorithms with patients
from the test set as input data. For comparison with manual segmentations, the median
absolute deviation (mad) is also given.
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(a) Boxplots of the active tumour core dice scores for the segmentation of patients in the test set.

(b) Boxplots of the tumour core dice scores for the segmentation of patients in the test set.

(c) Boxplots of the whole tumour dice scores for the segmentation of patients in the test set.

Figure 7.21: Boxplots for the dice scores of the active tumour core, the tumour core and the whole
tumour for each of the possible final algorithms assessed on input data of patients from
the test.
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(a) Predicted segmentation (b) Groundtruth segmentation

(c) Original image which is given as input to the algorithm.

Figure 7.22: An example of a bad predicted segmentation. The original image, the groundtruth
segmentation and the predicted segmentation obtained by applying bagging and 3×3×3

median filtering are given.
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(a) Predicted segmentation (b) Groundtruth segmentation

(c) Original image which is given as input to the algorithm.

Figure 7.23: An example of a well predicted segmentation. The original image, the groundtruth
segmentation and the predicted segmentation obtained by applying bagging and 3×3×3

median filtering are given.
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Tumour core Active tumour core Whole tumour

Standard

devi-

ation

Variance Standard

devi-

ation

Variance Standard

devi-

ation

Variance

No median filter-

ing

0.19493 0.038 0.27748 0.077 0.07793 0.00607

3 × 3 × 3 median

filtering

0.20011 0.04005 0.28174 0.07938 0.07686 0.00591

5 × 5 × 5 median

filtering

0.20404 0.04163 0.28461 0.081 0.0766 0.00587

Table 7.7: The standard deviation and variance of the dice scores for each of the possible final
algorithms assessed on patients from the test set as input data.



Chapter 8

Comparison with Recent

State-of-The-Art Methods

In this chapter, the results obtained using the test set data (cf., table 7.6) are compared

with the 2017 leaderboard values from the BRATS competition. It is important to note that

the test set used in this chapter is not the same as the test set used by the state-of-the-

art methods that are compared to the final algorithm, because this test dataset was not

available. Hence, a detailed comparison is difficult and only global findings can be derived.

In section 7.5, a comparison with manual segmentations was already made. Table 8.1 shows

the participants that acquired a position in the active tumour core or the tumour core top

10. The whole tumour top 10 was not taken into account because too many participants

achieved high scores on the whole tumour, but they achieved low scores for the active tumour

core and the tumour core, which are the most difficult parts to segment. In addition, average

scores of the complete leaderboard, the active tumour core top 10, the tumour core top 10

and the whole tumour top 10 are given. The names marked with an asterisk * represent

methods that use 3D convolution operations for the segmentation. Names marked with a

double asterisk ** are methods for which no scientific paper could be found based on the

name and hence the method was considered unknown. Names that are not marked use 2D
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convolution operations.

The final algorithm developed in this master’s dissertation performs better than the mean

scores for the tumour core, the active tumour core and the whole tumour segmentation of the

complete leaderboard. Compared to the whole tumour top 10, the final algorithm performs

better for the tumour core, but for the active tumour core and whole tumour segmentation,

the final algorithm is slightly inferior with a difference of about 0.01. The active tumour

core and tumour core top 10 achieve about the same results. Only the active tumour core

scores are significantly higher compared to the test set results of the final algorithm. Hence,

the active tumour core could be improved for the final algorithm. However, note that the

majority of the methods in table 8.1 use 3D convolution operations, which might be a reason

why significantly higher scores for the active tumour core are obtained. If the final algorithm

is compared to the methods that also use 2D convolutions (Zhao and UCLM UBERN), the

final algorithm performs better, except for the active tumour core.

Overall, the algorithm proposed in this master’s dissertation performs well compared to the

leaderboard of the 2017 BRATS competition. Taking into account that the final algorithm

uses 2D convolutions and that the test set of the participants differs from the test set in this

dissertation, it can be carefully concluded that the final algorithm attained promising results.

However, it is difficult to compare to the results of the top 10 participants from the 2017

BRATS competition.
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Name Average dice score

Active tumour core Whole tumour Tumour core

This work’s algorithm

without median filtering

0.72047 0.88839 0.80047

This work’s algorithm with

3× 3× 3 median filtering

0.72342 0.89244 0.79933

This work’s algorithm with

5× 5× 5 median filtering

0.69055 0.89251 0.78737

UCL-TIG* 0.78585 0.90499 0.83779

Zhouch* 0.77841 0.90386 0.82792

MIC DKFZ* 0.77555 0.90269 0.81935

inpm** 0.77233 0.89982 0.80845

tkuan** 0.76501 0.88917 0.78167

SCUT EE ** 0.75944 0.88647 0.78966

Zhao 0.75925 0.87192 0.78939

stryker* 0.75549 0.90076 0.78282

xfeng* 0.75114 0.89217 0.79912

UCLM UBERN 0.74922 0.90135 0.79051

OnePiece** 0.74795 0.88413 0.71016

whatapain** 0.74343 0.89035 0.7876

biomedia1* 0.73755 0.90088 0.79723

Top 10 whole tumour mean 0.73417 0.90489 0.79726

Top 10 active tumour core

mean

0.76516 0.89532 0.80267

Top 10 tumour core mean 0.76122 0.89545 0.8047

Complete leaderboard mean 0.6187 0.81615 0.66559

Table 8.1: Dice scores of the participants of the 2017 BRATS competition that acquired a position
in the active tumour core or the tumour core top 10. Participants marked with * use
3D convolution operations. The methods of participants marked with ** could not be
retrieved based on their name, hence it is unknown which method they use. Participants
that were not marked use 2D convolution operations. The last 4 lines give the average
scores of the whole tumour top 10, the tumour core top 10, the active tumour core top
10 and the complete leaderboard.



Chapter 9

Conclusions and Future Work

The best performing approach for the problem of brain tumour segmentation consists of

an ensemble with 9 CNNs and applies a combination of data processing methods. The

double inception network discussed in subsection 7.1.5 was used for each individual network.

Intensity-normalised input data is given to each network in the ensemble and the amount of

training data is increased using combined augmentations. Lastly, the output of the ensemble

is filtered by applying 3D median filtering.

In conclusion, the algorithm proposed in this master’s dissertation performs at least as good as

a manual segmentation. For the final algorithm, maximum average dice scores of 0.72342,

0.89251 and 0.80047 are attained for the active tumour core, the whole tumour and the

tumour core, respectively, depending on the postprocessing method compared to average

dice scores of 0.74, 0.85 and 0.75 for manual segmentations. Compared to state-of-the-

art methods, the algorithm achieves about the same results as the average of the best 10

algorithms that were published for the BRATS competition of 2017 (cf., table 8.1). However,

because the test sets differ, only global conclusions can be derived. The time to segment a

patient depends on the available resources, but, even in the worst case scenario where only

1 GPU is available, the algorithm will still outperform a manual segmentation. A manual
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segmentation takes about 30 minutes to segment one patient whereas the segmentation time

for the algorithm amounts to 90.776 or 93.114 seconds for the worst case scenario, depending

on the window size of the postprocessing window.

It is clear from this work and the studies discussed in chapter 2, that machine learning often

achieves promising results for the problem of brain tumour segmentation. However, there

are still alternatives that should be studied in order to increase the performance of CNNs in

relation to brain tumour segmentation.

Modern GPUs are able to use 3D input data and to perform 3D convolutions. In this master’s

dissertation, the latter possibility was not studied. Therefore, a possible research direction

could be to examine the use of 3D input data. In relation to this work, 3D inception modules

for brain tumour segmentation can also be considered. The BRATS competition of 2017

already had a lot of participants using 3D input data, but there are still numerous research

possibilities, especially because 2017 was the first year in which numerous participants used

3D input data and hence, their findings can be combined to increase the performance of the

networks.

Postprocessing of research data is another research direction that could be studied. In

this master’s dissertation, 3D median filtering was applied. However, other postprocessing

methods could increase the performance of the network. A first possibility would be to use

a CRF. This method was already used previously [20, 33, 39] and showed promising results

to correct the segmentations.

In the present work, the whole brain was used as input data. However, investigations showed

that segmenting the whole tumour is not extremely difficult. Therefore, it might be beneficial

to previously identify an ROI that contains the whole tumour and afterwards, segment the

ROI. This has already been done by Wang et al. [40]. They attained one of the best results

for the BRATS 2017 competition.

Another interesting opportunity to study is the case in which not all 4 MRI sequences are
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available as input for the network. Another topic might be to study which of the sequences

offers the most information for the segmentation. This can be of interest for a practical

implementation because, in most cases, not all four sequences will be available. Nevertheless,

a good segmentation is needed to determine the treatment.



Appendix A

Mean of Means

In this appendix, it is shown that the average of the means of equally spaced parts of a

sample is equal to the average of the sample.

Assume there are n pixels in the sample and there are p patients in the sample. The following

holds

p =
n

155× 240× 240
(A.1)

Next, assume x̄i is equal to the mean of patient i and xj is equal to pixel j in the sample.

x̄i is recursively noted as

x̄i =
x155×240×240×(i−1)+1 + x155×240×240×(i−1)+2 + · · ·+ x155×240×240×(i−1)+155×240×240

155× 240× 240
(A.2)

with i going from 1 to p. The average over the means per patient can be written as

x̄1 + x̄2 + · · ·+ x̄p
p

=
x̄1 + x̄2 + · · ·+ x̄p

n
155×240×240

(A.3)
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Substituting equation A.2 in equation A.3 gives

x̄1 + x̄2 + · · ·+ x̄p
n

155×240×240
=

x1 + x2 + · · ·+ xn

155× 240× 240
n

155×240×240

=
x1 + x2 + · · ·+ xn

n

(A.4)

�

Notice that the previous proof holds when the number of pixels per patient = 155×240×240.

However, when using another amount of pixels per patient, the proof is analogous. Also,

notice that the above proof only holds because the amount of pixels per patient is the same.

If this is not the case, taking the mean of means will usually not result in the overall sample

mean because of unequal sample sizes.
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