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SAMENVATTING

Veranderingen in de frequentie en omvang van extreme klimaatgebeurtenissen wor-

den verwacht in de toekomst. Gezien de vegetatie in verbinding staat met het kli-

maat, zullen deze extreme omstandigheden ook de terrestrische ecosystemen beïn-

vloeden. In deze context wordt getracht om meer inzichten te verwerven in hoeverre

de vegetatie gevoelig is voor het klimaat. Het begrijpen van deze effecten is noodza-

kelijk om de dynamiek van de vegetatie in een veranderend klimaat te voorspellen.

Het doel van deze thesis is om meer inzicht te verwerven in de gevoeligheid van

droogtes in vegetatie voor klimatologische factoren. Deze droogtes worden geken-

merkt door negatieve extremen in de vegetatiegegevens. Met globale satellietdata

ter beschikking voor vegetatie- en klimaatvariabelen die een periode van 30 jaar be-

strijken, is het doel om relaties te ontdekken tussen het klimaat en extremen in veg-

etatie. Hiervoor wordt gebruik gemaakt van machine learning technieken en wordt

rekening gehouden met eerdere observaties. Verschillende definities voor extreme

gebeurtenissen in vegetatie worden verzameld, geconstrueerd en vergeleken.

Omdat complexe feedbackmechanismen betrokken zijn in deze interacties, wordt een

niet-lineair Granger-causaliteitskader geïntroduceerd om de invloed van het klimaat

te quantificeren. In dit kader wordt de prestatie van een model met alleen de vege-

tatievariabele vergeleken met die van een model dat ook rekening houdt met de kli-

matologische factoren. De locaties waar het klimaat de voorspellingen van droogtes

verbetert worden vergeleken voor de verschillende definities en regio’s op Aarde.

In de laatste stap wordt nagedacht over een optimale definitie. Dit houdt in dat

de definities niet enkel op statistisch vlak maar ook vanuit fysisch perspectief zinvol

moeten zijn. De informatie van de verschillende definities wordt gecombineerd om

tot een optimale en fysisch realistische definitie te komen.

Een relevante definitie werd bekomen op het einde van het proces. De resultaten

van het onderzoek wijzen er op dat er wel degelijk een significante invloed is van

het klimaat op de droogtes in de vegetatie. De modellen met klimaat kunnen op

sommige plaatsen tot meer dan 15 procent beter voorspellen dan de modellen die

enkel vegetatiegegevens bevatten. Verder bevestigen de resultaten ook dat er wel



degelijk sprake is van een stijgende trend in de frequentie van het aantal extremen

gedurende de laatste jaren.

Er is echter nog ruimte voor verbetering van de definitie voor vegetatie extremen.

Ook blijven er nog gebreken aan het Granger-causaliteitskader voor dit binair clas-

sificatieprobleem. Tot slot moet er nog bijkomend onderzoek gedaan worden om de

seizoenaliteit, trend en autocorrelatie in de vegetatiegegevens beter te integreren in

het model.
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SUMMARY

Changes in the frequency and extent of extreme weather and extreme climate events

are expected under future climate change. Since the vegetation is connected to the

climate, the terrestrial ecosystems are assumed to undergo some changes during

those extreme events. In this context, it is tried to gain more insights into the extent

to which the vegetation is sensitive to the climate. Understanding this vulnerability

will be crucial to predict the dynamics of the vegetation in a changing climate.

The goal of this thesis is to gain insights in the sensitivity of droughts in vegetation

towards climate drivers. These droughts are characterized by negative extremes in

the vegetation data. Having at our disposal global Earth satellite data of climate

drivers and vegetation that cover a period of 30 years, the aim is to discover relation-

ships between climate and vegetation extremes using machine learning techniques

and taking into account past observations. Different definitions for extreme events in

vegetation are assembled, constructed and compared.

Since complex feedback mechanisms are involved in climate-vegetation interactions,

a non-linear Granger causality framework is introduced to reveal the influence of the

climate. In this framework the performance of a model with only the vegetation fea-

tures is compared with that of a model which also accounts for the climate drivers.

The places where climate improves the predictions of the vegetation extremes are

compared for the different definitions and regions on Earth.

In the last phase of the research, there is a discussion about the optimal definition.

Besides the performance, also the physical relevance of these definitions is of im-

portance. Information of the assembled definitions is combined into an optimal and

physical realistic definition.

A relevant definition was obtained at the end of the process. The results of the re-

search indicate that there is indeed a significant influence of the climate on droughts

in the vegetation. The models with climate can predict more than 15 percent better

at some places than the models that only contain vegetation data. Furthermore, the

results also confirm that there is indeed a rising trend in the frequency of the number

of extremes during the last years.



However, there is still room for some improvement of the definition for vegetation

extremes. There are also still some shortcomings in the Granger causality framework

for this binary classification problem. Furthermore, some additional research needs

to be done to integrate the seasonality, trend and autocorrelation in the vegetation

data into the model.
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CHAPTER 1

RESEARCH OBJECTIVES AND

OUTLINE

1.1 Introduction

Understanding the dynamics and the underlying mechanisms of the interactions be-

tween the climate and the terrestrial ecosystems is one of the main issues in the

research of climate change. The climate is known to be the key driver of the ecosys-

tem. The temperature and the availability of light and water can have a significant

impact on forest biomass (Phillips et al., 2009), tree mortality (Allen et al., 2010) and

gross primary productivity (Ciais et al., 2005; Liu et al., 2013; Papagiannopoulou et al.,

2017b; Seddon et al., 2016; Nemani et al., 2003). Good insights into these processes,

interactions and effects are becoming more important to predict future situations in a

changing climate.

Besides the climate, there are also other elements that can influence the presence

of vegetation. These factors are related to nutrient availability, anthropogenic fac-

tors (e.g. deforestation and agriculture) and other natural events (e.g. forest fires).

However, in this thesis there is focused on the sensitivity of the vegetation towards

climate drivers and other factors are left out of consideration.

Satellite Earth observations with remote sensing and in-situ measurements have led

to the collection of data for every point of the world. Multi-decadal data are avail-

able of climate and vegetation parameters for a time span of 30 years. These data

are represented as multivariate time series with different spatial and temporal reso-

lutions. The observations provide a bunch of information about the environment and

the climate in recent decades. This enables the study of the interactions between

the terrestrial ecosystem and the climate. The main climatic influences that will be

of importance are the temperature, precipitation, radiation, soil moisture content and

snow. To characterize the vegetation in this research, data of the Normalized Differ-

ence Vegetation Index (NDVI) are used (Tucker et al., 2005). NDVI is commonly used



1.2. PROBLEM STATEMENT

as a proxy of plant productivity. It is a graphical indicator that measures the green-

ness of the planet at a certain place, which is related to the presence of live green

vegetation (Papagiannopoulou et al., 2017b; Beck et al., 2011).

Because of the size of these global climate and vegetation data sets, one of the

challenges in this thesis is the efficient handling of these massive data sets. Machine

learning and statistical methods can be used to derive properties from these data,

discover relationships and make future predictions (Papagiannopoulou et al., 2017b).

1.2 Problem Statement

In recent decades, accumulating evidence shows that the climate is changing and the

global temperature is rising. A lot of research is done about future scenarios. Changes

in extreme weather and extreme climate events (such as heat waves and droughts)

are expected under future climate change (Luber and McGeehin, 2008; Seneviratne

et al., 2012). Since the vegetation is sensitive to the climate, the terrestrial ecosys-

tems are assumed to undergo some changes during those extreme events. In this

context, the goal in this thesis is to gain insights in the vulnerability of droughts in

vegetation towards climate drivers. These droughts are characterized by negative

extremes in the NDVI data. Understanding this sensitivity is crucial to predict the

dynamics of the vegetation during future climate change (Liu et al., 2013).

Having at our disposal Earth satellite data of climate drivers that cover a period of

30 years for each point of the world, now is the time to start unravelling the causes

of extreme events in vegetation that took place in the past. The aim is to discover

relationships between the different climate drivers and vegetation extremes using

machine learning techniques and taking into account past observations. The effects

are compared in different regions of the world.

Complex feedback mechanisms are involved in climate-vegetation interactions. This

complexity causes the relationships to be non-linear (Foley et al., 1998; Zeng et al.,

2002; Verbesselt et al., 2016). For this reason, a non-linear Granger causality frame-

work is introduced to infer statistical cause-effect relationships. The traditional linear

statistical models in the framework are replaced with an enhanced extreme learning

machine (ELM) classifier based on logistic regression. In this way, the non-linearity in

the data can be modelled (Papagiannopoulou et al., 2017b).

2



CHAPTER 1. RESEARCH OBJECTIVES

1.3 Objectives of this research

In order to find the relationships between climate drivers and vegetation extremes in

the past, first of all a good definition of an extreme event in vegetation is essential.

The optimal definition should be reasonable from a statistical point of view as well as

from a physical point of view. This means that the number of vegetation extremes

should be sufficient for statistical analysis, but also the physical relevance is of great

importance. Different possibilities are assembled and implemented in Python using

time series of the NDVI. During the thesis, some new definitions are constructed to

obtain an optimal definition at the end of the process. For all the definitions, a new

target class variable with extreme events in vegetation is calculated.

In a next step, a non-linear model is developed to reveal the effect of the climate.

The performance of a model with climate drivers is compared with a model which

only incorporates the vegetation. The impact of the drivers and the distribution of the

vegetation extremes is compared in different regions of the world. In the last phase,

there is a discussion about the characteristics of an optimal definition.

3
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CHAPTER 2

LITERATURE REVIEW

2.1 Introduction

In order to reveal the impact of the climate drivers on extremes in vegetation, the

most crucial step in the process is to find a good definition of an extreme event in

vegetation. Several definitions have been used in the past. In the next sections, a

summary is given of previously used definitions, but also some new possibilities to

define an extreme event in vegetation are proposed. The order of the definitions

in this chapter follows the process of the thesis. Step by step gained information is

included in a new improved definition to end with an optimal definition for vegetation

extremes.

The choice of the optimal definition will determine the performance of the model.

Some definitions are more severe than others, which will result in a smaller amount

of extremes over the considered time span. If there are less extremes, there will be

less data to train the model, which can cause a decrease in the model performance.

Another important factor that plays a role in this choice, is the physical interpretation.

Some definitions are based on only statistical reasoning, but a definition with a rele-

vant ecological interpretation may be preferred over a purely statistical definition. A

trade-off between the performance and the interpretation will have to be taken into

consideration before making a decision about the optimal definition.

2.2 Threshold method for each pixel

This definition has its origin in the extreme value theory. One of the methods of this

theory is the peaks over threshold approach. Observations that exceed a certain

threshold are selected as extreme values of the data set (Seneviratne et al., 2012).

In most of the previous research about extremes in climate or vegetation data, re-

searchers choose to work with the threshold method (Zscheischler et al., 2013; Baum-

bach et al., 2017; Rammig et al., 2015; Seneviratne et al., 2012). The 10th percentile



2.2. THRESHOLD METHOD FOR EACH PIXEL

is often used to determine this threshold. According to this definition, every value

that occurs less than 10 percent of the time is selected as an extreme event. The

10th percentile is calculated for the vegetation time series for every place on Earth

(called a pixel). The observations below the 10th percentile of the corresponding pixel

are called extreme events. This method results in a new class variable with a value

of 1 for an extreme observation and a value of 0 for a non-extreme event (see Figure

2.1).

The choice of the threshold will be of importance. Whether one works with a 5th per-

centile or a 10th percentile, the conclusions will be quite similar (Zscheischler et al.,

2013). However, choosing a smaller percentile will cause the total amount of data be-

low the percentile to be lower. This means that there is a smaller amount of extremes

in the data set to train the predictive model in the next step, which is disadvantageous

from a statistical point of view.

Figure 2.1: Data points below the threshold are marked with a value of 1 in the new
class variable with the extremes. The other observations get a value of 0.

Figure 2.2: Distribution of the number of extremes for the threshold method for each
pixel.

6



CHAPTER 2. LITERATURE REVIEW

2.3 Threshold method for each region

A drawback of the previous definition is that the percentile is calculated for every

place on Earth, which results in the same amount of extremes at every pixel (Figure

2.2). These spatial distributions do not fit with reality, because at some places veg-

etation extremes are more probable to happen. For this reason, there can be opted

to calculate the 10th percentile for predefined regions of the world. Figure 4.4 shows

possible divisions of the world into different regions. The region types are discussed

in detail in Section 4.1.4.

All the observations of the pixels from a certain region are concatenated to calculate

the percentile. For every pixel in the world, the 10th percentile for the corresponding

region is used to calculate the extreme events of the pixel. With this definition, there

will be a distribution of the number of extremes over the planet, according to how

probable extreme events happen in certain regions (see Figure 2.4).

From now on, when the 10th percentile is mentioned, this is the 10th percentile calcu-

lated for each region.

(a) Regions based on IGBP land cover classifi-
cation: 97 regions

(b) Regions based on hydro-climatic biomes
and location: 30 regions

(c) Regions based on hydro-climatic biomes:
11 regions

Figure 2.3: Three types of regions for which the percentile is calculated. The first
type of regions are based on the International Geosphere-Biosphere Program (IGBP)
land cover classification (Loveland and Belward, 1997). This classification is based
on the vegetation type and the location on Earth. The second and third type divides
the world into regions with similar response to climate. The regions are based on the
hydro-climatic biomes described in Papagiannopoulou et al. (2018). The region types
are discussed more in detail in Section 4.1.4.

7



2.4. THRESHOLD METHOD COMBINED WITH SPATIAL AND TEMPORAL CONNECTION

Figure 2.4: Distribution of the number of extremes for the definition with the threshold
method for each region for the regions based on IGBP. The results for the regions
based on hydro-climatic biomes can be found in Appendix A.1 and A.2.

2.4 Threshold method combined with spatial and

temporal connection

Vegetation knows a certain response time. It takes some time for the terrestrial

ecosystem to react on a disturbance and to go back to its original conditions. When

an extreme event in vegetation only lasts for a very short time period, there can be

doubts whether this could be a mistake in the data. The same can be said for the

spatial connection. When the extreme event is very local and in the neighbouring

pixels there is not an extreme event at the same time period, this could also indicate

a mistake in the measurement data.

In this method, based on Liu et al. (2013), events exceeding certain temporal and

spatial connection are used as a proxy for vegetation extremes. First, the extremes

events are calculated with the 10th percentile threshold for each region (Section 2.3).

However, in this definition an additional requisite is added. The sets of extremes that

are shorter than a predefined temporal (e.g. 3 months) and/or spatial connection (e.g.

1◦ latitude and 1◦ longitude) are eliminated. This results in a new class variable with

the extreme events, with a value of 1 for the start of every extreme event that fulfils

the requirements (see Figure 2.5).

Figure 2.5: Illustration of the temporal connection of two months.

In Figure 2.6a and 2.6b, the number of extremes at every place on Earth are shown

for a temporal connection of respectively 2 and 3 months. As expected, there is a big

difference in the amount of extremes in these two definitions. In the considered time

8



CHAPTER 2. LITERATURE REVIEW

span of 30 years, there do not seem to be a lot of pixels with extreme events that

lasted longer than 3 months.

The distribution of the number of extremes for a definition which incorporates a mini-

mum spatial connection of two pixels is shown in Figure 2.6c. Only when at least one

of the neighbouring pixels has an extreme at the same time, the observation is kept

as an extreme event. In comparison with the definition with the temporal connection,

there seem to be a lot more extreme events over the considered time span.

(a)

(b)

(c)

Figure 2.6: Distribution the number of extremes for the definition with the threshold
method with a temporal or spatial connection for the regions based on IGBP. The
results for the regions based on hydro-climatic biomes can be found in Appendix A.1
and A.2. (a) Threshold method with a temporal connection of 2 months. (b) Threshold
method with a temporal connection of 3 months. (c) Threshold method with a spatial
connection of two pixels.

2.5 Nearest neighbours in the data cube

This definition contains an alternative approach for the incorporation of the spatial

and temporal connection of the extreme events. In Zscheischler et al. (2013), the

10th percentile for defining the extreme events is calculated. As before, everything

9



2.6. AUTOCORRELATION IN THE VEGETATION DATA

below the threshold is marked with a value of 1, while the other observations are

given a value of 0. The results for all the pixels of the world can be represented as

a three-dimensional data cube (see Figure 2.7b). On the first two axises the latitude

and longitude of every pixel are given and on a third axis the time can be found. In

the second step of this definition, there is looked for connected components in the

resulting three-dimensional cube. A value in the this cube is called a voxel. If one

voxel belongs to the neighbours of the other voxel, one can say those two points are

connected. The resulting identified connected components are the extreme events.

An important parameter in this approach is the number of neighbours. One can allow

only vertical and horizontal neighbours (6) or also include the diagonal neighbours

(26). If there are more neighbours allowed, the final class variable will contain more

extremes (see Figure 2.8a and 2.8b). However, the difference in the amount of ex-

tremes is not significant.

Input : (preprocessed) data cube X with dimensions
[ t, on, tme], quantile q (< 50%), connectivity
conn ∈ 6,18,26

Mark all values in X < q with 1, rest with 0
Run a flood-fill algorithm to find all structures with connected
1’s (e.g. Matlab function bconncomp(X, conn))

Output: list of (connected) extreme events, each event is an
array of indices

(a)
(b)

Figure 2.7: Definition with the nearest neighbours in the data cube. (a) The algorithm
used in Zscheischler et al. (2013) to detect (negative) extremes in spatiotemporal
data. (b) Representation of the vertical and horizontal neighbours, with on the first
two axises the longitude and latitude and on the other axis the time. When the
red point is an extreme (value of 1) and at least one of the 6 neighbours is also an
extreme, it can be said that these two points are connected and the red point is kept
as an extreme event in the final class variable with the extremes.

2.6 Autocorrelation in the vegetation data

Another way to include the response time of the vegetation in the definition of the

extreme event, is by working with the autocorrelation in the NDVI data. First, the

concept of autocorrelation will be briefly discussed.

Autocorrelation (ρk) is a measure for the similarity between the values of a time se-

ries for every time stamp t (yt) and their corresponding lagged values yt−k at every

existing time t − k. The value of k is called the "lag" and corresponds to the number

of timestamps that are in between the original and the lagged series. Equation 2.1

shows the expression to calculate the autocorrelation. It can be seen as the covari-

10



CHAPTER 2. LITERATURE REVIEW

(a)

(b)

Figure 2.8: Distribution number of extremes for definition with nearest neighbours for
the regions based on IGBP. The results for the regions based on hydro-climatic biomes
can be found in Appendix A.1 and A.2. (a) 6 nearest neighbours in the data cube. (b)
26 nearest neighbours in the data cube.

ance at lag k divided by the variance of y. When ρk has a significant difference from

zero, this shows a significant autocorrelation.

ρk =

N−k
∑

t=1
(yt − y)(yt+k − y)

N
∑

t=1
(yt − y)2

(2.1)

One has to take into account the response time of vegetation. When there is a sharp

peak in the NDVI time series, this might not fit with reality and it can be a mistake

in the data. For this reason, the autocorrelation of the time series of the NDVI is

calculated for a certain predefined lag (e.g. 6 months). The timestamps with a high

autocorrelation are the ones of interest: this means that the next value is easy to be

predicted from the previous value(s), meaning that the NDVI data do not show a peak

but a quite flat pattern at that time. One is interested in the negative values of the

NDVI (corresponding with droughts) and a high autocorrelation. When the values of

the NDVI time series are multiplied with the corresponding calculated autocorrelation

time series, one gets the filtered NDVI data. A high autocorrelation and negative

NDVI values will result in ’extra-negative’ filtered NDVI data. In this definition, the

10th percentile of the filtered NDVI data of each region is used for the calculation of

the extreme events (see Figure 2.9). The choice of the considered time lag will have

an influence on the result.

11



2.7. FILTERED VEGETATION DATA WITH TEMPORAL AND SPATIAL CONNECTION

(a) (b)

(c)

Figure 2.9: Illustration of the autocorrelation in the NDVI data. (a) The NDVI residuals.
(b) The calculated autocorrelation for a time window of 12 months. (c) The resulting
filtered NDVI data.

The distribution of the number of extremes for this definition can be found in Figure

2.10 for two applied time windows. There seems not to be a significant difference

between the two versions.

2.7 Filtered vegetation data with temporal and

spatial connection

This definition is constructed in the last phase of the thesis. The definition is based on

information selected from the previous definitions. The method has a higher physical

relevance, but also from a statistical point of view this definition is reasonable.

The NDVI values of each pixel are based on the mean value of the whole pixel. One

of the problems with the previous definitions which use this type of NDVI data, is that

the pixels with a low percentage of vegetation coverage will influence the location of

the extremes in a region. This means, when for example the pixels at the border of

a region are less covered with vegetation, they will have the tendency to have more

extreme behaviour than the other pixels of that region. This is because when all the

vegetation data of a region are concatenated and the percentile is calculated, the

pixels with a low NDVI will affect the percentile.
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(a)

(b)

Figure 2.10: Distribution of the number of extremes for the definition with the auto-
correlation in the vegetation data for the regions based on IGBP. The results for the
regions based on hydro-climatic biomes can be found in Appendix A.1 and A.2. (a)
Autocorrelation for a time window of 12 months. (b) Autocorrelation for a time window
of 6 months.

To solve this problem, the NDVI data are divided by a factor, based on the vegetated

fraction per pixel. This factor is the sum of the fraction of herbaceous plants and tall

canopies and is available for every place on the world. It measures the percentage of

the pixel that is covered with vegetation (see Figure 2.11). By dividing by this factor,

the pixels which do not contain a lot of vegetation should get a smaller influence

on the percentile. To calculate these new NDVI features, the original NDVI data are

divided by this coverage-filter. Only the pixels with a coverage fraction larger than a

threshold of 0.1 are kept, since the pixels with a very small amount of vegetation are

not useful in this research to reveal the influence of the climate on vegetation.

The extremes in these new filtered NDVI data are calculated using a combination

of a spatial and temporal connection of the extreme events. When the response

time of vegetation is taken into consideration, it is more plausible that the events

last for at least two months. For the spatial connection, there should be at least

one of the neighbouring pixels also extreme during the time period of the extreme

event. First, the percentile is calculated for the new filtered NDVI data for each region.

For every pixel, the extreme observations below the percentile are selected and the

extreme events that last for at least two months are kept. In the next step, only the

events where there is at least one of the eight neighbours is also extreme during the

extreme event are kept. The final class variable gets a value of 1 for the start of the

extreme events that fulfils these two conditions of spatial and temporal connection.

The distribution of the amount of extremes looks similar than in the definition with

13
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Figure 2.11: The vegetated fraction at every place on the world. The regions in blue
have almost no vegetation while the yellow regions contain a lot of vegetation.

the temporal connection of two months for the regions based on the IGBP (see Figure

2.12).

Figure 2.12: Distribution of the number of extremes for the definition with filtered
NDVI data combined with temporal and spatial connection for the regions based on
IGBP. The results for the regions based on hydro-climatic biomes can be found in
Appendix A.1 and A.2.

2.8 Filtered vegetation data adjusted for standard

deviation

The previous definitions can contain a lot of seasonality in the variable with the ex-

treme events. Even though the seasonality of the raw NDVI data is removed (see

Section 4.1.2), a new seasonality is introduced in the class variables with the vege-

tation extremes. This is because the extremes will have the tendency to occur in the

summer season. This information affects the interpretation of the Granger causality in

the next step. To avoid this, in this definition an additional action is performed during

the decomposition of the vegetation data. After removing the trend and the season-

ality, the NDVI data are also divided by the standard deviation of the corresponding

month. This action should reduce the effect of the seasonality in the time series with

the vegetation extremes (see Figure 2.13). The rest of this definition is similar to the

14
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one in Section 2.7. The same type of the temporal and spatial connection is used. The

main difference is that the coverage filter must now be applied before the detrending

of the NDVI data because it influences the variance. The amount of extremes at every

pixel is more evenly distributed in comparison with the definition in Section 2.7 (see

Figure 2.14).

Figure 2.13: NDVI data adjusted for the standard deviation for the 360 considered
months for the time span of 30 years. The raw NDVI data (blue) are divided by the
coverage fraction (orange) and a trend is fitted (purple). Next, the trend and season-
ality are removed (red) and the data are divided by the standard deviation (green).

Figure 2.14: Distribution of the number of extremes for the definition with filtered
NDVI data adjusted for the standard deviation combined with temporal and spatial
connection for the regions based on IGBP. The results for the regions based on hydro-
climatic biomes can be found in Appendix A.1 and A.2.
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CHAPTER 3

GRANGER CAUSALITY

FRAMEWORK

3.1 Linear Granger causality

The sensitivity of extreme events in vegetation towards climate drivers, will be in-

vestigated using the Granger causality modelling (Granger, 1969). This framework

has a broad applicability and has been used in several researches in the past. It has

been applied to reveal the effect of carbon dioxide on the global temperature (Tri-

acca, 2005; Kodra et al., 2011; Attanasio, 2012) and to investigate the influence of

vegetation on the temperature (Kaufmann et al., 2003).

Granger causality can be seen a predictive causality between time series. To inves-

tigate the relationships between two time series, the predictions of two models are

compared. The first one is called a baseline model. This model uses only information

of the time series of the target variable. The second model is the full model, which

includes the history of both considered time series. The additional time series in this

model, contains the variable of which one wants to investigate the effect on the first

time series.

The concept of Granger causality will be explained considering two time series  =

[1, 2, ..., N] and y = [y1, y2, ..., yN], with N the length of the time series (see Figure

3.1). In this thesis, y is the target class variable with the extreme events in the NDVI

data at a given pixel. This variable consists of {0,1}-measurements with the absence

or presence of an extreme event at time stamp t. The time series  represents a

climate variable at that pixel.

The goal is to attempt to forecast yt (the target variable at a certain timestamp t),

given the values of  and y in previous timestamps. When the forecast of y improves

when also taking the history of  into account, in comparison when only using the

past values of y, one can say that  Granger causes y. Thus, it can not be seen as a

real causality (Papagiannopoulou et al., 2017b).
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Figure 3.1: The climate time series  and the NDVI time series y at a certain time and
their considered lagged values.

In this thesis, the classification problem of correctly classifying an observation as

an extreme event is considered. The class distribution of the target variable with

extremes can be strongly imbalanced. First, it is necessary to introduce a performance

measure. The Area Under the ROC-Curve (AUC) has shown in the past to be a good

performance measure for this type of binary classification. To understand what this

criterion does, first the ROC curve will be briefly discussed.

In the two-class prediction problem of this thesis, the outcome of the forecast can

be either positive (extreme) or negative (non-extreme). The classifier can have four

possible outcomes. If the outcome of a prediction is positive and equal to the actual

value, it is called a true positive. On the other hand, when the prediction of an extreme

is in reality not an extreme, it is said to be a false positive. The same principles are

used for the negative predictions. If it is correctly classified as a non-extreme event,

it is called a true negative. Otherwise, it is called a false negative.

The ROC curve is a graphic that displays the diagnostic ability of a binary classifier as

its discrimination threshold is varied. The curve plots the true positive rate against

the false positive rate for all possible thresholds. The true positive rate stands for the

sensitivity and the false positive rate is related to the specificity (James et al., 2013).

The overall performance of the classifier is given by the area under the ROC-curve.

An ideal ROC curve will be close to the left corner. This indicates a high true positive

rate and a low false positive rate. The larger the AUC the better the classifier. If the

AUC of the model is close to the maximum of one, the model performs very good.

On the other hand, when the classifier performs no better than random, the model

is expected to have an AUC of 0.5. Important here is to do the evaluation on an

independent test set that was not used in the model training to prevent overfitting

(James et al., 2013).

This can be incorporated into a definition for Granger causality:
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Table 3.1: Overview of the models

Baseline model Yt = ƒ (Yt−1, Yt−2, ...)
Extended model Yt = ƒ (Yt−1, Yt−2, ...;Xt−1, Xt−2, ...)
Multivariate model Yt = ƒ (Yt−1, Yt−2, ...;Xt−1, Xt−2, ...;Zt−1, Zt−2, ...)

One can say that time series  Granger causes y if the AUC-performance increases

when t−1, t−2, ..., t−P are included in the prediction of yt, in contrast to considering

yt−1, yt−2, ..., yt−P only, where P is the lag-time moving window.

This definition will result in a baseline model, which is only a function of past values

of the target variable y with the extremes, and an extended model which contains

all available information, with also the climate variables () (see Table 3.1). In linear

Granger causality, the functions used to express the relationship between the lagged

values and the target variable at a certain time are linear functions. This means

that the classifier makes a prediction based on the value of a linear combination of

the input. A commonly considered predictive model is a linear vector autoregressive

model (Chapman et al., 2015; Shahin et al., 2014). Examples of linear classifiers are

logistic regression and linear discriminant analysis.

This Granger causality framework for the bivariate setting has often been investigated

(Elsner, 2007; Kodra et al., 2011; Attanasio, 2012). However, Granger causality anal-

ysis might lead to incorrect conclusions when additional influences of other climatic

or environmental variables are not taken into account (Geiger et al., 2015; Papa-

giannopoulou et al., 2017b). To solve this problem, additional time series of variables

can be considered. To illustrate, a third variable  is observed, which might act as

an extra influence in deciding whether  Granger causes y (Papagiannopoulou et al.,

2017a). The extension with additional time series is straightforward. This results in

an adjusted definition for Granger causality.

One can say that time series  Granger-causes y conditioned on time series  if the

AUC-performance increases when t−1, t−2, ..., t−P are included in the prediction of

yt, in contrast to considering yt−1, yt−2, ..., yt−P and t−1,t−2, ...,t−P only, where P

is the lag-time moving window.

The null hypothesis (H0) of Granger causality is that the baseline model has equal

performance as the extended model. If the full model has a smaller prediction error

than the baseline model, H0 is rejected. The performance of both models on out-of-

sample data will be used to see if the extended model improves the performance of

the baseline model. If this is the case, one can say that the climate variable  Granger

causes the target variable y with the extremes in vegetation (Papagiannopoulou et al.,

2017b). In this thesis, the focus is on the quantitative differences in performance
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between the baseline and extended model. These differences will be visualized and

interpreted in a quantitative way instead of in a qualitative way.

3.2 Non-linear Granger causality

A non-linear Granger causality framework is developed to explore the effect of past cli-

mate variability on vegetation dynamics (Papagiannopoulou et al., 2017b). Commonly

used statistical methods are too simplistic to catch the complex climate-vegetation in-

teractions. This is due to linearity assumptions. The climate-vegetation interactions

can be highly non-linear (Foley et al., 1998; Zeng et al., 2002; Verbesselt et al., 2016).

If this is the case, the linear Granger causality will not perform well. The advantage

of working with the Granger causality framework, is that it allows also modelling non-

linearity. One can use non-linear machine learning models (e.g. random forest, neural

network) instead of traditional linear models to express the relationships between the

target variable at a certain time and its lagged values.

In the first phase of the thesis, a random forest classifier was used as the non-linear

model. The random forest classifier is an ensemble classifier that consists of many

individual decision trees. It uses random feature selection and outputs the class that

is predicted by the majority of those trees. The big advantage of this technique is

that no implicit assumptions are made about the form of underlying relationships be-

tween the predictor variables and the response (James et al., 2013). In this way,

non-linear associations between the vegetation and the climate drivers can be de-

tected. Another advantage of random forest is that it is applicable on the large

climate-vegetation data sets. It has been successfully applied in the past to Earth

observations (Papagiannopoulou et al., 2017b; Dorigo et al., 2012; Rodriguez-Galiano

et al., 2012; Loosvelt et al., 2012). Even though it is know for its excellent computa-

tional scalability (Breiman, 2001), the model had some problems with speed during

this thesis. Therefore another model is introduced. The results of the new model are

very similar than those of the random forest classifier.

In this thesis an enhanced extreme learning machine (ELM) based on logistic regres-

sion is used for the classification problem. Extreme learning machines are feedfor-

ward neural networks that can be used for classification and regression. The neural

network architecture of an ELM is a three layer feedforward structure (see Figure

3.2). The information goes forward in one direction. The first layer is the input layer.

Weighted projections of this input layer activate the second layer (hidden layer). The

information of this layer goes to the third layer. This is the final output layer. In an

ELM, the connected weights between the input and the hidden layer neurons are ran-
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domly generated and remain untrained. When using the training data, the output

weights between the hidden and the output layer can be trained in a single pass us-

ing a logistic regression. One of the main advantages of this technique is that the

parameters of the hidden nodes need not to be tuned and the output weights of the

hidden nodes are usually learned in a single step. This is why an ELM is character-

ized by its simplicity and speed. The model is easy to implement and offers decent

results. Experimental results in the past have shown that this algorithm can produce

a good generalization performance in most cases and it can learn much faster than

conventional learning algorithms for feedforward neural networks (Huang et al., 2006;

Tissera and McDonnell, 2016).

The previous definition for Granger causality can be adjusted:

One can say that any climatic time series  Granger causes y if the AUC-performance

increases when the moving window t−1, t−2, ..., t−P is incorporated in the ELM

model for the prediction of yt, in contrast to considering yt−1, yt−2, ..., yt−P only, where

P is the lag-time moving window.

This results in a baseline model and a full model, similar to the previous section. This

definition can be extended to include additional time series.

Figure 3.2: Representation of the layers of extreme learning machines. A linear com-
bination of the input nodes with different random weights leads to the hidden layer.
The nodes of the hidden layer are learned with a logistic regression to predict the
output. Source: Svbtle.
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(a) (b)

(c)

Figure 3.3: Granger causality framework. (a) AUC performance of the baseline ELM
model. (b) AUC performance of the extended ELM model with climatic drivers. (c)
Quantification of the Granger causality: this is the difference in score between the
baseline and the extended model.
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CHAPTER 4

EXPERIMENTAL SET-UP AND

RESULTS

4.1 Experimental set-up

Figure 4.1: Experimental set-up of the research

4.1.1 Data sets

Satellite Earth observation and in-situ measurements have led to the collection of

global records. Multi-decadal data are available of climate and vegetation parameters

for a time span of 30 years. These satellite and in-situ observations provide a bunch
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Table 4.1: Overview of the three categories in the climate data set

Categorie Content

Water availability Precipitation, snow water equivalent and soil moisture
Temperature Temperatures of the land surface and the near-surface atmosphere
Radiation Different radiative fluxes

of information about the environment and the climate in recent decades. This enables

the study of the interactions between the terrestrial ecosystem and the climate.

Climate and environmental data sets have been assembled to construct time series.

These data sets should fulfil a series of spatiotemporal requirements. First of all, the

measured variables should be relevant for driving the vegetation dynamics. Also,

multi-decadal records and a global coverage must be available for those features.

The last requirement is that the spatial and temporal resolution should be adequate

(Papagiannopoulou et al., 2017b). A total of 21 different data sets have been con-

catenated (Papagiannopoulou et al., 2017b). The resulting data set has a time span

of 30 years in the study period 1981-2010 at a global scale and can be represented

as a three-dimensional data cube (see Figure 4.2). The available time series have

been converted to a monthly temporal resolution and a 1◦ x1◦ latitude-longitude spa-

tial resolution (using averages and linear interpolation). For the climate drivers, three

categories of data sets can be distinguished (see Table 4.1). The third-generation

Global Inventory Modelling and Mapping Studies satellite-based Normalized Differ-

ence Vegetation Index data are used to characterize the productivity of the vegeta-

tion (Tucker et al., 2005). Besides the raw climate and vegetation data, the data set

also contains some constructed and more complex features (e.g. climate anomalies,

cumulatives, extreme indices, minima, maxima, lagged variables...). These are based

on knowledge that has been described in climate literature (Donat et al., 2013). Pre-

vious research has shown that the incorporation of these features might increase the

performance substantially (Papagiannopoulou et al., 2017a).

4.1.2 Anomaly decomposition and stationary time series

Some preprocessing of the data set is necessary since statistical procedures for test-

ing Granger causality are only developed and applicable for stationary time series.

In stationary time series, the mean of the probability distribution does not change

over time. The variance and other moments of the probability distribution can still

be time dependent. The climate data are only useful to predict the residuals, since

the seasonality and trend can be easily modelled with autoregressive features (Papa-

giannopoulou et al., 2017a).
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Figure 4.2: The data sets can be represented as a three-dimensional cube, with on
the first two axises the longitude and the latitude and on the other axis the time span
of 30 years.

The raw climate and vegetation time series (Yrt ) can contain non-stationary signals

(e.g. a trend or a seasonal cycle). Time series decomposition techniques need to be

applied on these raw variables to isolate seasonal cycles, trends and anomalies to

obtain stationary time series.

Yrt = Ytrendt + Ycycet + Ynomes
t (4.1)

A trend in the data is calculated by fitting a linear regression. This trend is removed

from the raw time series. The seasonal cycle is assumed to be annual and constant

over time. This makes it possible to estimate the monthly expectation, by calculat-

ing a multi-year average for each of the 12 months of the year. By subtracting the

monthly expectation from the detrended time series, the NDVI residuals are obtained

(Papagiannopoulou et al., 2017b). This procedure is represented in Figure 4.3.

4.1.3 Implementation definitions extreme event in vegetation

The different definitions, described in Chapter 2, are implemented in Python. The

time series of the NDVI residuals for every pixel are used to calculate the extreme

events. For each region, an output file with the number of extremes is generated for

the corresponding pixels for all the definitions. Also, a file with the time series of the

class variable with the extreme events is created.
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Figure 4.3: Decomposition of the NDVI data for the 360 considered months of the
time span of 30 years. The trend (red) for the raw NDVI data (blue) is calculated and
removed (orange). Next, the seasonality is subtracted (green). These are the NDVI
anomalies.

Threshold method for each pixel

For every pixel, the corresponding time series with NDVI residuals are loaded and

the 10th percentile is calculated. With a simple for-loop, every observation of a pixel

below the percentile gets a value of 1 and the other observations get a value of 0.

Threshold method for each region

For each region, all the NDVI time series of the corresponding pixels are concatenated

and the 10th percentile of the region is calculated. Next, for every pixel the vegetation

time series is loaded again, and the extreme observations below the percentile of the

corresponding region are selected. The extremes get a value of 1 in the resulting

class variable with the extreme events.

Threshold method combined with temporal or spatial connection

The time series with the extremes are calculated similar to the previous method. But

in this definition, an extra condition is added. Using a for-loop, only the extreme

events that last for at least 2 or 3 months are kept. The resulting class variable will

get a value of 1 for the start of every extreme event.

When one wants to include a spatial connection, all the calculated class variables

from the definition with the threshold method for each region are concatenated. For
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each pixel, the class variables of the neighbouring pixels are loaded. When at least

one of the neighbouring pixels has an extreme at the same time, the extreme is kept

in the resulting class variable.

Nearest neighbours in the data cube

All the resulting output data with extremes (from the definition with the threshold

method for each region) are concatenated. These data contain timestamps, latitude,

longitude and extremes for each pixel of the world. For every pixel and its neighbours,

the time series with the extremes are loaded. The extreme observations which also

have at least one neighbour that is an extreme are selected. The final class variable

will get a value of 1 for these observations. The definition is implemented for 6

neighbours and 26 neighbours.

For the definition with 6 neighbours, these neighbours are the pixels with one degree

latitude or longitude higher or lower and also the previous and next observation of

the considered pixel. For the 26 neighbours also the other surrounding pixels are

included, and also the previous and next observations of those surrounding pixels.

Autocorrelation in the NDVI data

For each observation of a pixel, a subseries of 12 elements is taken (including the

observation). The autocorrelation between that observation and the corresponding

1-lagged subseries (shifted to the past by one value) is calculated. Next, these auto-

correlation time series are multiplied with the corresponding NDVI residuals. All these

filtered data of the pixels of one region are concatenated and the 10th percentile of

the region is calculated. Finally, all the observations below the percentile get a value

of 1 in the resulting class variable with the extreme events.

Filtered vegetation data with temporal and spatial connection

First, it was proven that the place of the filter in the data decomposition of the NDVI

did not matter. Whether the raw NDVI data (before the decomposition) or the NDVI

residuals are divided by the filter, the results are exactly the same. For this reason, it

was chosen to divide the available time series with NDVI residuals by the coverage-

fraction of the corresponding pixels. The pixels with a coverage lower than 0.1 are

excluded.

In a first step, the percentile is calculated for the filtered NDVI residuals of each region.

The extreme events with at least a temporal connection of two months are selected.
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Next, all these class variables are concatenated for the whole world. For each pixel,

a temporary variable is made with a value of 1 for the extreme events that also have

an extreme neighbour. In the last step, the starting points of the extreme events are

selected and if the variable with the neighbours has at least one value of 1 during the

extreme event, the final class variable gets a value of 1 for the start of the event.

Filtered vegetation data adjusted for standard deviation combined with

temporal and spatial connection

The raw NDVI data are divided by the coverage fraction. Next, the trend and season-

ality are removed. Also the standard deviation for each month is calculated for the

time series. The NDVI data are divided by this standard deviation.

The next steps are the same as in the previous definition. The percentiles are calcu-

lated and the extremes are adjusted for the temporal and spatial connection to end

with the final class variable.

4.1.4 Influence of climate drivers on extreme events in

vegetation

The Granger causality framework is used to disentangle the effect of past climate

variability on extremes in vegetation. This is done by constructing a baseline model

with only the history of the target variable and an extended model which also includes

the history of the climate drivers. The performance of both models is calculated using

the AUC as a performance measure. When the performance of the extended model

at a certain place on Earth is significantly higher than that from the baseline model,

there is an indication that the climate drivers have an impact on extreme events in

vegetation at that place. Both models are implemented in Python. The features are

represented in Table 4.2.

Baseline model

In general, both the baseline and full model are built for each region. The data of the

pixels of one region are concatenated and the model is trained. The evaluation of the

model is done per pixel and an output file with the score of each pixel is generated

for every region. The algorithm can be found in Appendix D.

Both models work with a random 3-fold cross validation. The original dataset is ran-

domly divided into three equal sized subsamples. One subsample is retained as val-

idation data for testing the model and the remaining two subsamples are used as a
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Table 4.2: Overview of the model features

Feature Model Explanation

Longitude Baseline, extended Latitude of the pixel
Latitude Baseline, extended Longitude of the pixel
Past NDVI residuals Baseline, extended Window length of 12 months
Past binarized extremes Baseline, extended Window length of 12 months
Year of observation Baseline, extended 30 dummy variables for each year

Catch the increasing trend in extremes
Month of observation Baseline, extended 12 dummy variables for every month

Catch the seasonality in extremes
Climate drivers Extended Features for radiation, temperature, water

Constructed and more complex features
(e.g. anomalies, cumulatives, extremes,
minima, maxima, lagged variables...)

training set. For the three folds, the cross-validation process is repeated so that each

of the subsamples is used exactly once as test data. In this way, all observations are

used for both training and validation. This procedure results in three scores, which

are averaged to produce a single estimation for each pixel. Since in some pixels the

amount of extremes is limited, it is opted to use a 3 fold cross-validation. With a 5

fold cross-validation, in some folds there are no extremes present.

For every fold, the training data of the pixels of one region are selected and concate-

nated. These training data contain the features listed in Table 4.2. The time series

with extreme events can contain a seasonal cycle and a trend, even though the initial

time series was detrended. For example, in summer it is more likely to have an ex-

treme event than in winter. Also, due to climate change, there might be an increasing

trend in the amount of extremes. The baseline model should tackle these charac-

teristics as good as possible. For this reason, some dummy variables for the years

and months of observation are implemented in the model to help to predict these

phenomena. In the next step, a standardization is performed to give the different

variables weights at similar scale.

A non-linear model is used to make the predictions, since the relationships between

the vegetation and the climate are assumed to be non-linear. An extreme learning

machine classifier based on logistic regression is used. The input nodes of the neural

network are given random weights. Linear combinations of these weighted inputs are

used to create new features (i.e. hidden layer). For different parameters a logistic

regression is fitted and the optimal parameter is kept.

Once the model is trained, for each pixel in the considered region the test data is

loaded and the AUC score is calculated. Since this is done for three folds, three scores

for each pixel are obtained. The average performance of the three folds is taken and

stored in an output file.
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Extended model

The only difference between the baseline and the extended model is the addition of

the climate features. Instead of only using the longitude and latitude on line 207 and

311 in Appendix D, also the climate features of temperature, precipitation, radiation,

soil moisture and snow are included. The rest of the algorithm is exactly the same for

the full model.

Regions

The goal in this thesis is to find the influence of the climate on the vegetation ex-

tremes and compare the results in different regions of the world. For this reason, it

is necessary to think about the possible regions on Earth. Three types of regions will

be used to calculate the extreme events for the different definitions and to train the

baseline and full model.

In the first type (see Figure 4.4a), the world is divided into 97 different regions. The

International Geosphere-Biosphere Program (IGBP) land cover classification was used

for the construction of these regions (Loveland and Belward, 1997). The regions are

classified based on the vegetation type. The vegetation groups are further divided

into regions in which only neighbouring pixels can belong to the same group (Papa-

giannopoulou et al., 2017a).

The second and third type of regions (see Figure 4.4b and 4.4c) are based on the

response to climate. This means that the pixels of one region respond to climate

similarly and have comparable models. The regions are based on the hydro-climatic

biomes that are described in Papagiannopoulou et al. (2018). They are developed us-

ing a multi-task learning approach that reveals the spatial connections among differ-

ent locations. The dynamic interactions between the vegetation and the local climate

is modelled in order to define ecoregions that share a coherent response to hydro-

climate variability (Papagiannopoulou et al., 2018). The second region type considers

30 regions and the third contains 11 regions. The difference is that in the second type

of regions an extra division is made into regions in which only neighbouring pixels can

belong to the same region.
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(a) (b)

(c)

Figure 4.4: Three type of regions for which the definitions are calculated and the
models are trained. (a) Regions based on IGBP: 97 regions. (b) Regions based on
hydro-climatic biomes and location: 30 regions. (c) Regions based on hydro-climatic
biomes: 11 regions.

4.2 Results

4.2.1 Distribution of the number of extremes

The maps with the distribution of the amount of extremes look similar for all the

definitions, except for those who work with a temporal connection (see Figure 4.5).

In the definitions with the threshold method for each region, the nearest neighbours

and the autocorrelation, there are many extremes (see Figures 4.5a, 4.5e, 4.5f, 4.5g

and 4.5h). These extremes are equally distributed over the world. In the western part

of South America, North Africa and in the middle of Asia, the extremes are limited.

The definitions with the temporal connection of two and three months, the filtered

NDVI data with temporal and spatial connection and the one with the filtered vegeta-

tion data adjusted for the standard deviation, have fewer extremes (see Figures 4.5b,

4.5c, 4.5i and 4.5j). This was expected, since there is only an extreme in the class

variable for the start of the extreme event. The definition with a temporal connection

of three months has almost no extremes and will therefore not be very useful from a

statistical point of view (see Figure 4.5c).

The definition with the filtered NDVI data with temporal and spatial connection has

a remarkable different distribution in comparison with the other results in Africa and

Australia for the regions based on the hydro-climatic biomes (see Figure 4.5i). This

is because this type of regions contains larger areas of the world. In this way, the

results can become more clustered. A consequence of these larger regions is that
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the borders of a region where there is not a remarkable influence of climate drivers

that are against a region where there is a lot of impact, will contain more extremes

and will be more sensitive to the climate. For the other two region types, the results

look very similar as for the definition with the temporal connection of two months.

The implementation of the filter does not seem to have a significant influence on the

distribution of the amount of extremes.

The vegetation extremes of the definition with the filtered NDVI data adjusted for the

standard deviation, seem to be more evenly distributed geographically in comparison

with the other definitions with a temporal connection (see Figure 4.5j).

4.2.2 Baseline model

Appendix B shows that the overall conclusions of the baseline model are similar for

all the definitions of vegetation extremes. The baseline model has a very high per-

formance in Australia, Argentina, United States, Southern Africa, Central Africa and

Eastern Africa.

In Northern Canada, Alaska and Northern Russia, the baseline model reaches almost

the maximum score. This is due to the fact that these regions are covered with snow

half of the year. This results in a strong seasonality. This information is included in

the model and makes the predictions easier in these regions.

In Northern Africa and also some smaller regions on Earth there are no data available

for the vegetation, or the NDVI data are always very low (see Figure 4.6). This is

because these zones consist of deserts or very dry areas and therefore not much

vegetation is present (see Figure 4.7). In Greenland there is also a lack of data since

the land is covered with snow throughout the year.

The baseline model of the definition with the autocorrelation (Figure 4.8a and 4.8b)

has the same pattern as the others, but the overall performance of the baseline model

is a bit worse, especially for the time window of 6 months. This is due to the fact that

the autocorrelation in the data is used to calculate the extremes in this definition, but

it is also used to build the model. For this reason, it can be said that this definition

does not really make sense in this research.

For the model of the definitions that work with a temporal connection (Figure 4.9a,

4.9c, 4.9e and 4.9g), the pattern is also similar but the maps are more scattered and

perform worse at a lot of pixels. This can be explained by the fact that the variable

with the extremes only has a value of 1 for the start of the extreme event, where for

the other definitions there are more extremes in a row at some timestamps. Since this
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(a) Threshold method calculated for each
region

(b) Threshold method with temporal
connection of 2 months

(c) Threshold method with temporal
connection of 3 months

(d) Threshold method with spatial connection
of two neighbouring pixels

(e) Method with 6 nearest neighbours in
the data cube

(f) Method with 26 nearest neighbours in
the data cube

(g) Autocorrelation in the NDVI data with
time window of 12 months

(h) Autocorrelation in the NDVi data with
time window of 6 months

(i) Filtered NDVI data with temporal and
spatial connection

(j) Filtered NDVI data adjusted for standard
deviation

Figure 4.5: Distribution of the numbers of extremes for the different definitions for the
regions based on hydro-climatic biomes.
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Figure 4.6: Map with the data of the Normalized Difference Vegetation Index. The
regions in white correspond with the deserts or zones with a low vegetated fraction.

Figure 4.7: Map with the main deserts of the world.

autocorrelation in the class variable with the extremes is removed and the amount of

extremes is reduced, the model will have more difficulties with the predictions at

certain pixels.

Even though the definition with the filtered NDVI data adjusted for the standard devi-

ation should reduce the impact of the seasonality, the baseline model still seems to

have a good performance (see Figure 4.9g). In the northern part of the world, there

is still a strong seasonality. In the other regions with a high score, another reason

must cause the baseline model to perform so well. In general, one can see a small

decrease in the overall performance of the baseline model of this last definition.

4.2.3 Extended model

The results of the full model are similar for all the definitions and can be found in Ap-

pendix B. Also in the extended model, the performance is still very high in Australia,

Argentina, United States, Southern Africa, Central Africa and Eastern Africa. The per-
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(a) Baseline model (b) Extended model

(c) Baseline model (d) Extended model

Figure 4.8: AUC score of the models for the definition with autocorrelation in the vege-
tation data for the regions based on hydro-climatic biomes. (a)-(b) Definition with au-
tocorrelation in the vegetation data for a time window of 12 months. (c)-(d)Definition
with autocorrelation in the vegetation data for a time window of 6 months.

formance in Northern Canada, Alaska and Northern Russia is similar to the score of

the baseline model.

For the definitions with the threshold method per pixel and per region, nearest neigh-

bours and the spatial extent, there is no improvement in performance in Africa in

comparison with the baseline model. It looks like the baseline model is even out-

performing the full model. In Europe, China, Canada and the eastern part of South

America, the full model performs better than the baseline model.

For both definitions with the autocorrelation, there is not a significant difference be-

tween the maps of the baseline and the full model (see Figure 4.8b and 4.8d).

The extended model of the definitions with a temporal connection (Figure 4.9b, 4.9d

and 4.9f) performs quite good over the whole world. The improvement in performance

is higher in comparison with the other definitions. In Europe, China, Canada and the

eastern part of South America, the full model outperforms the baseline model. A

difference with the previous definitions, is that in Africa and Australia there is a clear

improvement in performance of the extended model.

4.2.4 Granger causality quantification

The Granger causality framework quantifies in which regions the extended model out-

performs the baseline model. In these regions one can say that the climate drivers

might have an influence on the vegetation extremes. The results for all the defini-
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(a) Baseline model (b) Extended model

(c) Baseline model (d) Extended model

(e) Baseline model (f) Extended model

(g) Baseline model (h) Extended model

Figure 4.9: AUC score of the models for the definitions with a temporal connection for
the regions based on hydro-climatic biomes. (a)-(b) Definition with threshold method
with temporal connection of 2 months. (c)-(d) Definition with threshold method with
temporal connection of 3 months. (e)-(f) Definition with filtered NDVI data combined
with temporal and spatial connection. (g)-(h) Definition with filtered NDVI data ad-
justed for standard deviation.

tions can be split up into three parts with an equal result for the Granger causality

quantification and can be found in Appendix C.

The definitions with the percentiles for each pixel and for each region, the nearest

neighbours method and the spatial connection have a similar result (see Figures

4.10a, 4.10b, 4.10f, 4.10g, 4.10e). The full model outperforms the baseline model

in Europe, China, the eastern part of South America and Canada. In South-East Aus-

tralia and Africa, the climate does not cause an improvement in the baseline model

performance.

For the definition with the temporal connection, the definition with filtered NDVI data

combined with spatial and temporal connection and the one with the filtered NDVI
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adjusted for standard deviation, there is a more scattered result (see Figures 4.10c,

4.10d, 4.10j, 4.10k). The results are more spread over the whole world, where in

the other definitions the Granger causality is limited to certain regions. A higher

improvement in performance is achieved in these definitions.

The third type of results are with the definitions based on the autocorrelation. As

said before, this definition does not make sense with the Granger causality since the

autocorrelation is in the definition as well as in the model. The Granger causality cal-

culates the autocorrelation and removes it in the quantification. So this quantification

does not make sense for this definition. It can be seen in the maps that there is almost

no Granger causality.

4.2.5 Region types

The influence of the type of regions can be neglected. Only for the definition with the

filtered NDVI data combined with temporal and spatial connection, there is a small

difference in the distribution of number of extremes in Africa and Australia for the

region based on the hydro-climate biomes.

The results of the performance of the baseline and extended model are very similar

for the three region types. Also the maps with the Granger causality quantification

look the same.

4.3 Discussion

4.3.1 Region types

The different region types do not seem to have a lot of influence on the results. The

maps with the distribution of the number of extremes, the performance of the baseline

and the extended model and the Granger causality quantification look similar for the

different region types. A possible explanation why there is such a small difference

can be because of the high performance of the baseline model. This is caused by the

seasonality, trend and autocorrelation in the data at similar regions for the different

region types, which will be discussed in Section 4.3.3. Also, for the maps of the

definitions with a temporal connection, it is hard to see the difference because the

result is scattered.

For the regions based on the hydro-climatic biomes, the results are expected to be

more clustered, since larger regions are considered. Especially in the distribution of
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(a) Threshold method for each pixel (b) Threshold method for each region

(c) Threshold method with temporal
connection of 2 months

(d) Threshold method with temporal
connection of 3 months

(e) Threshold method with spatial
connection of two neighbouring pixels

(f) Method with 6 nearest neighbours in
the data cube

(g) Method with 26 nearest neighbours in
the data cube

(h) Autocorrelation in the NDVI data with
time window of 12 months

(i) Autocorrelation in the NDVI data with time
window of 6 months

(j) Filtered NDVI data combined with temporal
and spatial connection

(k) Filtered NDVI data adjusted for standard
deviation

Figure 4.10: Quantification of Granger causality for the different definitions for the
regions based on hydro-climatic biomes.
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the number of extremes for the definition with the filtered NDVI data with the temporal

and spatial connection, this phenomenon can be seen. However, when looking at the

other maps, the results are not significantly different from those of the other region

types.

To select the optimal region type, one can consider the physical and statistical rele-

vance of the defined regions.

From a physical point of view, the division of the third type of regions based on hydro-

climatic biomes makes most sense. Since the impact of the climate on vegetation

is investigated in this research, it seems straightforward to split the world into parts

with equal response to climate. The extra spit-up of these 11 regions to also include

the location, is not necessary and does not add additional information.

Taking into account the statistical side, also the regions based on the hydro-climatic

biomes are retained over the others. This division considers only 11 regions, resulting

in larger areas. The pixels in the same region have similar models. Because of the

larger regions, more data can be concatenated to train the model. This causes the

model to make better predictions.

The results for the three region types are very similar. It can be concluded that the

region types based on the hydro-climatic biomes are preferred over the other two

region types, since they make more sense from a physical and statistical point of

view in this research.

4.3.2 Distribution of the number of extremes

When looking at the maps, there is not really a pattern present in the distribution

of the number of extremes. From a physical point of view, it is not realistic that the

extremes are evenly distributed over the world.

The implementation of the coverage fraction in the definition with the filtered NDVI

data combined with a temporal and spatial connection, does not significantly affect

the distribution of the extremes. The goal of this definition was to give the pixels

with a low vegetation coverage, a smaller influence on the location of the extremes

in a certain region. Only for the region type based on the hydro-climatic biomes one

can notice a difference in the distribution in Africa and Australia. This is due to the

larger regions, which can cause the distribution to be more clustered. As expected,

the adjustment of this definition for the standard deviation makes the extremes more

homogeneously distributed because of this standardisation.
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4.3.3 Influence of climate drivers on extreme events in

vegetation

The baseline model has already a very good performance at certain regions of the

world. One reason why the baseline model has such a high score is because the data

can contain autocorrelation. The model includes lagged values of the vegetation.

When the data contain autocorrelation, this means that there is a similarity between

the current time stamp and the previous values. This makes it easier for the model

to make predictions, since the next time stamp is related to previous time stamp(s).

Another reason can be because at some places there is not a lot of vegetation present,

which also influences the autocorrelation in the data (see Figure 4.7). For example,

in Australia there is an area with not a lot of vegetation. When looking at the time

series in Figure 4.11c, it can be seen that the vegetation data are quite constant. This

causes a high autocorrelation and increases the performance of the model in these

regions. Also, the class variable with the extreme events can contain a seasonality

and a trend. For example, in summer there might be more droughts because of the

seasonality or there can be an increasing trend in the amount of extremes due to

climate change. This characteristics in the data are used to build the model. But if

one wants to investigate the impact of the climate, it is necessary to only look at the

difference in performance of the model with and without the climate variables and

exclude the influence of the autocorrelation in the data and the seasonality and trend

of the extremes.

Two types of extremes can be distinguished. Firstly, there are extreme events with a

slower progress that last for a certain period. The amount of vegetation goes down

until an extreme event is reached and after a while it starts rising again. On the other

hand, there are more sudden extremes, corresponding with sharp peaks in the veg-

etation data. The extreme value is reached suddenly and lasts only for a very short

period. When taking a closer look at the maps of the baseline model for the different

definitions, these two types of extremes can be recognized. The sudden extremes

are more difficult to be predicted and are characterized by a lower performance in

the baseline model. The longer lasting extreme events have the tendency to have a

higher score. This is because these vegetation data and extremes contain a high au-

tocorrelation, meaning that the next value is easier to be predicted from the previous

value(s).

To illustrate, in Figure 4.11 some plots of the vegetation time series are shown for the

definition with the filtered vegetation data adjusted for the standard deviation. The

difference between pixels with a high and low performance of the baseline model can

be distinguished. The first two figures (Figures 4.11a and 4.11b) contain sharp peaks
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in the vegetation data and have a low baseline performance. Figures 4.11c and 4.11d

show the time series of pixels with a high score. The vegetation data reaches longer

lasting extreme events with a higher autocorrelation. Figure 4.11d also shows a clear

seasonal cycle. The seasonality can help the model to predict the extreme events.

Figure 4.11e represents the time series of a pixel in the northern part of the world

with a very strong seasonality. This is due to the fact that the surface is covered with

snow half of the year. In Figure 4.12 the time series of the extreme events are shown

for the same pixels. The pixels with a low score do not contain a clear trend, where

for the ones with a high baseline performance, a significant increase in the frequency

of the extremes can be noticed in the last couple of years.

From this, it can be concluded that there is a relationship between the high perfor-

mance of the baseline model and the seasonality, trend and autocorrelation in the

vegetation data. The regions with a low baseline score are the regions with sudden

and less predictable extremes. Since these sudden peaks in the data have a low

autocorrelation, the models have more difficulties predicting these values. These re-

gions can also have a lower seasonal cycle and not have a clear trend. When taking

into account the physical relevance of the response time of the vegetation of these

two types of extremes, it can be questioned whether the sudden extremes are actual

vegetation extremes or noise in the data.

In the definition with the filtered NDVI data adjusted for the standard deviation, the

goal was to reduce the effect of the seasonality by dividing the vegetation residuals

by the standard deviation. However, the results are very similar to those of the defini-

tion with the filtered NDVI data combined with a temporal and spatial connection. The

performance of the baseline model goes a bit down but stays very high. In the north-

ern part of the world there is still a strong seasonality, since the surface is covered

half of the year with snow. In the other regions with a high score, the autocorrelation

in the vegetation data seems to be the main cause. Also, in these regions there is a

trend in the frequency of the extreme events, which further causes the performance

to increase.

The baseline and extended model of the definitions with a temporal connection show a

scattered distribution (see Figures 4.10c, 4.10d, 4.10j, 4.10k). A possible explanation

can be because in this definition only the starting point of the extreme event is in the

class variable. These definitions assume that only the start of the event is caused by

the climate. The other months of the drought might not be due to climate drivers.

For example, the response time of vegetation or some other indirect effects of the

extreme vegetation or climate event in the previous month can cause the vegetation

to be still very dry in the next month. The implementation of a temporal and spatial

connection can also remove possible noise in the data. Since the extremes that do
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(a) (b)

(c) (d)

(e)

Figure 4.11: Time series of the vegetation for 60 months at different pixels on the
world. (a) Pixel in the middle of North America in which the baseline model has a
low performance. (b) Pixel in northern part of South America in which the baseline
model has a low performance. (c) Pixel in Australia in which the baseline model has
a high performance. (d) Pixel in the middle of Africa in which the baseline model has
a high performance. (e) Pixel in Northern America with a strong seasonality in which
the baseline model has a high performance.
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(a) (b)

(c) (d)

(e)

Figure 4.12: Time series of the vegetation extremes for the time span of 360 months
at different pixels on the world for the definition with the filtered NDVI data adjusted
for standard deviation and the regions based on the hydro-climatic biomes. (a) Pixel
in the middle of North America in which the baseline model has a low performance.
(b) Pixel in northern part of South America in which the baseline model has a low per-
formance. (c) Pixel in Australia in which the baseline model has a high performance.
(d) Pixel in the middle of Africa in which the baseline model has a high performance.
(e) Pixel in Northern America with a strong seasonality in which the baseline model
has a high performance.
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not fulfil the temporal and spatial connection are excluded from the class variable,

the performance of the model is expected to increase. Even though the results are

scattered, at a lot of pixels the improvement in performance is larger than 15 percent,

which is very high for the AUC. From this, it can be concluded that the climate drivers

do have a significant influence on the vegetation extremes. On the other hand, from

a physical point of view, it was expected that the influence would be more distributed

into regions with a high sensitivity to climate.

The definitions with the percentiles for each pixel and for each region, the nearest

neighbours method and the spatial connection have a similar result (see Figures

4.10a, 4.10b, 4.10f, 4.10g, 4.10e). In these definitions, the Granger causality is clus-

tered into similar regions. The regions with a low performance in the baseline model

have the tendency to have a higher Granger causality quantification. For the regions

with a low Granger causality quantification, the baseline model performs already very

good (a score larger than 0.8), so there is not much improvement possible. This in-

fluences the interpretation of the Granger causality. In these regions it is hard to

investigate the influence of the climate.

In Figure 4.13, the histograms with the distribution of the AUC score are given for the

definition with the filtered NDVI data adjusted for the standard deviation for the three

region types. The curve of the extended model is shifted to the right in all the figures.

This shows the improvement of the extended model in comparison with the baseline

model. The difference is not so large, since the baseline model already has a very

high score at some regions.

Further improvement of the model and the Granger causality framework is necessary.

For the definitions with a temporal connection, the scattered results do not fit with

reality. It was expected that the Granger causality would be more located in regions

with a higher sensitivity to the climate. Another drawback is that the baseline model

has a very high performance at some regions. It was explained that in the north this

was due to the strong seasonality. Half of the year, the surface is covered with snow.

However, there is still vegetation present but there are no data available. This is

something which needs further research. In the other regions the high performance

is mainly due to a high autocorrelation in the data and the increasing trend in the

frequency of the extremes. Some additional research needs to be done to include

the seasonality and trend in the vegetation extremes, and to take into account the

autocorrelation in the data.
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Figure 4.13: Distribution of the AUC score for the baseline and the full model for
the three region types for the definition with the filtered NDVI data adjusted for the
standard deviation. (a) Regions based on IGBP. (b) Regions based on hydro-climatic
biomes and location. (c) Regions based on hydro-climatic biomes.
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4.3.4 Optimal definition

Different definitions are assembled and the collected information is used to build new

improved definitions. Step by step the definitions become more optimal. The def-

initions are adjusted to improve the physical and statistical relevance, but also the

interpretation of the Granger causality is important.

The definition with the threshold method per pixel is not preferred from a physical

point of view. It is not realistic that every pixel on the world contains the same amount

of extremes over the considered time span.

The threshold method per region is already more relevant, but it can cause noise in

the data and does not account for the response time of vegetation and the spatial

connection of the extremes.

The definitions based on the autocorrelation in the vegetation data do not make sense

in this research. The goal of the Granger causality framework is to compare both

baseline and extended model to exclude the autocorrelation in the data and only look

for the influence of the climate drivers. The autocorrelation can be easily predicted in

the models, since past values of the vegetation are included. This is why the results

for these definitions with the autocorrelation are not good and the interpretation of

the Granger causality quantification does not make much sense.

The definitions with the temporal connection of two and three months include the re-

sponse time of the vegetation. This already makes much more sense from a physical

point of view than the previous definitions. The definition with the temporal connec-

tion of at least three months is not preferred from a statistical point of view, since

the number of extremes is too limited to train the model. This makes it more difficult

for the model to make predictions. A disadvantage is that these definitions do not

include the spatial connection of the extreme events.

The definitions with the nearest neighbours use a combination of the temporal and

spatial connection in the data cube. There should be at least a temporal or spatial

connection for every extreme event. The results look similar than those of the defini-

tions with the threshold method for each pixel and for each region.

All this assembled information was combined into a method which uses both temporal

and spatial connection in the data. The extreme event should last for at least two

months but there should also be at least one of the neighbours extreme during the

extreme event. This method makes most sense from a physical point of view. From

a statistical point of view, the temporal and spatial connection removes the noise in

the data. Also, by only keeping the starting point of the extreme event in the class
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variable, the extended effects of the next extreme months, which can be caused by

other factors, are left out of the model. The vegetation data in this definition are

adjusted to account for the distribution of the vegetation over the pixels, since the

fraction of vegetation coverage can influence the location of the extremes.

This definition is further improved to the last and most optimal definition which also

adjusts the data for the standard deviation to reduce the effect of the seasonality in

the data. Even though the results of the last two definitions are very similar, the last

one is retained over the previous one because this one is the most optimal definition

when looking at the statistical as well as the physical interpretation.

There is still room for further improvement. The definition could be further adjusted

by working with a variable which measures the difference in NDVI between the cur-

rent and the previous time stamp instead of the NDVI residuals. Extreme events are

characterized by an abrupt decrease in the vegetation data at the time of the extreme

climate. In the next time stamps there is a slow decrease due to the response time

of vegetation and some extended effects. After some time, the vegetation goes back

to its original condition. This process is characterized by a strong autocorrelation,

which causes the baseline model to perform so well. This is why a possible way of

adjusting the definition to remove this autocorrelation is by using a variable which

measures the difference in vegetation data with the previous time stamp. In this way,

the autocorrelation is removed and the start of the extreme event can be localized

at the time stamps with a high difference in NDVI, which corresponds with the sharp

decrease of the vegetation at the climate event. This should also solve the problem

that the extreme event in the previous methods is not located at the time stamp of

the extreme climate event. The extreme event is the result of a cascade system,

where the memory of the vegetation should be incorporated. The extreme could be

reached a few time stamps after the extreme climate. By using the difference in NDVI

to calculate the extreme event, the extremes are located at the sharp decrease in

NDVI, which should be more located close to the climate event.

4.3.5 Predictors

A further step was to look at the main predictive climate variables that are the cause

of the extreme events in vegetation. In Figure 4.14, the primary climatic and envi-

ronmental factors controlling the vegetation dynamics in this classification problem

are shown for every pixel. The results are very scattered and there is not a clear

distribution present. It is not possible to conclude something from this map.
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Figure 4.14: Main predictors for the different regions on Earth for the definition with
the filtered NDVI data adjusted for the standard deviation for the regions based on
the hydro-climatic biomes.
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CHAPTER 5

CONCLUSION

Changes in the frequency of extreme climate events are expected during future cli-

mate change. The goal of this thesis was to understand the sensitivity of vegetation

extremes towards climate drivers and to gain insights into the causal relationships be-

tween the climate and droughts. The results of the thesis confirm that there is indeed

a rising trend in the frequency of extreme events in vegetation during the last couple

of years and that there is an influence of the climate on droughts in vegetation.

During the thesis, an optimal definition to calculate extreme events in the vegetation

data was developed. Different definitions were assembled from literature and some

additional definitions were constructed. The information was used to build a physical

and statistical relevant definition, which was further improved based on the results.

This optimal definition incorporates a temporal and spatial connection of the extreme

events. In this way, both the response time of vegetation and the spatial distribution

of the extreme event are included. The definition also accounts for the vegetated

fraction of each pixel. If only a small part of the pixel is covered with vegetation,

this will influence the extreme events. To prevent this, the raw vegetation data are

divided by this coverage-fraction. In the last step, there is also corrected for the

standard deviation. This reduces the influence of the seasonality in the extremes on

the performance of the model.

This definition seems promising for future research with vegetation extremes, but

there is still room for some further improvement. When looking at the natural process

of extreme events in vegetation, an extreme is characterized by an abrupt decrease

in the vegetation data at the time (or short after) the climate event takes place. It

takes some time for the vegetation to go back to its original condition. This is why

in the following time stamps, there usually is still a small decrease present in the

vegetation data due to some extended effects. Using the current method, the ex-

treme event in the class variable will not be located at the time stamp of the extreme

climate and the baseline model will have a high performance due to the high autocor-

relation in the vegetation data during the extreme event. Some further improvement

of the definition is necessary to take into account this cascade problem caused by the

memory of the vegetation. One could use a variable which measures the difference in



vegetation with the previous time stamp instead of the NDVI residuals. By calculating

the percentile, one can receive the extreme events. In this way, the extremes will be

located at the beginning of the extreme event, where the vegetation is characterized

by a sharp decrease. Because of the scope of the thesis, there was no time left to

include this improvement.

The Granger causality framework has proven to be useful in this binary classification

problem. The non-linear framework seems to be able to reveal the complex climate-

vegetation interactions. The extreme learning machine showed good results and had

a high speed for this massive global data set. At some places the performance of

the extended model was more than 15 percent better than the baseline model. This

shows that there might be a significant influence of the climate on the vegetation

extremes. Even though the results of the definitions which include a temporal con-

nection are scattered, the improvement in performance is very high for the AUC. In

general it can be said that the Granger causality framework makes sense for this

research question, but there is still room for some further improvement. The base-

line model performs very well at some regions, which makes it difficult to investigate

the influence of the climate at these places on the world. Some additional research

needs to be done, to include the seasonality and trend in the vegetation extremes,

and to take into account the autocorrelation in the data. In this way, the baseline

performance in those regions should go down and the interpretation of the Granger

causality quantification will make much more sense. Also, there should be thought

about a solution for the regions in the northern part of the world. At the moment,

there are no data available for the vegetation which is covered under the snow. This

causes a very high seasonality, since there is a lack of data in the winter season.

There should be further investigated how to assemble data in this region.

The region type based on the hydro-climatic biomes, has proven to be very useful

in research for climate-vegetation interactions. The regions collect the pixels with a

similar response to the climate and are used to calculate the extremes and to train

the models. From a statistical point as well as from a physical point of view, this type

of regions is preferred over the other two possibilities.
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APPENDIX A

NUMBER OF EXTREMES



(a) Threshold method calculated for each
region

(b) Threshold method with temporal
connection of 2 months

(c) Threshold method with temporal
connection of 3 months

(d) Threshold method with spatial connection
of two neighbouring pixels

(e) Method with 6 nearest neighbours in the
data cube

(f) Method with 26 nearest neighbours in the
data cube

(g) Autocorrelation in the NDVI data with time
window of 12 months

(h) Autocorrelation in the NDVi data with time
window of 6 months

(i) Filtered NDVI data with temporal and
spatial connection

(j) Filtered NDVI data adjusted for standard
deviation

Figure A.1: Distribution numbers of extremes for the different definitions for the re-
gions based on hydro-climatic biomes and location.
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APPENDIX A. DISTRIBUTION OF THE NUMBER OF EXTREMES

(a) Threshold method calculated for each
region

(b) Threshold method with temporal
connection of 2 months

(c) Threshold method with temporal
connection of 3 months

(d) Threshold method with spatial connection
of two neighbouring pixels

(e) Method with 6 nearest neighbours in the
data cube

(f) Method with 26 nearest neighbours in the
data cube

(g) Autocorrelation in the NDVI data with time
window of 12 months

(h) Autocorrelation in the NDVi data with time
window of 6 months

(i) Filtered NDVI data with temporal and
spatial connection

(j) Filtered NDVI adjusted for standard devia-
tion

Figure A.2: Distribution numbers of extremes for the different definitions for the re-
gions based on hydro-climatic biomes.
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APPENDIX B

RESULTS BASELINE AND FULL

MODEL

Table B.1: Baseline and full model for the regions based on IGBP: part 1

Baseline model Extended model

Threshold method per pixel Threshold method per pixel

Threshold method per region Threshold method per region

Threshold method temporal connection 2 months Threshold method temporal connection 2 months

Threshold method temporal connection 3 months Threshold method temporal connection 3 months

Threshold method spatial connection 2 pixels Threshold method spatial connection 2 pixels



Table B.2: Baseline and full model for the regions based on IGBP: part 2

Baseline model Extended model

6 nearest neighbours in data cube 6 nearest neighbours in data cube

26 nearest neighbours in data cube 26 nearest neighbours in data cube

Autocorrelation time window 12 months Autocorrelation time window 12 months

Autocorrelation time window 6 months Autocorrelation time window 6 months

Filtered NDVI with temporal Filtered NDVI with temporal
and spatial connection and spatial connection

Filtered NDVI adjusted for standard deviation Filtered NDVI adjusted for standard deviation
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APPENDIX B. RESULTS BASELINE AND EXTENDED MODEL

Table B.3: Baseline and full model for the regions based on hydro-climatic biomes and
location: part 1

Baseline model Extended model

Threshold method per pixel Threshold method per pixel

Threshold method per region Threshold method per region

Threshold method temporal connection 2 months Threshold method temporal connection 2 months

Threshold method temporal connection 3 months Threshold method temporal connection 3 months

Threshold method spatial connection 2 pixels Threshold method spatial connection 2 pixels
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Table B.4: Baseline and full model for the regions based on hydro-climatic biomes and
location: part 2

Baseline model Extended model

6 nearest neighbours in data cube 6 nearest neighbours in data cube

26 nearest neighbours in data cube 26 nearest neighbours in data cube

Autocorrelation time window 12 months Autocorrelation time window 12 months

Autocorrelation time window 6 months Autocorrelation time window 6 months

Filtered NDVI with temporal Filtered NDVI with temporal
and spatial connection and spatial connection

Filtered NDVI adjusted for standard deviation Filtered NDVI adjusted for standard deviation
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APPENDIX B. RESULTS BASELINE AND EXTENDED MODEL

Table B.5: Baseline and full model for the regions based on hydro-climatic biomes:
part 1

Baseline model Extended model

Threshold method per pixel Threshold method per pixel

Threshold method per region Threshold method per region

Threshold method temporal connection 2 months Threshold method temporal connection 2 months

Threshold method temporal connection 3 months Threshold method temporal connection 3 months

Threshold method spatial connection 2 pixels Threshold method spatial connection 2 pixels
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Table B.6: Baseline and full model for the regions based on hydro-climatic biomes:
part 2

Baseline model Extended model

6 nearest neighbours in data cube 6 nearest neighbours in data cube

26 nearest neighbours in data cube 26 nearest neighbours in data cube

Autocorrelation time window 12 months Autocorrelation time window 12 months

Autocorrelation time window 6 months Autocorrelation time window 6 months

Filtered NDVI with temporal Filtered NDVI with temporal
and spatial connection and spatial connection

Filtered NDVI adjusted for standard deviation Filtered NDVI adjusted for standard deviation
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APPENDIX C

GRANGER CAUSALITY

QUANTIFICATION



(a) Threshold method for each pixel (b) Threshold method for each region

(c) Threshold method with temporal connec-
tion of 2 months

(d) Threshold method with temporal connec-
tion of 3 months

(e) Threshold method with spatial connection
of two neighbouring pixels

(f) Method with 6 nearest neighbours in
the data cube

(g) Method with 26 nearest neighbours in
the data cube

(h) Autocorrelation in the NDVI data with time
window of 12 months

(i) Autocorrelation in the NDVI data with time
window of 6 months

(j) Filtered NDVI data combined with temporal
and spatial connection

(k) Filtered NDVI data adjusted for standard
deviation

Figure C.1: Quantification of Granger causality for the different definitions for the
regions based on IGBP.
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APPENDIX C. GRANGER CAUSALITY QUANTIFICATION

(a) Threshold method for each pixel (b) Threshold method for each region

(c) Threshold method with temporal
connection of 2 months

(d) Threshold method with temporal
connection of 3 months

(e) Threshold method with spatial
connection of two neighbouring pixels

(f) Method with 6 nearest neighbours in
the data cube

(g) Method with 26 nearest neighbours in
the data cube

(h) Autocorrelation in the NDVI data with
time window of 12 months

(i) Autocorrelation in the NDVI data with
time window of 6 months

(j) Filtered NDVI data combined with
temporal and spatial connection

(k) Filtered NDVI adjusted for standard devia-
tion

Figure C.2: Quantification of Granger causality for the different definitions for the
regions based on hydro-climatic biomes and location.
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APPENDIX D

MODEL ALGORITHM

1 # -*- coding: utf-8 -*-

2 """

3 Created on Tue Mar 20 14:56:29 2018

4

5 @author: Anouk

6 """

7

8

9 from sklearn.externals import joblib

10 import numpy as np

11 from sklearn.preprocessing import Imputer

12 from numpy import genfromtxt

13 import pandas as pd

14 import sys

15 import os.path

16 from sklearn.cross_validation import KFold

17 from sklearn.linear_model import LogisticRegression

18 from numpy import arange

19 from sklearn.metrics import roc_auc_score

20 from sklearn.preprocessing import StandardScaler

21

22

23 #from mpl_toolkits.basemap import Basemap

24 #function for the past NDVI values

25 def shift2(arr,num):

26 arr=np.roll(arr,num)

27 if num<0:

28 np.put(arr,range(len(arr)+num,len(arr)),np.nan)

29 elif num > 0:

30 np.put(arr,range(num),np.nan)

31 return arr

32

33 #function for the extremes

34 def shift2_extr(arr,num):

35 arr=np.roll(arr,num)

36 if num<0:

37 np.put(arr,range(len(arr)+num,len(arr)),0)

38 elif num > 0:

39 np.put(arr,range(num),0)



40 return arr

41

42 #function which calculates the 8 neighbors

43 def findlatlon():

44 lats = []

45 for lat in arange (-89.5, 90.5):

46 lats.append(lat)

47 lons = []

48 for lon in arange (-179.5, 180.5):

49 lons.append(lon)

50 return lats, lons

51

52 class LRELMClassifier():

53 """ELM with logistic regression in output layer after Li et al. (2011)

54 ’An enhanced extreme learning machine based on logistic regression for

classification’.

55 """

56 def __init__(self, n_hidden_units):

57 self.n_hidden_units = n_hidden_units

58

59 def fit(self, X, labels):

60

61 X = np.column_stack([X, np.ones([X.shape[0], 1])])

62 self.random_weights = np.random.randn(X.shape[1], self.n_hidden_units)

63 H = np.tanh(X.dot(self.random_weights))

64 #paramenter tuning

65 param =

[0.0000001,0.000001,0.00001,0.0001,0.001,0.01,0.1,1,10,100,1000,10000,

66 100000, 1000000, 10000000,1000000000]

67 auc_nest = np.empty((len(param)))

68 nest = 0

69 kfnest = KFold(len(X), n_folds=5, shuffle=True, random_state=30)

70 for p in param:

71 cvlistNest = list(kfnest)

72 X_train_nest = H[cvlistNest[0][0]]

73 y_train_nest = labels[cvlistNest[0][0]]

74 X_test_nest = H[cvlistNest[0][1]]

75 y_test_nest = labels[cvlistNest[0][1]]

76 est_test = LogisticRegression(penalty=’l2’, class_weight = ’balanced’,

C = p)

77

78 est_test.fit(X_train_nest, y_train_nest)

79

80 y_pred_nest = est_test.predict(X_test_nest)

81 if sum(y_test_nest)>0:

82 auc_nest[nest] = roc_auc_score(y_test_nest, y_pred_nest)

83 else:

84 auc_nest[nest] = np.nan

85 nest +=1
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86 max_perf_id = np.nanargmax(auc_nest)

87 best_param = param[max_perf_id]

88 LRmodel = LogisticRegression(penalty=’l2’,class_weight=’balanced’, C =

best_param)

89 LRmodel.fit(H, labels)

90 self.w_elm = LRmodel.coef_

91 # print(LRmodel.coef_)

92

93 def predict(self, X):

94 X = np.column_stack([X, np.ones([X.shape[0], 1])])

95 G = np.tanh(X.dot(self.random_weights))

96 # return G.dot(np.transpose(1/(1+np.exp(-self.w_elm))))

97 prob = 1/(1+np.exp(-G.dot(np.transpose(self.w_elm))))

98 return prob

99

100 countpos = 0

101 countmeanpos = 0

102 #select the group of features you want to test, if ’all’ you select all the 5310

features

103 predictors_list = [’allauto’]#’RNcumlag0’, ’RNcum6’, ’RNcum2’, ’RNcum3’, ’RNcum4’, ’

RNcum5’, ’RNlag6’, ’RNlag2’, ’RNlag3’, ’RNlag4’,’RNlag5’,’Tcumlag0’, ’Tcum6’, ’

Tcum2’, ’Tcum3’, ’Tcum4’, ’Tcum5’, ’Tlag6’, ’Tlag2’, ’Tlag3’, ’Tlag4’,’Tlag5’,’

Wcumlag0’, ’Wcum6’, ’Wcum2’, ’Wcum3’, ’Wcum4’, ’Wcum5’, ’Wlag6’, ’Wlag2’, ’Wlag3

’, ’Wlag4’,’Wlag5’,’soil moist’, ’precip’, ’snow’, ’rad short’, ’rad long’, ’sm

short’, ’sm long’, ’p short’, ’p long’, ’temp short’, ’temp long’, ’snow short’,

’snow long’, ’temp ERA’, ’temp ISCCP’,’temp UDEL’, ’temp CRU’, ’temp LPRM’, ’

temp MLOST’, ’temp GISS’, ’rad ERA’, ’rad SRB’, ’sm active’, ’sm comb’, ’sm

passive’, ’sm GLEAM’, ’sm NASA’, ’p ERA’,’p CRU’,’p CPCU’, ’p persiann’,’p

cmorph’,’p 3b42rt’,’p gpcc’,’p udel’,’p cmap’,’p gpcp’,’rad’, ’water’, ’temp’]

104 #’rad’, ’water’, ’temp’, ’W+T’, ’W+R’, ’T+R’, ’all’]

105

106 path = sys.argv[1]#input path .csv data

107 input_path_extr = sys.argv[2]#input extremes

108 outpath2 = sys.argv[3]#outpath score

109 regionPath = sys.argv[4]#inpath for regions

110

111

112 #var names

113 mfile="C:\\Users\\Anouk\\Documents\\thesis\\scripts\\vars_all.txt"

114 name_vector=["values"]

115 varNames=pd.read_csv(mfile,names=name_vector)

116 varNames = varNames.as_matrix()

117 #delete redundant

118 rmv = joblib.load(’C:\\Users\\Anouk\\Documents\\thesis\\scripts\\rmvdatasets.pkl’)

119 varNames = np.delete(varNames,np.s_[rmv], axis = 0)

120 #delete the ndvi vars

121 targetVar = varNames[1865,:]

122 rm_varNames = np.delete(varNames,np.s_[2453:2455], axis = 0)#exclude VOD

123 rm_varNames = np.delete(rm_varNames, np.s_[1863:1869], axis=0)
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124 rm_varNames = np.delete(rm_varNames, np.s_[1849:1853], axis=0)#exclude VOD

125 targetVarNew = targetVar[:,np.newaxis]

126 finalNames =np.concatenate((rm_varNames, targetVarNew), axis=0)

127

128 imp = Imputer(missing_values=’NaN’, strategy=’mean’, axis=0)

129

130 # load neighbors’ datasets + including the input pixel

131 lats, lons = findlatlon() #find all lats and lons

132 #load regions files

133 name = os.path.basename(regionPath) #name of the region file (for storage later on)

’group26.pkl’

134 region_file= joblib.load(regionPath) #load region file

135

136 data_extremes= joblib.load(input_path_extr+’extremes_’+name) #data with the extremes

[timestamp, lat, lon, ndvi, extremes]

137

138 cvFolds = 3

139 pixels = len(region_file)

140 auc = np.zeros((cvFolds,pixels))

141 coordinates = np.zeros((2,pixels))

142

143 for cv in range(cvFolds):

144

145 datasetAll = np.empty((1,2))#4550))

146 targ_all = np.empty((1,1))

147 varNames = np.empty((1))

148 X1 = np.empty((1,37))

149 pix = 0

150

151 for coord in region_file:

152 lat, lon = coord

153 data_lat = data_extremes[(data_extremes[:,1]==lat),:] #find extremes

corresponding with lat

154 data_lat_lon= data_lat[(data_lat[:,2]==lon),:] #find extremes corresponding

with lat & lon (=pixel)

155 data_lat_lon = data_lat_lon[data_lat_lon[:,0].argsort()] #to be sure,sort

according to timestamp

156 y_extr=data_lat_lon[:,-1] #extremes of the pixel

157

158 if y_extr.sum() < cvFolds:

159 continue

160 f = path + str(lat)+’,’+str(lon)+’.csv’

161 months = np.zeros((360))

162 for i in range(0,360):

163 months[i] = i%12

164 years = np.zeros((360))

165 year = 1981

166 for i in range(0,360):

167 if ((i%12==0) & (i!=0)):
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168 year = year+1

169 years[i] = year

170 dummies = np.zeros((360,12))

171 for i in range(0,360):

172 dummies[i,int(months[i])] = 1

173

174 months = months[:,np.newaxis]

175 years = years[:,np.newaxis]

176 timeInfo = np.concatenate((years, dummies), axis = 1)

177

178 if os.path.exists(f):

179 dataset1 = genfromtxt(f, delimiter=’,’, dtype=’f8’)[0:]

180 dataset1 = dataset1[dataset1[:,0].argsort()] #sort the observations

according to the timestamp

181 dataset = dataset1[12:, :] #exclude some nan observations

182 dataset = dataset[0:360, :] #exclude some nan observations

183 dataset = np.delete(dataset,np.s_[rmv], axis = 1)#remove redundant

184

185 #include NDVI past values

186 trg = y_extr #extremes

187 trg_lag = dataset[:,1865] #ndvi

188 checknan = np.nanmin(trg)

189 checknan = np.isnan(checknan)

190 if checknan: #if the target is nan continue to the next pixel

191 continue

192

193 trgClass = trg[:,np.newaxis]

194

195 win=13

196 new_datasetAuto = np.empty((len(trg),win-1))

197 for i in range(1,win):

198 new_datasetAuto[:,i-1] = shift2(trg_lag, i)#, cval=np.NaN)

199 dataImputedAutoX = imp.fit_transform(new_datasetAuto)

200

201 rm_dataset2 = np.delete(dataset,np.s_[2453:2455], axis = 1)#exclude VOD

202 rm_dataset2 = np.delete(rm_dataset2, np.s_[1863:1869], axis=1) #NDVI

203 rm_dataset2 = np.delete(rm_dataset2, np.s_[1849:1853], axis=1)#exclude

VOD

204 imp1 = Imputer(missing_values=’NaN’, strategy=’mean’, axis=0)

205

206 trgX2 = trgClass.ravel()

207 rm_dataset2X = rm_dataset2[:,1:3] #baseline: latitude and longitude //

for full 1:

208

209 new_datasetExtrAuto = np.empty((len(trg),win-1))

210 for i in range(1,win):

211 new_datasetExtrAuto[:,i-1] = shift2_extr(trgX2, i)#, cval=np.NaN)
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212 dataImputedAutoX = np.concatenate((dataImputedAutoX,new_datasetExtrAuto,

timeInfo), axis=1) #three col: one with lagged ndvi, lagged

extremes and time info

213

214 new_trg = imp1.fit_transform(trgClass)

215

216 kf = KFold(len(trgX2), n_folds=cvFolds, shuffle=True, random_state=30)

217 cvlist = list(kf)

218

219 dataImputedAutoX = dataImputedAutoX[cvlist[cv][0],:] #training data

timeinfo, lagged ndvi and lagged extremes

220 rm_dataset2X = rm_dataset2X[cvlist[cv][0]] #training data lat and lon

221 trgX2 = trgX2[cvlist[cv][0]] #training data extremes

222

223 datasetAll = np.concatenate((datasetAll,rm_dataset2X), axis=0)

#concatenate all lat +lon training data

224 X1 = np.concatenate((X1,dataImputedAutoX), axis=0) #concatenate all the

time info + lagged extremes + lagged ndvi training data

225

226 trgX2 = trgX2[:,np.newaxis]

227 targ_all = np.concatenate((targ_all,trgX2), axis=0) #concatenate all

extremes training

228 else:

229 continue

230

231 targ_all = np.delete(targ_all, np.s_[0], axis=0) #remove the first empty row

232 X1 = np.delete(X1, np.s_[0], axis=0)

233 datasetAll = np.delete(datasetAll, np.s_[0], axis=0) #remove the first empty row

234

235 y = targ_all #training extremes

236

237 datasetAll[datasetAll == np.inf] = 0

238 new_dataset = np.nan_to_num(datasetAll)

239 X = np.concatenate((new_dataset,X1), axis=1)#concatenate lat lon and lagged and

time info

240

241 y = y.ravel()

242 scaler = StandardScaler() #standardization

243 scaler.fit(X) # Don’t cheat - fit only on training data

244 X_train = scaler.transform(X)

245

246 if(len(X[0])!=0) :

247

248 est = LRELMClassifier(500)

249 est.fit(X_train,y)

250

251

252 for coord in region_file:

253 lat, lon = coord
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254 data_lat = data_extremes[(data_extremes[:,1]==lat),:] #find extremes

corresponding with lat

255 data_lat_lon= data_lat[(data_lat[:,2]==lon),:] #find extremes

corresponding with lat & lon (=pixel)

256 data_lat_lon = data_lat_lon[data_lat_lon[:,0].argsort()] #to be sure,

sort according to timestamp

257 y_extr=data_lat_lon[:,-1] #extremes of the pixel

258

259 f = path + str(lat)+’,’+str(lon)+’.csv’

260

261 months = np.zeros((360))

262 for i in range(0,360):

263 months[i] = i%12

264 years = np.zeros((360))

265 year = 1981

266 for i in range(0,360):

267 if ((i%12==0) & (i!=0)):

268 year = year+1

269 years[i] = year

270 dummies = np.zeros((360,12))

271 for i in range(0,360):

272 dummies[i,int(months[i])] = 1

273

274 months = months[:,np.newaxis]

275 years = years[:,np.newaxis]

276 timeInfo = np.concatenate((years, dummies), axis = 1)

277

278 if os.path.exists(f):

279 dataset1 = genfromtxt(f, delimiter=’,’, dtype=’f8’)[0:]

280 dataset1 = dataset1[dataset1[:,0].argsort()] #sort the observations

according to the timestamp

281 dataset = dataset1[12:, :] #exclude some nan observations

282 dataset = dataset[0:360, :] #exclude some nan observations

283 dataset = np.delete(dataset,np.s_[rmv], axis = 1)#remove redundant

284

285 #include NDVI past values

286 trg = y_extr #extremes

287 trg_lag = dataset[:,1865] #ndvi

288 checknan = np.nanmin(trg)

289 checknan = np.isnan(checknan)

290 if checknan: #if the target is nan continue to the next pixel

291 continue

292

293 trgClass = trg[:,np.newaxis]

294

295 win=13

296 new_datasetAuto = np.empty((len(trg),win-1))

297 for i in range(1,win):

298 new_datasetAuto[:,i-1] = shift2(trg_lag, i)#, cval=np.NaN)
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299 dataImputedAutoX = imp.fit_transform(new_datasetAuto)

300

301 rm_dataset2 = np.delete(dataset,np.s_[2453:2455], axis = 1)#exclude

VOD

302 rm_dataset2 = np.delete(rm_dataset2, np.s_[1863:1869], axis=1) #NDVI

303 rm_dataset2 = np.delete(rm_dataset2, np.s_[1849:1853], axis=1)#

exclude VOD

304 imp1 = Imputer(missing_values=’NaN’, strategy=’mean’, axis=0)

305

306 trgX2 = trgClass.ravel()

307 rm_dataset2X = rm_dataset2[:,1:3]

308

309 new_datasetExtrAuto = np.empty((len(trg),win-1))

310 for i in range(1,win):

311 new_datasetExtrAuto[:,i-1] = shift2_extr(trgX2, i)#, cval=np.NaN

)

312 dataImputedAutoX = np.concatenate((dataImputedAutoX,

new_datasetExtrAuto, timeInfo), axis=1)

313

314 dataImputedAutoX = dataImputedAutoX[cvlist[cv][1],:] #time info and

lagged ndvi and lagged extremes

315 rm_dataset2X = rm_dataset2X[cvlist[cv][1]] # latitude and longitude

316 trgX2 = trgX2[cvlist[cv][1]]

317

318 XTest = np.concatenate((rm_dataset2X, dataImputedAutoX,), axis=1)#

concatenate lat lon+ lagged+ time info

319

320 #run RF

321 yTest = trgX2.ravel()

322 XTest[XTest == np.inf] = 0

323 XTest = np.nan_to_num(XTest)

324 X_test = scaler.transform(XTest)

325

326 y_true = yTest

327 y_pred= est.predict(X_test)

328

329 if sum(y_true)>0: #‘if there are extremes in the test set

330 auc[cv][pix] = roc_auc_score(y_true, y_pred)

331 else:

332 auc[cv][pix] = np.nan

333

334 coordinates[1][pix] = lon

335 coordinates[0][pix] = lat

336 else:

337 coordinates[1][pix] = lon

338 coordinates[0][pix] = lat

339 auc[cv][pix] = np.nan

340 continue

341 pix=pix+1
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342

343

344 auc[auc==0]=np.nan

345 score = np.nanmean(auc, axis=0)

346 co= coordinates.T

347 result = np.zeros((pix,3), dtype=np.float64)

348 result[:,0:2]=co

349 result[:,2]= score

350 joblib.dump(result,outpath2+’base_score_test_’+name)

77


