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To improve the energy efficiency of modern processors, their design is optimized for their
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and evaluated. Analytical models are mathematical functions that can quickly estimate
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adjusted to enable performance estimations for ARM systems. The constructed profiler
is compared to the profiler from previous work, both in terms of functionality and speed.
The model is validated against real hardware, using multiple sets of benchmarks. The
performance of the benchmarks is accurately predicted, with a few exceptions indicating
future enhancements.
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1. Introduction

Energy efficiency has never been more important
than in the current mobile era. For our mobile com-
puting devices, performance needs to increase,
and power usage needs to decrease, since power
is often limited by battery capacity and cooling con-
straints. An important part of the energy efficiency
is defined by the system’s processor. Until recently,
a large contributor in the increase of the energy
efficiency was scaling the transistors to a smaller
size, also known as Dennard scaling. However,
physical limits complicate this scaling. Therefore,
other ways to improve energy efficiency have to
be explored. One approach can be found at the
next layer in the computer abstraction hierarchy,
the layer of computer architecture. Computer ar-
chitects can design a processor to perform better
and consume less power, by optimizing the design
for the workload of the device.

However, it is unfeasible to implement a proces-
sor design on silicon to evaluate how it will perform
for a certain workload. Detailed simulation of a pro-
cessor lowers the cost to evaluate a design, but
simulation requires a lot of time. Analytical mod-
els trade some detail for very fast execution times,
allowing the computer architect to explore a large
design space and find the optimal design in lim-
ited time. This work describes an analytical model
for mobile and embedded processors implement-
ing the ARM architecture, because of their increas-

ing importance in today’s computing world.

2. Background
An analytical performance model is a mathematical
function that estimates the execution time based
on two sets of parameters. One set depends di-
rectly on the design of the processor. This set con-
tains parameters like the pipeline depth and width,
the size of the reorder buffer, the number of func-
tional units, the cache sizes, the branch predic-
tor implementation, etc. The other set of param-
eters depends on the application and is referred
to as the profile of the application. A profile con-
tains information such as the instruction mix and
dependencies, the branch behaviour and the mem-
ory behaviour. This profile is generated by insert-
ing instructions while executing an application, i.e.,
instrumentation. These added instructions extract
the information required to construct the profile.

In general, the profile not only depends on the
application, but also on the design of the processor.
For example, the memory behaviour also depends
on the cache sizes of the processor. The same
is valid for the branch behaviour: it is very much
dependent on the implementation of the branch
predictor of the processor. It is possible to pro-
file an application for every possible implementa-
tion of the caches and the branch predictor, but
this is time consuming. Van den Steen et al.
describe a model that uses micro-architecture in-
dependent characteristics in the profile [1]. The
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authors use three techniques to enable the use
of a micro-architecture independent profile in the
model. The first technique, to model the branch
behavior independently of the branch predictor is
described by De Pestel et al. [2]. The second tech-
nique, to estimate the cache behaviour is based
on the StatStack statistical cache model [3]. The
third technique is used to estimate the memory-
level parallelism without knowledge of the exact de-
sign and is described by Van den Steen et al. [4].
A micro-architecture independent profile makes a
single profiling run sufficient to evaluate a wide va-
riety of processor designs, which greatly speeds up
the design process. Figure 1 shows an overview
of how both the profile and the micro-architectural
configuration determine the output of the model.

This model was implemented and validated
against detailed cycle-level simulation of an x86
processor. In this work, the profiling software and
the model will be translated to the ARM architec-
ture, and validated against real hardware.

Figure 1: Overview of micro-architecture independent model-
ing.

3. Approach
The profiling tool of Van den Steen et al. is based
on the PIN framework, by Intel [5], to insert in-
structions during execution. This framework does
not support the ARM architecture. Another instru-
mentation framework and decoder have to be used
to construct a new profiler that supports both the
ARM and the x86 architecture. For this purpose,
we chose DynamoRIO [6] to substitute the PIN
framework, and Capstone [7] to substitute the XED
decoder. Firstly, support for x86 is implemented,
so the new profiler can be compared against the
PIN-based profiler, both in terms of functionality
and speed. Secondly, support for ARM is imple-
mented, so ARM applications can be profiled.

After the profiler is able to correctly record ARM
profiles, the micro-architectural configuration of the
hardware used for validations needs to be deter-

mined. Not all information is publicly accessi-
ble, so some research and estimation will be re-
quired. This is done in five ways: First-party infor-
mation about the used processor provides a lim-
ited amount of information but with high accuracy;
First-party information about comparable proces-
sors can be used as a guideline in estimating pa-
rameters; Third-party information can give a lot of
insight, but could possibly contain some inaccu-
racy; Benchmarks can be used to estimate differ-
ent aspects, but can be inaccurate as well; Fitting
the micro-architectural configuration to the remain-
ing errors during model validation is very useful
to obtain a reasonably accurate estimation of oth-
erwise unknown parameters, but might introduce
overfitting if not being used carefully.

The third step is to validate the model. This is
done through hardware validation: Hardware per-
formance counters on an ARM processor are used
to record real cycle counts and miss events. These
numbers can be compared to the estimations of
the model, delivering insight into the remaining er-
rors. This insight can be used to iteratively up-
date the model and the micro-architectural con-
figuration to obtain a more accurate model. Mi-
crobenchmarks that only stress parts of the pro-
cessor will be used to tune the respective compo-
nents of the model and the micro-architectural con-
figuration. This makes improving the model accu-
racy less complex by isolating aspects of it. After
using microbenchmarks to tune the model and the
micro-architectural configuration, a final version of
the model is validated against more representative
benchmarks.

This approach is summarized in Table 1.

Table 1: Summary of approach.

1. Profiler 1.1 Profiler support for x86
1.2 Verify vs. PIN-based profiler
1.3 Profiler support for ARM

2. Micro-architectural 2.1 Determine micro-architectural
configuration configuration of processor

3. Model validation 3.1 Evaluate model
3.2 Iteratively update model and

micro-architectural configuration
3.3 Validate final model

4. Model

The resulting model is very similar to the model de-
scribed in the work of Van den Steen et al. [1]. Only
minor adjustments were made to increase the ac-
curacy. The model estimates the cycli required by
the processor to execute an application by the fol-
lowing equation:
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C =
N

Deff
+mbr · (cres + cfe) +

∑

i

mILi · cILi+1+

mLLC · (cmem + cbus)

MLP
+ PhLLC

where C is the estimated cycle count, N is the
number of micro-operations, Deff is the effective
dispatch width (a rescaled version of the physical
dispatch width to account for situations where dis-
patch is slowed down), mbr is the branch mispre-
diction rate, cres is the branch resolution time, cfe
is the front-end refill time, mILi is the number of
cache misses at the i th cache level, cILi is the time
required to access the i th level of the cache, mLLC

is the number of last-level cache misses, cmem is
the memory access time, cbus is the bus transfer
time, MLP is the memory-level parallelism avail-
able and PhLLC is a penalty attributed to chained
last-level data cache hits. Compared to the model
of Van den Steen et al., only minor differences ex-
ist in the estimation of the effective dispatch width
and the branch resolution time, as they resulted in
a more accurate model.

5. Experimental setup
5.1. Processor
All profiling and validation of the ARM model has
been done on Firefly development boards, with a
Rockchip RK3288 system-on-a-chip, which uses a
quad-core out-of-order Cortex A17 processor from
ARM. Table 2 shows some parameters of the pro-
cessor as found after research.

5.2. Benchmarks
A set of microbenchmarks was used during the
construction of the ARM model to gain insight and
improve the model. The benchmarks are based on
the Microbench suite [8]. The final validation was
done using a set of more representative bench-
marks from the mobile and embedded benchmark
suite MiBench [9], which is mostly compute inten-
sive, and a set of benchmarks from the Stream
suite [10], which focuses more on stressing the
memory hierarchy.

5.3. Performance Measurements
The processor has 6 hardware performance coun-
ters it can use to count events, as well as a dedi-
cated register to count the number of cycles. The
perf utility from the Linux kernel was used to mea-
sure the cycle count, the number of branch misses
and (an estimation of) the number of last-level
cache load misses. These counts can be com-
pared to the estimation of the model, enabling a
validation of the model accuracy against real hard-
ware.

Table 2: Micro-architectural configuration.

Parameter Information

Pipeline width 2
Pipeline length 11+
ROB size 64

L1I cache 32kB, 4 way set-associative
4 cycle access time

L1D cache 32kB, 4 way set-associative
4 cycle access time

L2 cache 1MB, 16 way set-associative
12 cycle access time

Memory bandwidth 5GB/s
Bus transfer time 23.4 cycles
DRAM access time 87.3 cycles

BHR size 6 bits
PHT entries 2048

Functional units ALU (2x)
MUL
DIV
AGU (2x)
FP ADD (2x)
FP MUL
FP DIV
NEON ADD (2x)
NEON MUL

6. Results & Discussion

In this work, an existing profiler was ported to the
ARM architecture to enable evaluation of an an-
alytical model for ARM processors, and secondly
this model was adjusted and validated against real
hardware. We evaluate two aspects of the profiler:
its functionality and its speed, both in relation with
the PIN-based profiler from the work of Van den
Steen et al. [1]. Afterwards, the model accuracy is
validated against real hardware.

6.1. Profiler Functionality

The constructed DynamoRIO-based profiler sup-
ports both the ARM and x86 architectures. There-
fore, its functionality can be easily verified by com-
paring its output against the output of the PIN-
based profiler. A complete application profile con-
sists of multiple files, and small differences will ex-
ist by the use of a different instrumentation frame-
work. Therefore it is more interesting to compare
the performance estimations of a model with a pro-
file recorded by each of the profilers as a verifica-
tion of the intended functionality. Figure 2 shows
a comparison of the model performance estima-
tions expressed as cycles-per-instruction (CPI)
for a random selection of benchmarks from the
MiBench suite. The performance estimations are
very similar, verifying the correct behavior of the
DynamoRIO-based profiler.
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Figure 2: Performance estimation based on profiles recorded
by the PIN-based profiler and the DynamoRIO-based profiler.

6.2. Profiler Speed

The profiler has multiple phases, each characteriz-
ing the level of detail of the instrumentation. There-
fore, speed evaluation was performed for each of
these phases, by measuring the profiling time of
multiple versions of the same benchmark, with dif-
ferent execution times. The measurements were
made for the DynamoRIO-based profiler on x86
and for the PIN-based profiler, so the executing
hardware is the same. Since the DynamoRIO-
based profiler for ARM cannot be executed on the
same hardware, the comparison for this version of
the profiler is less insightful.

The total instrumentation overhead is divided
in three components: the initialization overhead
depicts the time needed to initialize all software
components of the profiler before execution can
be started; the dynamic framework overhead is a
name for the overhead of the used framework dur-
ing execution, e.g., the time required to watch the
instruction stream for events such as newly en-
countered basic blocks and copying them; the in-
serted overhead is a term used for the overhead
introduced by the inserted instructions.

The initialization overhead is measured by pro-
filing a benchmark containing a very limited num-
ber of dynamically executed instructions, and not
inserting any instructions at all. The initializa-
tion overhead for the DynamoRIO-based profiler is
about 4 times lower than for the PIN-based pro-
filer. Profiling a benchmark with a long execution
time, and still not inserting any instructions gives
insight in the dynamic framework overhead: it is
more than 5 times higher for DynamoRIO than for
the PIN framework. Profiling a benchmark at a de-
tailed level and sampling a large number of long
micro-traces inserts a very large number of instruc-
tions in the instruction stream. This allows for com-
paring the inserted overhead, as it will dominate

Figure 3: Performance estimations and measurements for the
microbenchmarks.

Table 3: Average error rates across microbenchmarks.

Average Total Error 14.41%

Average C Error 13.89%
Average DP Error 22.55%
Average E Error 7.33%

the other overheads. The inserted overhead of
the DynamoRIO-based profiler is about 14 times
higher than of the PIN-based profiler for the eval-
uated benchmark. The large difference is partly
due to functionality in PIN not being available in the
DynamoRIO, introducing less efficient workaround
solutions. The other part lays in the way the code is
inserted. So-called clean calls are used, requiring
a new stack frame for each call. More advanced
inlining could be used, but since a correct function-
ality was the focus of the profiler, this was out of
the scope of the current work.

In representative use cases, it can be concluded
that the DynamoRIO-based profiler is about 6 to 7
times slower than the PIN-based profiler, with the
framework being an important factor in the over-
head.

6.3. Model Accuracy
Since microbenchmarks were used during con-
struction of the model, the accuracy of the model
estimations are discussed first for these bench-
marks. Afterwards, the accuracy results for more
representative benchmarks will be discussed. Fig-
ure 3 shows the performance prediction of the
model in cycles-per-instruction (CPI) and the cor-
responding performance measurement for each
benchmark. The total average error and average
error across each category are shown in Table 3.

The largest error of each category of the suite
remains for the CRf, DPTd and EM1 benchmarks.
The remaining error of the EM1 can be perfectly
explained by an aspect not yet modeled, but in-
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Figure 4: Performance estimations and measurements for the
MiBench suite.

tensive investigation of the other two benchmarks
was less fruitful. They are both very comparable
to another benchmark of the suite: CRf is a lot like
the CRd benchmark, which gets predicted perfectly,
and DPTd is very similar to the DPT, of which the per-
formance estimation is too high instead of too low.
Since the most important validation of the model is
done using more representative benchmarks any-
way, attention was shifted to these instead.

After validating the model with microbench-
marks, more representative benchmarks were
used. Figure 4 shows the estimated CPI com-
pared to the measured CPI for benchmarks from
the MiBench suite. The average error equals 14%.
The prediction for the blowfish benchmark has the
largest remaining error, equal to 44%. This is a
large error, indicating that an aspect of the proces-
sor is not completely or correctly modeled. A com-
pletely satisfying explanation was not found, so
modeling this benchmark remains an open prob-
lem. The average error of the susan benchmark
remains 27%, due to the very high standard de-
viation of mispredicted branches during execution.
If these benchmarks are not included, the average
error drops to less than 10%.

Since the previously discussed benchmarks per-
form mostly computational tasks, some synthetic
memory benchmarks from the Stream benchmark
suite were included as well to validate the memory
component of the model. The results are shown in
Figure 5. Although a remaining software bug in the
DynamoRIO-based profiler prevented the intended
functionality of the MLP algorithm, the MLP could
be theoretically calculated and given as input to the
model. The average error equals 15%. This error
is dominated by the error of the performance esti-
mation for the fill benchmark. Its performance is
not predicted accurately because it contains mostly
store instructions. Interval analysis assumes that

Figure 5: Performance estimations and measurements for the
Stream suite.

the latency of store instructions can be completely
hidden, rendering an inaccurate prediction for this
benchmark. If this benchmark is excluded, the av-
erage error is under 4% for these benchmarks.

7. Conclusions
Optimizing a processor’s design for an application
can greatly increase energy efficiency, but requires
a tool to quickly estimate the performance of a pro-
cessor design. Having an analytical model and
profiler that records a micro-architectural indepen-
dent profile allows for estimating the performance
of a wide range of processor designs, requiring
only a single profiling run per application. This
work describes how such a profiler and model are
translated to the ARM architecture. The functional-
ity and the speed of the profiler are discussed, but
more importantly, the model is validated against
real hardware. Across multiple sets of bench-
marks, the model reaches a reasonably high ac-
curacy, with a few exceptions.

For now the model is limited to estimating per-
formance, but could easily be extended to estimat-
ing power based on the same profile using the Mc-
PAT tool, as it is also used on profiles recorded
by the PIN-based profiler. Also, the profiler is im-
plemented for 32-bit ARM applications, since the
first release candidate of DynamoRIO for 64-bit
ARM applications was only revealed near the end
of this work. Including 64-bit support in the pro-
filer should not introduce a lot of work once 64-bit
support in DynamoRIO is finalized. Also, increas-
ing the speed of the profiler is part of possible fu-
ture work. This model fits into the ongoing work
of the research group about an architecture inde-
pendent profiler and model. It can also be included
in research about modeling multi-threaded appli-
cations. As a third application, the work can be
extended to automatically infer unknown processor
parameters using machine learning techniques.
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Chapter 1

Introduction

This chapter introduces the dissertation, shows its relevance and gives an overview. Sec-
tion 1.1 situates the problem: The current computing world is often referred to as the
mobile era, pointing to the need of powerful ubiquitous computing. Therefore, energy ef-
ficiency is an important aspect in designing processors for these devices. Exploring large
design spaces can be done efficiently using analytical models. In this work, a model for
ARM systems and an accompanying profiler are constructed and discussed. Section 1.2
lays out the approach taken to achieve this goal. The chapter is concluded with the
structure of the dissertation.

1.1 Situating the problem

In this mobile era, energy efficiency has never been more important. People’s need for
computing power keeps increasing, especially for ubiquitous computing power. We want
to use our devices to accomplish our goals, anywhere and at anytime. The performance
of these devices needs to increase, and power usage needs to decrease, since the available
power is often limited by battery capacity and cooling constraints. Therefore, increasing
the energy efficiency is one of the main goals in today’s computing world.

An important part of the energy efficiency is defined by the system’s processor. Until
recently, a large contributor to the increase of the energy efficiency was the scaling of the
transistors to a smaller size, also known as Dennard scaling. However, physical limits
complicate this scaling. Therefore, other ways to improve energy efficiency have to be
explored. One approach can be found at the next layer in the computer abstraction
hierarchy, the layer of computer architecture. Computer architects can design a processor
to perform better and consume less power by optimizing the design for the workload of
the device. In this way, no power is wasted in parts of the processor that are not needed,
so performance can be kept high while limiting power consumption.

However, designing a processor for a given workload is not an easy task. The first prob-
lem is defining what the workload of the device will be. The second and bigger problem
is to predict how a processor design will perform for a given workload. Implementing
a complete processor design on a real silicon chip is extremely expensive. For the pur-
pose of evaluating a design, this is clearly not a good approach. On the one hand, this
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problem can be solved by using simulation. Detailed cycle-level simulation greatly low-
ers the cost to evaluate a processor design, but simulation at this level of detail is very
slow, and provides little fundamental insight in the performance behavior. On the other
hand exist analytical models: mathematical functions estimating performance based on
a micro-architectural configuration of the processor and on the program characteristics.
Analytical models trade some accuracy for very fast evaluation times. Where detailed
simulation could take hours, days or even weeks, analytical models can be evaluated
in seconds or minutes. Analytical models allow computer architects and researchers to
explore large design spaces of processors and find interesting regions in limited time.
These interesting regions can then be further explored using detailed simulation, to more
accurately determine an optimal design. Analytical models also enable research goals,
unfeasible to explore using simulation because of the large evaluation time. Even more,
analytical models provide more fundamental insight in performance behavior, since the re-
lation between individual processor or program characteristics and the total performance
is clear from the mathematical formula.

This work describes an analytical model for mobile and embedded processors implement-
ing the Advanced RISC Machines (ARM) architecture, because of their increasing im-
portance in today’s computing world. The ARM architecture is the most widely used
architecture in terms of quantity produced, especially in mobile and embedded applica-
tions. In addition, ARM market share is increasing in the server world. An analytical
model for ARM opens up a range of research possibilities for all use cases, delivering fast
design space exploration and insight in performance behavior. The model proposed is
based on the work of Van den Steen et al. [5], which is based on the original interval
analysis model by Eyerman et al. [1]. Interval analysis is a mechanistic analytical per-
formance model that divides execution time in intervals, divided by miss events such as
long-latency load misses or branch mispredictions. These miss events characterize the
performance in these intervals. Summing over the intervals, a global performance esti-
mation can be made, as well as an estimation of the Cycles Per Instruction (CPI) stack,
giving insight in the performance behavior of the processor and application.

The original interval analysis model was validated against simulation of the Alpha archi-
tecture. Van den Steen et al. extended the model to use micro-architectural independent
characteristics and validated it against an x86 simulator. Since these models are discussed
in detail throughout this work, we will refer to the model constructed by Eyerman et al. as
‘the original model’ and to the model by Van den Steen et al. as ‘the micro-architectural
independent model’. This thesis updates the micro-architectural independent model for
the ARM architecture, translates the accompanying profiler software to the ARM archi-
tecture, and validates the model against real hardware, an ARM Cortex A17 processor.

1.2 Followed Approach

The work on this thesis started in the summer of 2016. Firstly and throughout the rest of
the year, literature was researched, especially about the analytical models being extended.
Then, the profiler software used for the micro-architectural independent model of Van den
Steen et al. was ported to the ARM architecture. That profiler is based on the Intel PIN
instrumentation framework [6], supporting the x86 instruction-set architecture. There-
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fore, this profiler software is called the PIN-based profiler throughout this dissertation.
Components of the profiler that do not support the ARM architecture were interchanged
for tools that are compatible with both the x86 and the ARM architecture. Most im-
portantly, the instrumentation framework was changed from PIN to DynamoRIO [7].
Therefore, the profiler software constructed in this work will be called the DynamoRIO-
based profiler. First, developing the profiler was done on an x86 processor, so the profiler
software can be compared to the PIN-based profiler both in terms of speed and function-
ality. Next, the software was adjusted to support the ARM architecture as well. Since
most functionality of the instrumentation framework is cross-platform, this posed not too
many problems.

Next to the profile of an application, the model requires another set of input parameters.
These parameters contain the micro-architectural configuration of the processor for which
the performance is predicted. While the required information for some parameters was
publicly available, other parameters had to be estimated using other sources.

Using these two input sets, the model can predict the performance of the processor for
each application for which a profile is available. The prediction can be compared to per-
formance measurements using hardware performance counters, special registers embedded
on the processor to count performance-related events. First, the model was evaluated for
microbenchmarks, small applications that stress mostly separate parts of the processor,
allowing us to gain insight in the accuracy of the corresponding parts of the model. Using
the obtained insight, the model and the micro-architectural configuration were updated,
to increase the accuracy of the model. This was done iteratively by evaluating the model,
gaining insight, changing some parameters, and evaluating the model again.

After constructing a reasonably accurate model using these microbenchmarks, the final
model was validated using benchmarks that are more representative of a real workload.

The approach can be summarized as in Table 1.1. Reading literature and writing the
dissertation are interleaved with these tasks.

Table 1.1: Summary of approach.

1. Profiler 1.1 Implement profiler support for x86
1.2 Verify constructed profiler against PIN-based profiler
1.3 Implement profiler support for ARM

2. Micro-architectural 2.1 Determine micro-architectural configuration
configuration of processor used during validation

3. Model validation 3.1 Evaluate model using microbenchmarks and
hardware performance measurements

3.2 Iteratively update model and micro-architectural
configuration

3.3 Validate final model using representative benchmarks
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1.3 Outline

The thesis is structured as follows. Chapter 2 gives some crucial background information,
ranging from the concept of instrumentation to the construction and validation of an
analytical model. Also, some related work is discussed in that chapter. Chapter 3 dis-
cusses the original interval analysis model and the micro-architectural independent model.
These models are extended and the corresponding profiler software is ported to the ARM
architecture in this work. The ARM model and its inputs is discussed in Chapter 4.
The profiler software is discussed, generating the first input to the model, and different
ways to obtain the micro-architectural configuration are introduced, yielding the second
input to the model. Then, the ARM model is discussed by proposing minor changes to the
micro-architectural independent model. The next chapter, Chapter 5, discusses the exper-
imental setup, covering the micro-architectural configuration, the benchmark suites, the
profiler configuration and the hardware performance counters used to validate the model.
The results of the dissertation are summarized and discussed in Chapter 6. A verification
of the functionality of the constructed profiler is performed, as well as a comparison in
speed against the PIN-based profiler. Next, the model accuracy is discussed for different
benchmark sets, stating the improvements in accuracy for some changes made during the
course of the work. Further improvements and future work is included in Chapter 6 as
well. The final chapter concludes the dissertation. Appendix A gives a list of problems
encountered and their solutions.
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Chapter 2

Background

This chapter introduces some important background knowledge to situate and under-
stand every part of this thesis. First, analytical modeling is introduced in Section 2.1 as
constructing a mathematical formula that estimates the performance of a processor for
an application. Different types of analytical models are classified on an axis, based on
the nature of their construction. Then, interval analysis is explained, a way to reason
about performance and to construct analytical models. All analytical models depend on
micro-architectural parameters and an application profile. This application profile and
its construction are discussed in Section 2.2. An important aspect of profiling is limiting
the number of profile runs needed in the exploration of a design space. This is done by
eliminating any dependency of the profile on the micro-architecture parameters, allow-
ing the model to use a single profile run per application to evaluate different processor
configurations. The profiling in this work is based on dynamic binary instrumentation,
explained in Section 2.3. Instrumentation enables inserting instructions in an application
binary, to extract useful information required to construct a profile. Finally, Section 2.4
is dedicated to the validation of analytical models. It explains how we can be sure the
estimation of an analytical model is accurate.

2.1 Analytical modeling

2.1.1 An overview

An analytical model is a mathematical function that estimates real-world aspects, based
on a representation of the world. In this work, an analytical performance model will
be constructed. The outcome of the model is an estimation of the performance of a
benchmark (expressed in terms of cycles required for completion) running on top of a
chosen processor design. The input of the model can be divided in two sets of parameters.
One set depends directly on the design of the processor. This set contains parameters
like the pipeline depth and width, the size of the reorder buffer, the number of functional
units, the cache sizes, the branch predictor implementation, etcetera. The other set of
parameters is contained in the application profile. This is explained in Section 2.2.

Analytical modeling, together with simulation, is a fundamental tool for the computer ar-
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chitect. When designing a processor, it is of great importance to predict the performance
of the design. This way, processor designs that most likely will not perform well can be
omitted and only the optimal design has to be realized and tested. Implementing real
hardware is very costly. Of course, simulation nor analytical models predict the exact
performance of the real design, both are an approximation. But these approximations are
sufficient to aid in the design of a processor. So what is the difference between analytical
models and simulation, and why are they both useful? The main difference is the trade-off
between speed and accuracy. While analytical models are less accurate, they are evalu-
ated orders of magnitude faster. While simulation can take days or weeks to complete,
analytical models are evaluated almost instantaneously, since it is just computing a set
of mathematical formulas. This great speed advantage makes them very useful in certain
scenarios. In the beginning of a design process, it allows for exploring a large design
space very quickly: interesting regions can be determined efficiently. These interesting
regions can then be explored further with more accurate simulation, to select the optimal
design. In addition, some problems are even unfeasible to solve with simulation. A large
problem space could take years to solve with simulation, possibly rendering the results
outdated before they are obtained. Another advantage of analytical models, especially
the mechanistic ones (see the next section), is that they can provide more insight. Since
an analytical model basically is a mathematical function, it is easy to see the correlation
between the output and a single design parameter. Simulation also offers insight, but its
insight is less fundamental. The results could be too detailed to gain fundamental knowl-
edge, and multiple runs are needed to collect enough data. The simplicity of analytical
models is key in understanding new relations in the computer architecture world. It is
clear that analytical modeling has its value in the computer architect’s toolbox, but it
does not replace other available tools.

2.1.2 Classification

Analytical modeling approaches can be classified along an axis [8], as shown in Figure 2.1.
At one side, there is empirical modeling, and mechanistic modeling rests on the other side.
Modeling approaches in between are often called hybrid modeling. Empirical models are
built using empirical data: Machine learning techniques such as regression or neural
networks are used to infer a model from data obtained by simulation or executing on real
hardware [9]. This is a black-box approach. Mechanistic modeling on the other hand is a
white-box approach. The model is built up from knowledge about mechanics inside the
processor, combining them into a complete performance model. This has the advantage
of showing the effects of individual mechanisms. This approach provides the most insight,
but takes a lot of time to create. Hybrid modeling is sometimes called gray-box modeling.
It aims to combine the best features of both mechanistic and empirical modeling. It starts
from a formula derived from basic insight in the processor, but the parameters are then
inferred from empirical data. This approach combines the insight of mechanistic modeling
with the easy construction of empirical modeling.

The differentiation between these approaches was explained with an axis, because it is
relative. There exists no mechanistic model without any use of empiricism, and there
exists no empirical model without any mechanistic part. Indeed, a mechanistic model will
always contain assumptions and approximations containing empiricism, while empirical
models always rely on some mechanistic understanding, for example when choosing the
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Empirical MechanisticHybrid

Figure 2.1: Analytical models can be classified along an axis.

inputs for the model. However, the classification is still useful, since it shows the focus of
the model.

As an example of a hybrid analytical performance model, the work by Eyerman et al.
is discussed [10]. The modeling starts with a generic formula derived from mechanistic
modeling. Some unknown parameters that are less practical to derive or that require too
many assumptions to derive directly from the underlying mechanics are inferred using the
empirical approach, i.e., using regression. The model is used to enable constructing CPI
stacks on real hardware. CPI stacks provide a lot of insight in the design of a processor.
As an example, three generations of Intel processors are compared to each other and
the CPI stacks allow identifying where the improvements are located in each generation.
The authors infer the parameters of the model using hardware performance counters,
discussed in more detail in Section 2.4.2, when running a training set of benchmarks. It
is not possible to use performance counters on current hardware to count the different
CPI components directly. Creating the model however enables the construction of CPI
stacks. To validate the accuracy of the different CPI components, the hybrid model was
validated against detailed simulation of an out-of-order processor using SimpleScalar’s
toolset [11, 12].

In this work, a mechanistic model is created, based on previous work that is extended,
as is explained in the next section. We will dive a little deeper on the development of a
mechanistic model called interval analysis, specifically on reducing the dependency on the
micro-architecture. The models, i.e., the analytical formulas used, are explained in more
detail in Chapter 3.

2.1.3 Interval analysis

Eyerman et al. describe an approach to mechanistic performance modeling for superscalar
out-of-order processors [1], called interval analysis, which forms the basis of the followed
approach in this thesis. Interval analysis is build upon the observation that, ideally, in-
structions flow constantly through a well-balanced superscalar out-of-order processor. In
the absence of disruptive miss events, a number of instructions roughly equal to the dis-
patch width is dispatched each cycle, as explained by the forced flow law from queuing
analysis [8]. However, in reality, miss events disrupt the constant dispatching of instruc-
tions. These miss events range from front-end misses, such as instruction cache misses and
branch mispredictions, to long back-end misses, such as memory accesses to elements not
in the cache. Miss events divide the execution time in intervals. Each interval is started



CHAPTER 2. BACKGROUND 8

with an ideal performance, until the miss event occurs. After a certain amount of time,
the dispatching of (useful) instructions stops. The following period, the processor cannot
dispatch instructions anymore until the miss event is resolved. When the miss event is
resolved, the dispatching will resume its original performance and the next interval is
started.

Figure 2.2 shows an overview of how the execution time is divided into intervals. The
performance, expressed as Instructions Per Cycle (IPC) in each time interval can be
characterized by the corresponding miss event type and the number of instructions in the
interval. This allows the authors to predict the overall execution time of a program by
aggregating the predictions across all execution intervals.

Figure 2.2: Interval analysis divides execution time in intervals between miss events [1].

Each type of miss event can be characterized differently. Using insight about the mechan-
ics inside a processor, the penalty of each miss event can be calculated. This penalty is
expressed as the number of cycles added to the execution time of the interval because of
the miss event. So each interval consist of a number of cycles used to dispatch instruc-
tions in ideal circumstances, plus the number of cycles of the miss event penalty. Summing
over all intervals during execution gives the total number of cycles needed to complete
the program. The precise mathematical formula is stated and explained in Chapter 3.

As an example, consider the miss event of an instruction cache miss, shown in Figure 2.3.
The processor starts the interval with a high IPC. At one moment, an instruction cache
miss happens. The next instruction is unknown until the next level in the cache hierarchy
returns the correct instruction. The time needed to return the correct instruction is called
the miss delay. In the mean time, there are still instructions in the front-end pipeline,
so dispatching continues until the front-end pipeline is empty. If the pipeline is empty,
performance drops until finally the next instruction is known. Instructions can be fetched
again and the front-end starts to fill. Whenever the new instructions reach the dispatch
phase, performance returns to the original IPC. The associated miss penalty is in this case
not hard to determine. The penalty is the length of the interval where the performance
is zero. As we can see, the penalty is equal to the miss delay (the access latency to the
next level of cache), plus the time to fill the front-end pipeline, minus the time to drain
the front-end pipeline. These last two values are equal, so the penalty is just equal to the
miss delay.

The prediction of the interval analysis model for the Alpha architecture is very accurate.
The model has an average error of 7% for a 4-wide processor when compared to a detailed
cycle-level simulator, and eliminates the need for time-consuming detailed simulation.
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Figure 2.3: An instruction cache miss interval [1].

Van den Steen et al. ported this interval analysis model to the x86 architecture, as well
as improved upon it by modeling more aspects [5][13]. However the biggest value of their
work lies somewhere else. They drastically reduced the time needed to collect the profile
for different cache and branch predictor configurations. This is explained in the next
section.

2.2 Profiling

Profiling refers to obtaining a profile of an application. This profile contains information
about the execution behavior of the application. The knowledge of this behavior can
be used for different purposes. For example, it can be used to identify bottlenecks in
applications, to evaluate scheduling algorithms, or to estimate performance of applications
on existing and non-existing hardware using analytical modeling. It is the latter purpose
that is aimed for in this thesis.

Profiling is a term for a set of techniques that allow extracting behavioral information,
techniques such as simulation, hardware performance counters, operating system events
and instrumentation. In this work, the profiling is done using dynamic binary instru-
mentation. Instructions are injected during runtime to log the required information, such
as the memory addresses referenced by the application, the instruction mix, the depen-
dencies between instructions, the branch behavior, etc. In Section 2.3, the process of
instrumentation is described in detail and in Section 4.1, the used profiler software in the
experimental setup is discussed. For now, the focus lays on the interaction between the
profile and the micro-architectural configuration, i.e., the processor parameters.

In general, the profile not only depends on the application, but also on the micro-
architectural configuration. For example, the cache miss rates are an important part
of the profile. Cache miss rates depend on the application, as well as on the configuration
of the caches. As an example of how cache miss rates depend on the application and the
cache configuration, think of accessing a matrix. If the pattern of access does not match
the way the matrix is stored, the cache miss rate of the application rises. However, if the
cache sizes, part of the cache configuration, are increased, the miss rate drops again.
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The same is valid for the branch misprediction rate: it is very much dependent on the
implementation of the branch predictor of the processor. If the application has branches
that are very easy to predict, the branch misprediction rate is low. On the other hand, if
the application has branches that are very hard to predict, the branch misprediction rate
will increase. This shows that the branch misprediction rate depends on the application.
But it also depends on the branch predictor implementation: One implementation per-
forms differently than another: some branches will be predicted more accurately, other
branches might be predicted more incorrectly.

It is possible to profile an application for every possible implementation of the caches
and the branch predictor, but this is time consuming. Eliminating the dependency of the
profile on micro-architecture parameters would drastically decrease the time needed to
evaluate different branch and cache configurations.

Towards a Micro-Architecture Independent Profile

Originally, the interval analysis model was validated against the Alpha architecture. The
original model requires micro-architecturally dependent inputs. These have to be collected
for every configuration of the cache and of the branch predictor. This can be represented
by Figure 2.4. Since collecting these inputs is the most time-consuming step, Van den
Steen et al. based their model on a micro-architectural independent application profile.
A single profiling step per application then would allow evaluation of a multitude of
processor configurations. In this case, the process simplifies to Figure 2.5, where the
simulation steps are removed and the dependencies between the profile and the micro-
architecture parameters have been eliminated.

Figure 2.4: Schematic representation of the modeling process where cache and branch
behavior still have to be simulated.

In fact, three submodels are required to reach this scenario. Cache miss rates need to
be estimated without knowledge of the exact cache configuration during profiling. This
is done based on the StatStack statistical cache model [14]. Also, branch misprediction
rates need to be estimated without knowledge of the branch predictor implementation
in the profiling phase. This is done by using linear branch entropy, as described in the
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Figure 2.5: Schematic representation of the modeling process with a micro-architectural
independent application profile.

work of De Pestel et al. [15]. Finally, the Memory-Level Parallelism (MLP) needs to be
estimated. MLP characterizes how the main memory of a processor is able to process
different accesses in parallel. If different concurrent memory accesses are independent
from each other, and the memory is able to handle requests in parallel, then the average
penalty for these kind of memory accesses is lower than the penalty for single isolated
access. The MLP submodel is described by Van den Steen et al. [16]. These submodels
are discussed in detail in Chapter 3, where the analytical formulas are discussed of the
complete original model and the micro-architectural independent model, including the
differences introduced to use an independent profile in the model.

After these adjustments and extensions in the model of Van den Steen et al., the per-
formance of an x86 processor configuration can be estimated with rather high accuracy
(less then 9.3% error on average, across the CPU SPEC2006 benchmarks), while being
about 300 times faster than using detailed simulation for the explored design space. The
micro-architecture independent profile is an important factor in this speedup. It accounts
for a speedup of 25 times compared to the same design space exploration using a micro-
architecture dependent profile as used in the original interval analysis model. The authors
also included a power model to estimate energy use of a processor configuration within
4.3% error on average. The combination is powerful in designing optimal processors under
power and performance constraints.

It is this model and accompanying profiler software that are ported to the ARM archi-
tecture in this thesis.

2.3 Dynamic Binary Instrumentation

Dynamic binary instrumentation is a vital concept in this thesis. As stated before, it
is used to collect the application profile, needed to evaluate the model and estimate the
performance of a processor. In general, dynamic binary instrumentation is the process
of altering the instruction stream of an application binary at runtime. Instructions can
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be dynamically added, changed or removed to obtain the desired effect. In this work,
instructions are only added transparently, since it is important that the application retains
its original functionality. The inserted instructions record all statistics needed to build
the profile from the previous section.

Typically, dynamic binary instrumentation is implemented by copying pieces of the ap-
plication just before they are executed. This copy can be adjusted and execution is
redirected to this copy, effectively altering the application. The next time the same piece
of the application is needed, the altered copy will be used, limiting the copy overhead
to a single time per piece of the application. These pieces are often in the form of basic
blocks or traces, allowing for complete blocks to be adjusted at a single instrumentation
moment.

In practice, a binary of an application is run on top of an instrumentation framework,
which runs on top of the hardware. Figure 2.6 summarizes the functionality of an instru-
mentation framework. The instrumentation framework exposes an Application Program-
ming Interface (API) which can be used to develop an instrumentation tool, also called a
client. The instrumentation framework sees certain events in the binary, e.g., a new (not
yet instrumented) basic block is encountered. The client can register its own functions to
be called when certain events happen, e.g., a function that loops over all instructions in
the basic block and counts all instructions inside. The client can use functionality from
the framework to easily achieve complex things, like decoding complete instructions, in-
serting new calls to other functions, altering instructions, etc. Newly added instructions
are often flagged as non-application instructions, so that these are not handled in the
same way as application instructions. For example, instructions logging memory accesses
should not be instrumented themselves to log memory accesses.

Application binary

Instrumentation framework

Processor hardware

Instrumentation tool (client)

API

Figure 2.6: General view of an instrumentation framework.

Listing 2.1 shows a basic example of how to use such a framework in pseudo C++ code.
In this example, all dynamically executed instructions are counted by inserting a call
into each basic block of the instruction stream. In the main function the client registers
callbacks for the exit event, and for the basic block event. These functions are called
when the application exits and when a basic block is encountered, respectively. In the
registered callback for the basic block event, the number of instructions in the block are
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counted and a call is inserted to the function that counts the total of dynamically executed
instructions. In the registered callback for the exit event, the total number of dynamically
executed instructions is printed. This basic example forms the basis for constructing the
profiler of this work.

Other goals of dynamic binary instrumentation

Instrumentation allows exploiting the information available at runtime to reach a certain
goal. In this work, the goal is to collect an application profile, but other goals exists.
These can be very different, ranging from dynamic optimization, to adding extra security
measures, to translating complete binaries to other architectures. A typical example of a
dynamic optimization can be given for the Pentium 4 architecture. In this architecture,
the increment and decrement instructions are generally slower than the add 1 and subtract
1 instructions. This is because these instructions have partial dependencies on the eflags
register, which normal additions or subtractions do not have. Exploiting the knowledge
that a binary is running on a Pentium 4 architecture, one could dynamically change all
increments and decrements to their addition or subtraction equivalents to optimize the
performance of the application. Of course, inspecting instructions at runtime introduces
a certain overhead, so the optimizations made should improve performance more than
the overhead introduced by the inspection. Therefore, dynamic binary optimization is
normally only applied to hot code, i.e., code that is executed often.

As an example of dynamically adding security measures, one could change all calls to
an unsafe print method (allowing buffer overflows) to a safe method. This could also be
done statically be changing the source code, but this may take a lot of time. Dynamically
changing the code could be a lot easier, since the binary does not have to be recompiled
and redistributed.

2.4 Model Validation

An analytical performance model has the goal to estimate the performance of an ap-
plication running on top of a chosen processor design. After constructing a profile and
evaluating the model to obtain a performance estimation, we want to validate the ana-
lytical model: How close is its estimation? If a model has a high accuracy across a set
of benchmarks that is as diverse as possible, it is likely that the model will be accurate
for any application. Therefore, the model is applied to a chosen set of benchmarks, and
the analytical results are compared to a different approach to obtain the results for the
same benchmarks. There exist two main different approaches to validate the analytical
results. The first one is validation against simulation, and the second one is validation
against real hardware. These are explained and compared in the next sections.

2.4.1 Validation Against Simulation

Validation against detailed cycle-level simulation works as follows. The outcome of the
analytical model (e.g., the estimated cycle count) is compared to the outcome of the
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Listing 2.1: An example of how to create a client for a binary instrumentation framework.

#include ” framework api . h”
#include <iostream>

// t h i s f unc t i on i s c a l l e d whenever the a p p l i c a t i o n e x i t s
stat ic void e x i t e v e n t h a n d l e r (void ){

//here , a l l the r e s u l t s cou ld be p r in t ed . In t h i s case , the i n s t r u c t i o n count .

cout << ”The number o f dynamical ly executed i n s t r u c t i o n s i s ”
<< i n s t r u c t i o n c o u n t << endl ;

}

/∗ t h i s f unc t i on i s c a l l e d each time the a p p l i c a t i o n encounters a new ba s i c b l o c k .
A po in t e r to the ba s i c b l o c k i s given , so the user can a l t e r each ba s i c b l o c k . ∗/
stat ic void b a s i c b l o c k e v e n t h a n d l e r ( l i s t o f i n s t r u c t i o n s t ∗ b a s i c b l o c k ){

int b b n r i n s t r u c t i o n s = 0 ;
// count the number o f i n s t r u c t i o n s in t h i s b l o c k
for ( i n s t r u c t i o n t i n s t r = f i r s t i n s t r u c t i o n ( b a s i c b l o c k ) ;

i n s t r != NULL;
i n s t r = g e t n e x t i n s t r u c t i o n ( i n s t r ) ) {

b b n r i n s t r u c t i o n s ++;
}

/∗ i n s e r t a c a l l to c oun t i n s t r u c t i o n s .
We need the l o c a t i o n where to i n s e r t the c a l l :
the arguments b a s i c b l o c k and f i r s t i n s t r u c t i o n ( b a s i c b l o c k )
Next argument i s the func t i on t ha t needs to be c a l l e d dynamica l ly .
Next are the arguments to t ha t f unc t i on . ∗/

i n s e r t c a l l ( ba s i c b l o ck ,
f i r s t i n s t r u c t i o n ( b a s i c b l o c k ) ,
c o u n t i n s t r u c t i o n s ,
b b n r i n s t r u c t i o n s ) ;

}

// t h i s f unc t i on i s i n s e r t e d in t o each ba s i c b l o c k
stat ic void c o u n t i n s t r u c t i o n s ( int b b n r i n s t r u c t i o n s )
{

i n s t r u c t i o n c o u n t += b b n r i n s t r u c t i o n s ;
}

// the main func t i on i s used to i n i t i a l i z e e v e r y t h in g and r e g i s t e r the even t s
void c l i e n t m a i n ( c l i e n t i d t id , int argc , const char ∗argv [ ] )
{

// i n i t i a l i z e api
a p i i n i t ( ) ;

// r e g i s t e r even t s
r e g i s t e r e x i t e v e n t ( e x i t e v e n t h a n d l e r ) ;
r e g i s t e r b a s i c b l o c k e v e n t ( b a s i c b l o c k e v e n t h a n d l e r ) ;

// i n i t i a l i z e i n s t r u c t i o n counter
int i n s t r u c t i o n c o u n t = 0 ;

// s t a r t app l i c a t i on , never re turns
s t a r t ( ) ;

}
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simulator. This outcome is determined by running a set of benchmarks on top of the
simulator, which simulates all parts of the process at the cycle level. It is a complete soft-
ware representation of the processor. Simulation can achieve high accuracy, so it makes
sense to validate an analytical model against simulation. This way, an analytical model
for a certain architecture can be validated without the need for hardware that implements
that architecture. Many forms of simulation exist, but for validation, execution-driven
simulation is the most appropriate form [8]. Execution-driven simulators combine both
functional simulation with timing simulation. Therefore, it can simulate the process of the
application, as well as the performance at the same time. A high accuracy and high cover-
age is required, meaning the simulator becomes complex to develop, and slow to evaluate.
However, with a simulator, any micro-architectural configuration can easily be evaluated
by configuring the simulator differently, while otherwise different hardware platforms are
required. Another advantage of validating against simulation is that different aspects of
the simulated processor can be isolated to test parts of the model. For example, the
branch predictor can simulated perfectly, eliminating branch misses, and thus the need
to model the branch misses correctly during development of the model.

2.4.2 Validation Against Real Hardware

The idea behind the approach to validate a model against real hardware is simple. In the
hardware, some special registers are embedded. These are called hardware performance
counters. Hardware performance counters count certain events. The available events to
monitor differ from processor to processor, but the main event to analyze is the cycle
count: the number of cycles the processor needs to execute an application. The model
estimates the number of cycles to complete the application, while the hardware actually
knows the number of cycles during execution. Knowing the exact number of cycles is
very useful since it makes the validation process more accurate than validation against
simulation. The reason is that validation against simulation is inherently already an
abstraction and estimation of the real hardware execution. Validation against hardware
also has the advantage of being faster. Running benchmarks on real hardware is orders
of magnitude faster than running benchmarks on a simulator, but the measurements
can have some variance, while simulation is deterministic. Therefore, multiple runs are
necessary when measuring performance on real hardware, decreasing the speed advantage
by a small amount.

However, simulation can provide more insight into which parts of the model are insuffi-
ciently accurate and which parts are adequately accurate. Hardware performance coun-
ters are provided in a limited amount, and have limited functionality: only a fixed set of
events can be analyzed. For example, the analytical model proposed in this thesis esti-
mates the total cycle count of an application, but also the different cycle-per-instruction
(CPI) components. Current hardware performance counters cannot measure these CPI
components. Eyerman et al. proposed a hardware architecture that would enable the
performance counters to calculate the CPI components of a certain application and pro-
cessor configuration with great accuracy [17]. This architecture however does not exists
in real hardware. Therefore hardware validation will have to be performed mainly for the
general cycle count, limiting insight. However, some other possible hardware counts can
be useful as well. Often branch misses and cache misses can be counted as well, allowing
validating the branch predictor model and the memory model at a finer granularity. This
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is discussed more in depth in Section 5.4, where the hardware performance counters used
in the experimental setup are discussed.

The insight in evaluating with hardware validation can also be increased by using mi-
crobenchmarks. Microbenchmarks are small benchmarks that stress specific components
of the processor, such as the branch predictor or the cache. This enables a validation
of the corresponding parts of the model. For example, the cycle count of the analytical
model for a benchmark that has a lot of cache misses can be compared to the cycle count
of the hardware counters. Since a very big part of the cycle count will originate from
the cache misses, this number is very useful as validation of the cache component of the
model.

The approach of using microbenchmarks to validate the different CPI components of
the model is certainly less accurate then having dedicated hardware support to calculate
them. But since this hardware support does not exist in today’s hardware, it is still a
viable approach.

After using microbenchmarks to test different parts of the processor while constructing
the model, it is important to validate the final model against a representative workload.
Microbenchmarks do not compose a representative workload, so other benchmarks suites
have to investigated. This work is centered around ARM processors in the mobile world,
and the model is validated on an ARM processor for mobile devices, so it makes the most
sense to use a benchmark suite for mobile devices. Chapter 5 discusses the experimental
setup and all details, including the benchmark suites used to validate the model.
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Chapter 3

Interval Analysis

This chapter dives into the specifics of the analytical models introduced in Chapter 2.
First, the original interval analysis model (validated for the Alpha architecture) is dis-
cussed. The mathematical formula used to estimate the performance is explained in detail,
as well as how all required information is gathered. Next, the micro-architectural inde-
pendent model (validated for x86 processors) is discussed, especially the changes made to
the original model. As this model uses micro-architecture independent characteristics in
its profile, it is also explained how these characteristics are obtained. These two models
form the basis for the final ARM model constructed in this thesis. The ARM model is
discussed in Chapter 4.

3.1 Original Interval Analysis Model

Introduced in Chapter 2, Interval Analysis [1] divides execution time into intervals, sep-
arated by miss events. Each interval consists of two parts. The first part has a high
performance: a number of useful instructions are dispatched each cycle. In the second
part of the interval, no useful instructions are dispatched, because the processor has to
wait on the resolving of the miss event. Each type of miss event can be characterized
differently. Based on the mechanics in the processor, the impact of each miss event can
be calculated. This impact is expressed as the number of cycles needed to resolve the
miss event. So each interval consists of a number of cycles used to dispatch instructions
in ideal circumstances, plus the number of cycles of the miss event penalty. Summing
over all intervals during execution gives the total number of cycles needed to complete
the application. This can be summarized in the following equation.

C =
Ntotal

D
+
D − 1

2D
· (miL1 +miL2 +mbr +m∗dL2(W )) +

miL1 · ciL1 +miL2 · cL2 +

mbr · (cdr + cfe) +

m∗dL2(W ) · cL2

(3.1)

where C is the estimated total amount of cycles, D is the dispatch width, Ntotal is the



CHAPTER 3. INTERVAL ANALYSIS 18

total number of dynamically executed instructions, miLx is the number of misses at level
x of the instruction cache, ciL1 is the miss delay for the L1 instruction cache (i.e., L2
access time), cL2 is the miss delay for L2 cache (i.e., main memory access time), mbr is
the number of branch misses, cdr is the window drain time, cfe is the front-end refill time,
m∗dL2(W ) is the number of non-overlapping L2 data cache misses, and finally W is the
Reorder Buffer (ROB) size.

The first term of the equation (Ntotal

D
) is called the base component: this is the number of

cycles the processor needs to execute the application in absence of miss events. This is
equal to the total number of instructions divided by the dispatch width. The other parts
are penalties added to account for miss events.

The second term ( D−1
2D
·(miL1+miL2+mbr+m∗dL2(W )) ) is called the dispatch inefficiency.

Intervals will not always include a number of instructions that is an integer multiple of the
dispatch width D. Therefore, at the end of an interval, sometimes less than D instructions
are dispatched. This is inefficiency not due to a certain type of miss event, but rather due
to the presence of miss events in general. One could argue that the interval length modulo
the dispatch width will be uniformly distributed between 0 and D− 1. The average value
equals to D−1

2
. The average cycles lost due to the dispatch inefficiency of a general miss

event then equals to D−1
2D

. Multiplying this value with the total number of miss events
yields the total cycles lost to dispatch inefficiency.

The third and fourth term model the instruction cache misses at L1 and L2 caches. The
cache miss rates times the miss penalty for a single cache miss gives the total penalty for
instruction cache misses.

The fifth term is the branch component: the number of cycles lost to mispredicted
branches. This is calculated by multiplying the number of mispredicted branches times
the sum of the window drain time and the front-end refill time. Indeed, in case of a branch
miss, the reorder buffer first has to be cleared of mispredicted instructions, and then, the
front-end needs to be filled again with useful instructions.

The final term corresponds to the cycles lost due to non-overlapping L2 data cache misses.
The L2 data cache misses are modeled with the possibility of overlapping misses, because
memory can be accessed in parallel. Multiple overlapping misses will have about the same
penalty as a single miss in that case. Therefore, m∗dL2(W ) is a function of the ROB size
W . The bigger W , the higher the probability that there are overlapping L2 data cache
misses in the same window.

3.1.1 Gathering the Input Parameters of the Profile

Discussed previously in Chapter 2, an analytical model depends on some program charac-
teristics, contained in the application profile. The original model used a micro-architecture
dependent manner to obtain these characteristics. They can be divided in two categories,
firstly the parameters from the locality behavior and secondly the parameters for the
window drain time estimation.

The locality behavior consists of the cache miss rates, the branch misprediction rates,
the interval length distribution between two branch misses (Pbr[N = n]) and the number
of non-overlapping independent long-latency data cache misses (m∗dL2(W)). The authors
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incorporated a trace-driven approach: a functional simulator generates a program trace,
that can be fed to a cache simulator and a branch predictor simulator. These simulators
then ‘execute’ this trace and the required program characteristics are returned. While
the analytical model does not need a complete detailed processor simulator in this case,
it requires a functional simulator and trace-driven specialized branch predictor and cache
simulators. The authors of the original model already hinted that separate branch pre-
dictor models and cache models could replace this step.

The window drain time consist of two parts: the number of instructions to drain, and
the drain rate, i.e., how fast the instructions can be drained from the ROB. The number
of instructions to drain in this model is equal to the number of useful instructions in the
ROB at the moment the branch miss is dispatched, because it is assumed the branch is
the last useful instruction executed. Using two recursive equations that model dispatching
and executing, Eyerman et al. can calculate the number of instructions to drain. The time
needed to drain this number of instructions is based on the Instruction-Level Parallelism
(ILP) model included: cdr(n) = l · K(w) where n is the interval length, w the number
of instructions to drain, and K(w) the average critical path length. The average window
drain time is calculated by multiplying the window drain time for an interval of length n,
with the probability that an interval has a length of n: cdr =

∑∞
n=1 Pbr[N = n] · cdr(n).

Note that the window drain time and the locality behavior are the only program related
parameters in Equation 3.1.

3.2 Micro-Architecture Independent Model

Van den Steen et al. took the Interval Analysis modeling and made any form of simulation
unnecessary using micro-architecture independent profiling [5, 13], as explained in Chapter
2. The authors created a profiler based on the Intel PIN framework [6] to be able to
construct the model for x86 processors. In addition, some changes were made to the
original model, to reflect important differences in the x86 architecture versus the Alpha
architecture. This section focuses on the resulting model and its differences compared to
the original model of Eyerman et al. [1].

The overall micro-architecture independent model is represented by Equation 3.2.

C =
N

Deff

+mbr · (cres + cfe) +
∑

i

mILi · cILi+1+

mLLC · (cmem + cbus)

MLP
+ PhLLC

(3.2)

The next sections explain each part of the model, what is changed compared to the original
model and how the required data is gathered.

3.2.1 Base Cycle Count

The first term of Equation 3.2 looks very similar to the first term of Equation 3.1. However,
it is different. The first change is the parameter N . In the original model, this was
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the total number of instructions. x86 is a Complex Instruction Set Computer (CISC)
architecture, while the Alpha architecture is a Reduced Instruction Set Computer (RISC)
architecture. This means x86 supports a bigger set of instructions, that are also more
complex. However, these complex instructions are transformed inside the processor to
micro-operations that are comparable to RISC instructions. In the micro-architecture
independent model, N represents the number of micro-operations. The authors calculated
an average of 1.2 micro-ops per instruction for the x86 architecture when using their
decoder. The second change is the parameter D. The original model was based on the
observation that if the processor was well-balanced, an IPC equal to the dispatch width
could be sustained. The micro-architectural independent model changesD toDeff , named
the effective dispatch width. This effective dispatch width is equal to the minimum of
the physical dispatch width, and some other constraints based on Little’s law, issue port
contention and functional unit contention, explained in the following paragraphs.

One of the main characteristics of a CISC architecture is that it offers fewer architectural
registers than a RISC architecture. This makes the application have more instructions
that are dependent on other instructions, since they have to use the same registers. More
dependencies between instructions means that instructions have to wait for each other,
possibly resulting in lower performance. Little’s law, from queuing theory, states that the
average number of customers in a system is equal to the product of the average service
time of a customer and the arrival rate of customers in the system. Thus, applying
Little’s law to instructions in a ROB, it tells us that the slower service rate due to the
extra register dependencies (i.e., a higher service time) will result in more instructions in
the ROB on average (i.e., a higher number of customers in the system), if the arrival rate
(i.e., effective dispatch width) stays the same. However, the ROB size is limited, meaning
that if it gets filled up completely, dispatch has to slow down to cope for an increase in
service time. The increase in service time comes from an increase in dependencies between
instructions, modeled by the average critical path.

Concluding the first upper limit for the effective dispatch: the dispatch is limited by the
average critical path length as follows: D < ROB

lat·K(ROB)
, where ROB is the ROB size, lat

is the average instruction latency and K(ROB) is the average critical path length, i.e.
the average longest dependence path in the ROB.

The processor has different functional units, capable of executing different instructions.
These functional units are connected to the issue queue(s) with ports. There are typically
fewer ports than functional units, so instructions going to different functional units might
have to pass the same port. If the port is not available in a given cycle, an instruction
cannot be issued immediately to that port. This is called issue port contention. If there
are Np instructions that need to pass port p, the effective dispatch width is limited by N

Np
.

If a functional unit, that is not pipelined and takes multiple cycles to commit a micro-
op, is already occupied by a micro-op, a new micro-op for that functional unit cannot be
issued. Also, even if the functional unit is pipelined, only a single instruction can be issued
at the same time to the same functional unit. This is called functional unit contention.
If a type of functional unit i is pipelined, and there are Ui units available to execute Ni

instructions of that type, the dispatch is limited by N ·Ui

Ni
. If the type of functional j is not

pipelined, each instruction of that type will take at least latj cycles. The limiting factor

is then decreased to
N ·Uj

Nj ·latj .



CHAPTER 3. INTERVAL ANALYSIS 21

This constraints are summarized in Equation 3.3, calculating the effective dispatch width.

Deff = min

(
D,

ROB

lat ·K(ROB)
,
N

Np

,
N · Ui

Ni

,
N · Uj

Nj · latj

)
(3.3)

where p represents any port, i any type of pipelined functional unit and j any type of
non-pipelined functional unit.

3.2.2 Branch Mispredictions

The second term in Equation 3.2 is the branch component. This is also slightly different
from the branch component of the original model, stated in Equation 3.1. The branch
resolution time cres is used instead of the window drain time cdr. In fact, the window
drain time was used in the original model to estimate the branch resolution time. The
estimation was based on the observation that a mispredicted branch is likely the last
instruction of the correct-path to execute [18], at least in the Alpha architecture. The
authors however found that this estimation is inaccurate for the x86 architecture. The
decrease in available registers creates more memory usage. This increase in memory
usage leads to the observation that critical paths most often consist of dependent memory
instructions. So the probability that the mispredicted branch is the last instruction on
the critical path is lower. The probability is higher that the mispredicted branch is the
last instruction of any dependence path in the window, instead of only the longest one
(the critical path). Therefore, the branch resolution time is calculated as the average
dependence path length times the average instruction latency. The length of the average
dependence path is calculated for the case where the number of instructions in the ROB
is equal to the average number of instructions between branches, i.e. N

mbpred
.

Since the goal of the authors was to use only micro-architectural independent characteris-
tics for this model, the exact branch miss rates are unknown, since information about the
exact branch predictor implementation is required for this. Therefore, in the x86 model,
branch miss rates have to estimated. De Pestel et al. developed a way to characterize
branch behavior independently of the micro-architecture, and thus independently of the
specific branch predictor implementation [15]. The authors introduce linear branch en-
tropy, a metric for the branch behavior of an application. This branch entropy can be
acquired in a single profiling run of an application. Branch entropy is a number between
0 and 1 that shows how hard the branch is to predict. An entropy of 0 is assigned to
a branch that can be perfectly predicted, while an entropy of 1 shows random branch
behavior. In the profiler, the outcome of every conditional branch is recorded. History
tables are then made for different history lengths. Then the entropy can be calculated for
each history length considered. The entropy is divided in global, local and tournament
entropy. These numbers are saved and can be used to estimate the number of branch
mispredictions without simulating, by constructing a linear function between the entropy
and the misprediction rate. At analysis time, this linear function uses the calculated
independent entropy with the dependent parameters from the used branch predictor con-
figuration to estimate the branch miss rate of that branch predictor. The linear function
has two parameters and is constructed by fitting the parameters on training data. This
training data is the simulation of the branch predictor configuration on a set of bench-
marks. After construction of the linear function of the branch predictor, no simulation
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has to be performed anymore. The linear function can be used to estimate the branch
miss rate for any benchmark based on its entropy.

In short, by combining the linear function of each predictor and the branch entropy of each
application, the miss rate of any branch predictor for any application can be estimated.
This requires a single profiling run per application, and a single training session for each
predictor configuration. This forms an important submodel in the completely micro-
architecture independent model discussed here.

3.2.3 Instruction Cache Misses

The third term is the sum of instruction cache miss latencies. This is the same as the
original model, only the notation has slightly changed. cILi is now the latency of the cache
at level i, instead of the penalty introduced by a cache miss at level i, which is equal to
the latency of accessing the next cache level.

However, the cache miss rates are obtained differently. Van den Steen et al. use StatStack
[14] to estimate these cache miss rates, since it is impossible to know the exact cache miss
rates when using a micro-architecture independent application profile.

StatStack is way to efficiently model Least Recently Used (LRU) caches. It starts from
the concept of stack distance, introduced by Mattson [19]. Stack distance is the number
of accesses to unique memory locations between two consecutive accesses to the same
memory location. Stack distance can be thought of the number of elements on a stack,
if each element gets pushed on the stack when it gets referenced the first time, hence
the name. Using stack distances, Mattson could calculate miss rates of an LRU cache
of any size. However, this number is impractical to collect. Instead, the authors of
StatStack developed a way to model LRU caches using the concept of reuse distances. A
reuse distance is the number of (not necessarily unique) memory accesses between any two
accesses to the same cache line. This number is very easy to obtain at a low overhead using
hardware performance counters or by just instrumenting the application. Furthermore,
the authors show that the reuse distances of a very small fraction of memory accesses
(e.g., 10−4 to 10−6) are enough to accurately estimate the cache miss ratio for any cache
size. Since these reuse distances do not have any micro-architectural dependency, this
approach is an excellent fit for the model discussed here.

Firstly, the reuse distances collected can be used to estimate the application’s overall reuse
distance distribution. Then this distribution is used to determine the probability that a
memory access is the last memory access to a certain cache line in the current reuse epoch.
The third step is to estimate the number of unique memory accesses during each reuse
epoch. This estimation is called the expected stack distance. Finally, the expected stack
distance can be used to estimate the miss ratios for any cache size of a fully-associative
cache with the LRU replacement policy. Indeed, if the stack distance is bigger than the
cache size, the cache line will be evicted before it is referenced again. Cold misses can
also be determined, by keeping track of all memory accesses that are the last to access a
cache line. Note that this model only works for fully-associative caches, as it only models
cold misses and capacity misses. Conflict misses do not exist in fully-associative caches,
and are not modeled in StatStack. StatStack is also used to calculate the data cache miss
rates, next to the instruction cache miss rates.
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3.2.4 Data Cache Misses

The fourth term of Equation 3.2 looks different compared to its counterpart from Equa-
tion 3.1, but it is also used to model the Last Level Cache (LLC) misses. The lower level
data cache misses are assumed to be hidden by out-of-order execution, since the latency
to access the lower caches is smaller than the time needed to fill the ROB. However,
instruction cache misses in the lower caches need to be modeled, as done in the previous
section. This is because instruction cache misses block the instruction flow, so their la-
tency cannot be hidden. Even if the latency is small, dispatching instructions is no longer
possible. This is not the case for data cache misses. If a low latency data cache miss
occurs, dispatching can still continue at its normal speed.

The number of LLC cache misses is multiplied with a penalty, here cmem + cbus, that
estimates the delay of accessing main memory and using the memory bus. The total
penalty is then divided by the MLP, to model overlapping misses. So far, this is the same
as in the original model, except for the estimation of the MLP and the new parameter
cbus.

The next section discussed the MLP separately, since it requires some more attention.

cbus is the number of cycles lost to using the memory bus. This is not integrated directly
in the time to access the main memory cmem, since it is a variable term, depending on
the current use of the bus. Store instructions do not have an impact on performance
directly, since they can be handled on the background if using forwarding. However, they
use the memory bus, increasing the load of the bus and possibly slowing down load misses
doing this. Using this parameter in the model increases the accuracy of store-intensive
applications. Section 3.2.6 describes how to calculate this parameter.

3.2.5 Memory-Level Parallelism

Calculating and modeling MLP is done differently in the micro-architecture independent
model. The number of overlapping independent LLC misses is known in the original
model, because of the functional simulation of the caches. In the model discussed here, the
profile is constructed in a micro-architecture independent way. Therefore, it is impossible
to know exactly which memory access will miss and access main memory. Also, it is
impossible to know how these LLC misses depend on each other.

The authors introduce a submodel to estimate the MLP, split in two based on the nature
of cache misses. Cold cache misses often occur in bursts. Whenever a new data structure
is used, it will need to be loaded in the cache, resulting in a lot of cache misses in
a burst. However, capacity misses and conflict misses occur more spread out during
program executions and will be assumed to be uniformly distributed. Cold misses can be
tracked micro-architecture independently by logging the first time an object is accessed.

To be able to estimate the MLP (and other things in the coming paragraphs), the concept
of a load distribution first has to be explained. Let us call the load distribution f(l). It is a
measure for the dependencies between loads. l is the number of loads on a dependent load
path. If l = 1, the load is the first load of a dependence path, so the load is independent.
f(l) is the frequency of loads with l loads on their path. Figure 3.1 shows an example. The
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arrows show a dependency on another load. We can calculate the load distribution f(l)
for all possible load path lengths. In this simple example, l is at most 3. The distribution
then can be stated as f(1) = 3

8
, f(2) = 3

8
and f(3) = 2

8
.

L1 . L2 . . L3 . L4 . L5 . . . . L6 L7 . . . L8

1st load on path: 3/8
2nd load on path: 3/8
3th load on path: 2/8

Figure 3.1: Example of load dependencies and their distribution.

After the definition of the load distribution, some variables are introduced to simplify the
reasoning. mcf

LLC , mcold
LLC and mcold

LLC(ROB) are the number of capacity/conflict misses, the
number of cold misses, and the average number of cold misses in a ROB that contains
at least one cold miss, respectively. MLLC and M cf

LLC are the overall LLC miss rate and
the capacity/conflict miss rate, respectively. L(ROB) is the average number of loads per
ROB, calculated as the fraction of loads in the complete instruction stream multiplied by
the size of the ROB.

The MLP model described then continues by estimating the average number of (indepen-
dent) cold misses in a ROB, i.e., the cold MLP. An independent miss happens at the lth
load in a dependence load chain only if all previous loads of that chain did not miss. This
is modeled with a geometric distribution. The chance of l − 1 previous hits is equal to
(1 −MLLC)l−1. Next, if mcold

LLC(ROB) codl misses occur in the ROB, mcold
LLC(ROB) · f(l)

of them are the lth load on a dependence path. Combining these observations, the cold
MLP can be estimated by Equation 3.4.

MLP cold =
∑

∀l

(1−MLLC)l−1 ·mcold
LLC(ROB) · f(l) (3.4)

The second part of the model accounts for the capacity/conflict MLP. This can be done
similarly as the cold misses, but now there is no knowledge about the amount of loads
that will introduce a capacity/conflict miss. However, it was already mentioned that
it is assumed that capacity/conflict misses are uniformly distributed. The amount of
capacity/conflict misses is then equal to M cf

LLC ·L(ROB). The capacity/conflict MLP can
then be estimated in the same way as the cold MLP, by the following equation.

MLP cf =
∑

∀l

(1−MLLC)l−1 ·M cf
LLC · L(ROB) · f(l) (3.5)

Finally, the overall MLP can be estimated based an the relative occurrence of cold and
capacity/conflict misses.

MLP =
mcf

LLC

mLLC

·MLP cf +
mcold

LLC

mLLC

·MLP cold (3.6)
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However, the authors note that in processors, the MLP is limited by the amount of Miss
Status Handling Registers (MSHRs) in the hardware. These are special registers that
enable handling memory requests in parallel. They exists between every cache layer and
main memory. If the amount of misses at a certain layer is more then the available MSHRs
on that layer, the MLP is rescaled downwards with the number of MSHRs divided by the
number of misses per ROB.

In a recent update to the micro-architectural independent model, a new MLP submodel
was introduced [16]. This model is also used in the construction of the ARM model
in this thesis. In the micro-traces sampled from the instruction stream (see further in
Section 4.1.2), four distributions are calculated. A load-spacing distribution, an inter-
load dependence distribution, a reuse distance distribution and a stride distribution are
measured. The load-spacing distribution captures the burstiness of the loads, by keeping
track of the number of dynamically executed instructions between consecutive executions
of the same static load instruction. The inter-load dependence distribution represents
the dependency between loads, important to model since dependent loads cannot expose
any MLP. The reuse distance distribution was already mentioned, and is still used to
predict miss rates for all levels of the cache. Finally, the stride distribution characterizes
the relative difference in memory addresses between consecutive executions of a static
load instruction. This is used to model stride-based prefetching. Since memory patterns
cannot always be characterized by a fixed stride pattern, loads are classified in three
categories: loads following some stride pattern, loads occurring only once in the trace and
loads not classified in the two previous classifications, i.e., random strided loads. For the
loads following some stride pattern, a pattern consisting of up to four distinct strides is
searched. The simplest stride pattern that exceeds a preset threshold of occurrence is
chosen.

From these distributions, a virtual instruction stream is generated as input for the software
calculating the MLP model for each micro-trace. This stream is divided in small windows
with a size equal to the ROB size. In each ROB-sized window, the MLP can be calculated
as the number of independent loads that access main memory. The total MLP is the
average over all small windows of the micro-trace.

In addition, the number of MSHRs is included in the model to limit the available MLP,
since only as much memory accesses can be handled simultaneously as MSHRs available.
This is done by increasing the latency of loads when the available MLP exceeds the
number of MSHRs. This models partially overlapping misses better than the approach of
just limiting the MLP to the number of MSHRs available.

This update to the MLP model decreased the remaining average error in estimating the
time waiting for main memory from 16.9% to 3.6% for the evaluated benchmarks from
the SPEC2006 CPU suite.

3.2.6 Memory Bandwidth Contention

It was already mentioned that in the micro-architecture independent model (Equation 3.2),
usage of the memory bus is accounted for using the cbus parameter. Indeed, a high num-
ber of loads and stores might use all memory bandwidth available, resulting in queued
memory accesses. To model this, it is assumed that the number of concurrent LLC misses
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is equal to the average MLP. The first miss has to wait until the memory content is
transferred across the bus. This time is equal to the size of a cache block divided by the
width of the bus. The second miss, assumed to happen at the same time as the first miss,
has to wait until the bus is clear to use, so the latency for that miss increases to twice
the bus transfer time. The third miss has a latency of three bus transfer times, etc. Thus
the average bus latency cbus depends on how many memory accesses are handled at the
moment. Let us call this number MLP ′. The average bus latency then becomes:

cbus(MLP ′) =
1

MLP ′

MLP ′∑

i=1

i · ctransfer =
MLP ′ + 1

2
· ctransfer (3.7)

Linear interpolation is used whenever MLP ′ is not an integer.

The number of memory accesses handled at the moment is called MLP ′ since it some sort
of MLP, but not the one calculated previously. Previously, only loads were incorporated
in the MLP factor, but now stores have to be modeled as well. This can be done by
calculating MLP ′ as follows:

MLP ′ = MLP · m
load
LLC +mstore

LLC

mload
LLC

(3.8)

where MLP , mload
LLC and mstore

LLC are the previously defined parameters. In short, MLP ′ is
a rescaled version of MLP , accounting for stores.

3.2.7 Chained Last Level Cache Hits

The final term in Equation 3.2 is called the chained LLC hit penalty. This is an extra
penalty for loads that miss in the lower cache levels, but hit in the last level, and depend
on previous LLC hits. When a L3 cache exists in the modeled processor, the penalty for a
single LLC hit, i.e. the penalty for missing the L1 and L2 caches, is hidden by out-of-order
execution, but only by a small margin. For example, the LLC latency is 30 cycles, the
ROB has a size of 128 entries, and the dispatch width is 4. Then the time to fill the ROB
is 32 cycles, which barely hides the 30 cycle latency of the LLC cache. When two or more
of these LLC hits are dependent on each other, the latency increases and can no longer be
hidden by out-of-order execution, introducing an extra penalty. Hence the name chained
LLC hit penalty. The authors show that this problem is real and including this part in
the model increases accuracy for benchmarks with a high amount of LLC hits, such as
the gcc benchmark.

They also propose a way to model this extra penalty, without requiring additional profil-
ing. First, the average number of LLC hits per ROB (hLLC(ROB)) is calculated as the
product of the LLC hit rate, already estimated by StatStack, and the average number of
loads in the ROB. Then, it is desired to know how many of these LLC hits depend on
each other. To this end, one can reuse the load dependence distribution used in the MLP
estimation explained before. Each independent load introduces a new load dependence
path. It follows that the number of load dependence paths, called pload(ROB) is equal
to the number of independent loads. The average number of LLC hits on a chain, called
LHCavg can then be approximated assuming a uniform distribution across the dependence
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paths:

LHCavg =
hLLC(ROB)

pload(ROB)
(3.9)

In addition, the longest LLC hit chain is needed. The longest chain is bigger than the
average chain, but is smaller than the total number of LLC hits in the ROB across all
paths (which is hLLC(ROB)). Also, it is always smaller than the largest number of loads
on a dependence path. This cannot be inferred from the load dependence distribution used
before, but can be approximated by the average number of loads on a path, lop(ROB).
The bound LHCmax can then be determined by Equation 3.10.

LHCmax = min(hLLC(ROB), lop(ROB)) (3.10)

The expected value of the largest number of dependent LLC hits, LHCexp, has to be in
between LHCavg and LHCmax. Assuming that the remaining LLC hits that can possibly
lie on the longest path (LHCmax − LHCavg) are distributed uniformly across all possible
dependence paths in the ROB (pload(ROB), the following equation holds.

LHCexp = LHCavg +
LHCmax − LHCavg

pload(ROB)
(3.11)

The resulting penalty is then the calculated chain length multiplied with the LLC hit
latency, cLLC . But, as explained earlier, only the penalty longer than the time needed to
fill the ROB is relevant here. Thus, the penalty per ROB can be calculated by the next
equation.

PhLLC(ROB) = max(0, cLLC · LHCexp −
ROB

Deff

) (3.12)

The total chained LLC hit penalty then becomes the penalty per ROB multiplied with
the number of ROB windows encountered in the execution of the application.

PhLLC = PhLLC(ROB) · N

ROB
(3.13)

3.2.8 Remaining Notes

The attentive reader might have noticed that the dispatch inefficiency term in the original
model is no longer used in the micro-architecture independent model. The authors did
not mention it in their paper, since it had become less relevant and was not implemented
in the end. For large benchmarks, of over 100 million instructions, with relatively low
misses, it would be a relatively small addition. However, for small benchmarks with a
large amount of misses, this could be relevant enough to change the estimation a single
digit percentage.

Dispatch inefficiency was originally included because of the observation that in each cycle,
D instructions would be dispatched, except when a miss event happens. When a miss
event happens, it may occur that only a part of the dispatch width could be used. In the
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micro-architecture independent model, the authors do not use the dispatch width directly.
They use the effective dispatch width, Deff , to model that the dispatch width will not
be used completely during normal execution. The reasons are the ROB filling, the issue
port contention and the functional unit contention discussed in Section 3.2.1. If the full
dispatch width is not used during normal execution, dispatch inefficiency has less effect.
However, it would be interesting to see the impact of modeling the dispatch inefficiency
for ARM.

Van den Steen et al. also included a power model in their model. This is not discussed
here, since the power model is not ported to the ARM architecture due to time constraints.
It is however one of the most logical, direct and easy to implement future enhancements
to the model.
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Chapter 4

The ARM Model and its Inputs

From this chapter onwards, the dissertation discusses the original work done in this the-
sis. This chapter discusses the construction of the ARM model. The model needs two
sets of input parameters: the application profile as recorded by the profiler software, and
the micro-architectural inputs, i.e., the hardware configuration of the processor used in
the model. Section 4.1 discusses the profiler software. A major part of the practical
work in this thesis was dedicated to porting the profiler to the ARM architecture. De-
termination of the micro-architectural parameters is discussed in Section 4.2. While the
concrete details from the processor are mostly left to be introduced in the next chap-
ter, some parameter values are included in examples of techniques used to determine the
micro-architectural configuration. The third and final section of this chapter discusses
possible and implemented changes to the analytical formula used in the model. Accuracy
evaluations of the proposed changes and the final model are discussed in the next chapter.

4.1 Constructing the Application Profile

4.1.1 Overview of the Profiling Software

As explained in Chapter 2, the analytical model needs an application profile as input. This
profiling is done through instrumentation, inserting instructions to log the information
required to construct the profile. A dynamic instrumentation framework is used to insert
these instructions into the application’s code. Dynamic instrumentation is instrumenta-
tion at runtime. During execution, it is decided where instructions should be added. This
is different from static instrumentation, which rewrites the application’s binary before it
is executed. The piece of software that interacts with the instrumentation framework is
called the profiler. The profiler built in this work is based on the profiler constructed by
Van den Steen et al., used in the micro-architectural independent model [13]. An overview
of that profiler and the different software components is given in Figure 4.1.

The central part of the profiler is the piece of software that interacts with the other
components. In the first place, it interacts with the instrumentation framework using
its API, as explained in Section 2.3. In fact, the framework is the executable on top of
which the application is run. The profiler is a library providing functions. The framework
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StatStack Branch model

Utrace Decoder

Protobuf

Writing profile files

Instruction mix and dependencies Decoding instructions

Branch behaviourCache and memory accesses

Profiler

Instrumentation framework

Figure 4.1: Overview of the profiler and its components.

will call the initialization function of the profiler. There, the profiler can subscribe certain
functions to events generated by the framework. The most important event is encountering
the next basic block during execution. The framework will call the subscribed function
in the profiler when a basic block is going to be executed, allowing the profiler to insert
instructions just before execution. The inserted instructions keep track of different phases
in the profiler, enabling the profiler to record a more detailed or less detailed profile, but
more importantly, the instrumented code will call functions from the other components
of the profiler and calculate required information for these calls, such as the memory
addresses accessed by an instruction, the instruction pointers, whether a branch was
taken or not, etc. Each component has its own responsibility, as shown in the figure.

StatStack is the software component responsible for logging all instructions that have
memory operands. It samples memory references for the instruction cache, and the data
cache. Depending on the level of detail required, more or less data is gathered. As
discussed in Section 3.2.3, the memory addresses and reuse distances are logged, so cache
miss rates for different cache configurations can be estimated by the model.

The component named branch model is the code to use the linear branch entropy model
discussed in Section 3.2.2. Each branch instruction is instrumented to log all branches and
whether they were taken or not. This allows calculation of global, local and tournament
entropies for different history lengths. When evaluating the model, these entropies are
needed to estimate the branch misprediction rate of the predictor configuration used in
the model.

The decoder is responsible to correctly decode instructions from their binary opcodes.
After decoding an instruction, it is completely known which kind of instruction it is, useful
for obtaining the instruction mix, i.e., the distribution of instruction types. In addition,
the source and destination operands are known, including whether they are constants,
registers or memory addresses. Micro-operations are constructed based on the decoding,
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used in the next component, the Utrace component. Decoding is time-consuming, and
only done at the most detailed level of the profiler.

Utrace stand for micro-trace. Micro-traces are small traces (e.g., about 1,000 instruc-
tions). The micro-operations decoded from these micro-traces are analyzed in detail.
Intra-instructions dependencies (i.e. between micro-operations of the same instruction)
and inter-instruction dependencies through registers and memory are logged. Knowledge
of the dependencies allows for calculating dependence paths, needed to estimate the MLP,
the branch misprediction rate, the effective dispatch width, and other parameters of the
model. Calculating the dependence paths is the most time-consuming step in the profiler,
and therefore it is done for small micro-traces, that are sampled from the instruction
stream.

Protobuf refers to Protocol Buffers, Google’s data interchange format [20]. A software
component of the profiler uses this library to define some helper classes and to write the
files containing the profile. Since for large benchmarks, profile files can get quite large
(with files sizes up to gigabytes), it is useful to be able to compress these files. Google’s
format has a high compression rate, and allows for writing and reading data directly to
and from the compressed files at low overhead. Taking about 1.5 times longer due to
compression, the profile step generates files about 6 times smaller. Further explained in
Appendix A, reusing the protobuf component with the new instrumentation framework
was possible, but not without its complications.

4.1.2 Profiler Phases and Sampling

The constructed profiler is able to switch between phases, each corresponding to the level
of detail. Three different phases of the profiler are discerned, and each phase records
a different amount of information. The first phase is the fastforward phase. In this
phase, no instructions are inserted. this phase is used to quickly skip a certain amount
of instruction to reach a more interesting region of the benchmark, or to make profiling
a large benchmark faster. The second phase is the warmup phase. This phase records
all instruction locations and memory references, to warmup the cache model to be able
to calculate reuse distances for instruction and data cache behavior more accurate in the
third phase. The third phase is the detailed phase. In this phase, the memory references
are recorded, as well as the branch histories. In addition, during this phase the micro-
traces are sampled, effectively by instrumenting these regions even more and decoding all
instructions to log the required dependence information.

The profiler can be configured to switch between these phases after a certain number of
instructions. In the detailed phase, the size of the micro-traces can be set, as a minimum
instruction length or as a minimum memory access length. A micro-trace will be ended
if it contains more instructions than the specified minimum instruction length and con-
tains more memory accesses than the specified minimum memory length. To determine
which parts of the application become micro-traces, the instruction stream is divided into
windows with a fixed instruction length. In each window, micro-traces are sampled ac-
cording the sample rate specified. The sampled micro-traces in a window are aggregated
to calculate the model over that window, while the results of each window are summed
to obtain the overall performance estimation.



CHAPTER 4. THE ARM MODEL AND ITS INPUTS 32

4.1.3 Porting the Profiling Software to ARM

The work by Van den Steen et al. [13] describes the micro-architectural independent
model, and uses the PIN framework [6] to instrument applications on the x86 architec-
ture. While PIN once supported the ARM architecture, it does not anymore. As the
instrumentation framework is the most essential piece of software required to build the
profile, an alternative framework is required to instrument ARM applications.

Different possible dynamic instrumentation frameworks exist, but in this work, DynamoRIO
was used. It was created by Bruening et al. [7] as an infrastructure for dynamic binary
optimization, but it can also be used for low-overhead instrumentation. It is chosen since
it supports several instruction-set architectures, especially x86 and ARM. This toolset
allows creating a profiler on both architectures that would provide the required informa-
tion. Also, it is open source, it is well documented, it should have low overhead and it
has a large user community.

Creating a profiler that can profile applications on both architectures allows for evaluating
the new profiler against the profiler used by Van den Steen et al. [13], while also supporting
ARM applications, which is an essential goal of this thesis.

Another software component of the profiler that needed to be changed was the decoder.
The decoder is responsible for decoding instructions at the most detailed level, to be
able to register the inter- and intra-instruction dependencies, the memory dependencies,
the instruction mix, and more. Van den Steen et al. used the Intel XED decoder that
comes with the PIN framework. In this work, the choice was made to use the Capstone
Disassembly framework [21]. It supports a list of architectures, including the required x86
and ARM architectures. It is supported on almost any platform, and has bindings to a
whole set of programming languages. It is open source, actively maintained and has high
performance.

The instrumentation framework and the decoder were the major components that needed
to be replaced to allow profiling ARM binaries. The original software and their substitutes
are shown in Table 4.1 as summary. The other components could be reused after minor
adjustments. Thus the profiler for ARM applications retains the same layout as shown
in Figure 4.1. Of course, the central part of the profiler, the code that connects all
components and the instrumentation framework had to be rewritten almost completely.
However, the structure remained mostly the same. Replacing calls related to the old
instrumentation framework with calls to the new framework required relatively minor
structural changes in the code. Some functionality from PIN is not directly mapped on
similar functions in DynamoRIO, and some functions listed in the API of DynamoRIO
are not implemented for ARM. These problems were resolved, but the workarounds were
less efficient and increased the profiling time. Appendix A gives a more detailed list of
problems encountered, and which solutions were explored and eventually chosen. Porting
the profiler to the ARM architecture took the most time of this thesis, from September
until April. This was more than expected, because of the encountered problems.
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Table 4.1: Third-party software incompatible with ARM and their substitutes

Responsibility x86 supporting tool from previous work Substituting tool

Instrumentation framework PIN [6] DynamoRIO [7]
Instruction decoder XED decoder (from PIN framework) Capstone [21]

4.2 Determining the Micro-Architectural Inputs

To profile ARM applications, a functional ARM simulator or dedicated ARM hardware
was needed. Since it was chosen to validate the resulting model against real hardware,
hardware was required anyway. In that case, it makes sense to profile the application on
the hardware as well. This speeds up the profiling process. For the profiling, the micro-
architectural configuration is not important, because the profiler is micro-architecture in-
dependent. However, for the validation, the micro-architectural configuration is of extreme
importance. The model needs the micro-architectural configuration in addition to the ap-
plication profile to make an accurate performance prediction. Some micro-architectural
parameters can be found in technical documents of the used processor, released by the
manufacturer. However, quite a few parameters are not easily obtained. Often, such de-
tails are considered confidential information by the manufacturer. Therefore, some of these
parameters were estimated, whether based on estimations from benchmarks, documents
from comparable processors, third party sources, fitting to performance measurements
during validation or a combination of all these sources. The next chapter shows the spe-
cific processor parameters used in the configuration file during final validation, and where
the information was obtained. This section will dive a little bit deeper on the general
techniques used to determine an acceptable estimation of the micro-architectural inputs.
For each case, a couple of concrete examples are given. The examples are mostly about
the branch predictor configuration, instruction latencies and functional unit configuration,
since those are the subjects about which first-party sources gave the least information.

4.2.1 First-Party Information

In this work, a Cortex A17 processor from ARM is used. The first step in determin-
ing micro-architectural details of this processor is by consulting documents about the
processor, released by ARM. These documents should be very accurate. However, they
do not always provide the information needed, since a lot of information is considered
confidential.

As an example, the technical reference manual of the used Cortex A17 processor [3]
is very important in determining micro-architectural details of the processor. It gives
enough information about cache sizes and their configuration. Some information about
the dispatch width and issue queues is given as well, but already a lot less detailed. The
sizes of the issue queues are unknown for example. Also, important information such as
instruction latencies is missing. The issue ports and functional unit configurations are
not mentioned, but there are some hints in the processor overview from the manual, see
Figure 4.2. Three issue queues are connected to the functional units. Each queue has an
outgoing width of two instructions, so an estimation of 6 issue ports seems accurate. These
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ports are per two connected to different groups of functional units. The middle group has
functionality for general Arithmetic Logic Unit (ALU) operations, as well as more complex
and longer Integer Division (IDIV) and Multiply Accumulate (MAC) instructions. One
could argue that this group has 4 functional units, one for each mention of functionality
in the figure, being ALU, ALU, IDIV, MAC. However, looking at the functional unit
group below, only one entry is stated, but in plural: Address Generating Units (AGUs).
How many AGUs there are is not mentioned. But here should be at least two, since two
instructions can be issued, as shown by the arrows from the issue queue to the functional
units. Next, the mention of load store unit is singular, but there should also be at least two
load store units. For the functional unit group referenced by NEON and Vector Floating-
Point (VFP) on the figure, it is clear that this group handles parallel data instructions
and Floating-Point (FP) operations, since NEON is a technology of ARM implementing
Advanced Single Instruction Multiple Data (ASIMD) instructions. However, it is not clear
how many functional units there are nor which unit is responsible for which instructions.
There are probably at least two units, since the path also has a width of two. But is
not known whether there are more, or whether they can handle the same instructions,
whether they are pipelined or not, etc. From this information, it is presumed that there
are two AGUs, two ALUs, two extra functional units for longer instructions such as IDIV
and MAC instructions, and two units that can both handle floating-point and parallel
data calculations.

Luckily, some other resources exist to gain more insight into the functional units, as will
be explained in the following sections.

As a conclusion, first-party sources about the micro-architectural configuration of the
processor are very useful, but are often not enough to determine all necessary parameters.
Some micro-architectural details are clearly explained with the required amount of detail,
others are not mentioned or only stated vaguely to hide confidential details. Other sources
will have to be consulted.

4.2.2 Documents from Other Processors

The possibility exists that certain information about a specific processor is not publicly
available, but sometimes, this information is available for other processors that are compa-
rable. Detailed manuals of other processors of the same manufacturer can be very useful,
especially if the processors are comparable because they are related, reuse components,
or are in the same price range. Sometimes, more detailed official information about older
processors becomes available over time, and this information can be used to estimate
parameters for newer processor models.

As an example, ARM states [22] that the Cortex A17 design used in this thesis is very
similar to the Cortex A12 design. When Cortex A17 was introduced, there were minor
differences [23], but the Cortex A12 design then was updated to reflect these improve-
ments and it was eventually rebranded to Cortex A17 as well. We can assume that some
documents about the Cortex A12 design might be interesting to acquire details that are
valid for the Cortex A17 design as well, especially if they are otherwise completely un-
known. For instance, only one mention (useful for this work) about the branch predictor
of the Cortex A17 design can be found, but it is known that the Cortex A12 design used
a slightly adjusted version of the branch predictor of the Cortex A53 design [24]. This is
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Figure 4.2: Overview of Cortex A17 by ARM; the red part shows issue queues and
functional unit hints [3]

another related processor, and gives some info about the branch predictor in its technical
reference manual [25], although still very limited. This is quite a long deduction, and
the branch predictor configuration will probably have changed between the Cortex A53
design and the Cortex A57 design. However, it is the only information available. This
example will come back in Section 4.2.5, where it is discussed how a reasonable estimation
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can be made using this limited information.

As a second example, instruction latencies are important information needed in the model,
but often not available. Therefore, to have a baseline for our estimation, instruction laten-
cies from the Cortex A57 design can be used, which has a public Software Optimization
Guide [26], detailing all instruction latencies. Although this design is not completely com-
parable to the Cortex A17 design, as it even has a different instruction set architecture
(ARMv8A vs. ARMv7A), perhaps some general ideas can be extracted from the guide.
For example, when a set of comparable instructions take two or three cycles on Cortex
A57, the same kind of instructions will likely take two or three cycles on Cortex A17 as
well. The instruction latencies for a subset of instructions from the Cortex A9 design were
also found [27]. If the latencies are comparable between the newer Cortex A57 design and
the older Cortex A9 design, then it is reasonable to assume the instruction latencies are
the same on the Cortex A17 design used to validate the model constructed in this thesis.

4.2.3 Third-Party Sources

Another important source of information consists of third-party sources. Experts in the
field often have guidelines were processor details are estimated. Some well-known exam-
ples are the extensive guides from Agner Fog [28], that provide a large amount of insight
in various x86 designs. A reference of this size and quality does not exists for ARM
processors, but even (relatively) simple news articles can be used, as well other sources
such as compiler configuration files. Some news articles were already cited in the previous
section, because they facilitated determining comparable processors.

As an example here, Anandtech [2] make an estimation about how the functional units
are designed in the Cortex A12 architecture, see Figure 4.3. This figure confirms some
presumptions from Section 4.2.1, about the functional unit configuration: Anandtech
also seems to think that there are two AGUs, two ALUs, and two units for FP/NEON
calculations.

As another example, the configuration files for the gcc compiler mention some details
for the Cortex A17 design [29], more specifically instruction latencies and functional unit
configuration. Listing 4.1 shows a small extract from one of the configuration files.

First, some so-called ‘cpu units’ are defined. These correspond to the functional units of
the processor. ca17 ls0 and ca17 ls1 correspond with two load store units. ca17 alu0

and ca17 alu1 are the two general ALU functional units. ca17 mac and ca17 idiv are
functional units that perform integer multiplications and divisions, respectively. The final
unit, ca17 bx was presumed to exist, but this was the first found reference to it. This is
the functional unit responsible to execute branch instructions, as explained a bit further
in the file.

After the functional units, different groups of instructions are described, stating their
latency, and on which functional unit(s) they should be scheduled. As an example, some
integer multiplication instructions were included in the extract of Listing 4.1. It can be
seen that the latency of these instructions is equal to 4 cycles, and they occupy the first
ALU functional unit, as well as the MAC functional unit.

The configuration files provide the most detail in the mapping of instructions to functional
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Figure 4.3: Overview of Cortex A12 Backend according to Anandtech [2]
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Listing 4.1: A small extract of gcc configuration files for the Cortex A17 processor.

( def ine automaton ” cor t ex a17 ”)

( d e f i n e c p u u n i t ” ca17 l s0 , c a 1 7 l s 1 ” ” cor t ex a17 ”)
( d e f i n e c p u u n i t ” ca17 alu0 , ca17 a lu1 ” ” cor t ex a17 ”)
( d e f i n e c p u u n i t ”ca17 mac” ” cor t ex a17 ”)
( d e f i n e c p u u n i t ” c a 1 7 i d i v ” ” cor t ex a17 ”)
( d e f i n e c p u u n i t ” ca17 bx ” ” co r t ex a17 ”)

. . .

; ; Branch execut ion Unit
; ;
; ; Branches take one i s s u e s l o t .
; ; No la t ency as the re i s no r e s u l t
( d e f i n e i n s n r e s e r v a t i o n ” cor tex a17 branch ” 0
( and ( e q a t t r ” tune ” ” cortexa17 ”)
( e q a t t r ” type ” ”branch ”) )
” ca17 bx ”)

. . .

( d e f i n e i n s n r e s e r v a t i o n ” cortex a17 mult32 ” 4
( and ( e q a t t r ” tune ” ” cortexa17 ”)
( e q a t t r ” type ” ”mul , muls , smmul , smmulr ” ) )
” ca17 a lu0+ca17 mac ”)

. . .
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units thus far. Unfortunately, these files were found late in the process of the thesis, so
a lot of estimation has already happened to determine the latencies and functional unit
configuration. However, these configuration files are very useful to determine how accurate
our estimations were. While these files should be accurate for gcc to perform the best
optimizations, it is not clear whether these files are completely accurate. It could well
be that someone made a configuration file for gcc based on his/her own estimations.
But even in that case, the knowledge that someone else made similar estimations about
the configuration increases the plausibility of the previous estimations. It turns out the
previous estimation corresponds well with these files. The functional unit configuration
of all integer units described in the gcc configuration files is the same as assumed based
on the previous discussed sources. Only a branch functional unit is explicitly added,
something other architectures often have as well. However, the configuration file for the
VFP and NEON units provides new information. 14 ‘cpu units’ are defined for vector
and floating point calculations. If these all correspond to functional units, this seems
a rather high number, since there are only 4 integer functional units. The time was
also limited to incorporate every bit of this information into the hardware configuration,
and therefore the previous estimation of the vector and floating point units was mostly
kept. This consisted of two SIMD ALUs, a SIMD multiplier, a floating-point adder, a
floating-point multiplier and a floating-point divider. From the new information, another
floating-point unit was added, and some latencies were adjusted, especially those of the
division instructions. The other units specified by the gcc NEON configuration file were
mostly related to passing and shifting arguments and were always used in combination
with other functional units, so these were not implemented.

Note that the files do not mention which functional units are pipelined and which are
not. This still has to be determined by looking at the pipelined functional units of other
processors, or by reasoning about the remaining errors during validation.

4.2.4 Benchmarks

Benchmarks are another tool to estimate micro-architectural parameters. By execut-
ing a specific workload and measuring execution time for example, parts of the micro-
architectural configuration of a processor can be approximated. For example, a loop
that only has dependent memory accesses might be useful to estimate the memory access
latency.

LMbench [30] is a benchmark suite that tests different parts of Unix systems. In the
scope of this work, it was only used to estimate some instruction latencies, memory
access time and memory bandwidth. As some uncertainty is still present after using
these benchmarks, results were always compared to public info from other processors. As
an example, the instruction latencies can be estimated by LMbench, but if they would
be completely different compared to the publicly available instruction latencies of the
Cortex A57 processor, then the estimation would probably be wrong. Also, the obtained
information about the memory bandwidth and access time combined with the datasheets
of the memory modules [31] provided new and valuable insight.
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4.2.5 Fitting During Model Validation

The final option to estimate micro-architectural inputs is to adjust them during validation.
First, pick a baseline estimation, then calculate the model and compare the outcome of
the model to the measurements for different benchmarks. There will be errors in the
estimation. For some benchmarks, the error will be larger than for other benchmarks.
Combining these errors with knowledge about the behavior of the benchmarks, the micro-
architectural inputs can be adjusted (as well as the model, but this is not important in
this section). Then calculate the model again and look into the remaining errors again.
Iterating this for many possible adjustments to the micro-architectural configuration, the
configuration can be improved by selecting the configuration that corresponds to the
lowest remaining model error. This can be called ‘fitting the hardware configuration’.
This will require calculating the model multiple times, but since analytical models are
fast, this is feasible. Note that the typical problems in curve fitting, such as overfitting,
can occur. Therefore, this approach was limitedly used in this work, and especially only
after parameters were determined that could be estimated using other sources.

Let us return to the branch predictor example from Section 4.2.2. We stated that only a
single mention (that was useful for this work) of the branch predictor of the Cortex A17
could be found. To cite the technical reference manual [3]: “Dynamic prediction uses a
two-level global history buffer and a branch target address cache”. As an example of how
documents of comparable processors could be used, we mentioned the technical reference
manual of the Cortex A53 processor, because the Cortex A17 processor is based on the
Cortex A12 design, and the branch predictor from the Cortex A12 design was based on the
Cortex A53 processor. The information gathered in the Cortex A53 technical reference
manual can also be cited in a single sentence [25]: “The branch predictor is a global type
that uses branch history registers and a 3072-entry pattern history prediction table”. This
information is still very limited, and is from a branch predictor two generations earlier.
Clearly, fitting the branch predictor configuration (via the estimated number of branch
mispredictions) to the measured number of branch misses is an approach that will at
least improve the estimation, even if it may not be perfect. It was assumed that the 3072
entries in the Pattern History Table (PHT) correspond to 10-11 bits used to index the
table (210 = 2048, 211 = 4096). The bits used to index the table in a global predictor are
a combination of bits from the Instruction Pointer (IP) and bits from the global Branch
History Register (BHR). Therefore, the fitting was done to select the optimal distribution
of selected bits between the BHR and the IP bits. The result is that using 6 bits for the
BHR and 4 bits from the IP consistently gives the best results. This uses only 10 bits
to index the PHT so the table has 2048 entries. The branch predictor from the Cortex
A53 used 3072 entries, but Anandtech reported it was too performant for the lower end
Cortex A12 (and thus Cortex A17) [24], making 2048 entries a good estimation, while
easier to model. In addition, the fitting process was also necessary to select accurate α
and β parameters for the branch model.

To reduce the time spent on running analyses with slightly different parameters, this
process was automated using bash scripts. While scripts could be written to completely
automate the fitting process, in this work only scripts were made to automate running
analyses, the best parameters still were manually selected. In future work, this could be
done completely automatically.
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This concludes techniques used to determine unknown micro-architecture parameters.
This was a tedious process, but an essential part required to be able to validate the
model correctly. Errors in the model might arise from using a wrong estimation of micro-
architecture parameters. Therefore, sufficient attention was given to these techniques in
this thesis. Looking into details of one specific processor might seem like an inefficient use
of time, but a lot of insight was gained during the process of determining and estimating
these parameters. Also, a lot of model accuracy improvements were gained by better
estimations of the micro-architectural configuration, as will be discussed in Chapter 6.

4.3 The ARM Model

After gathering the two sets of input parameters by profiling and by determining the
micro-architectural configuration, the model for ARM can be calculated. As a baseline,
the formula from the micro-architectural independent model of Van den Steen et al. [13]
is used. This formula was discussed in detail in Chapter 3. Comparing the outcome of
this formula to the performance measurements provides insight to where adjustments can
be made. These adjustments were often located in the micro-architectural configuration,
as explained in the previous section. However, some changes to the model were also
considered. This section introduces some possible changes.

4.3.1 Considerations

Branch Resolution Time

In the original interval analysis, the authors observed that (on the Alpha architecture) a
branch was often the last useful instruction to be executed in an interval. Therefore, the
branch resolution time could be approximated as the window drain time. The authors
of the micro architecture independent model observed that this was no longer accurate
for the x86 architecture for which they validated their model. They calculate the branch
resolution time based on the average dependence path instead of the critical path, because
critical paths are often chains of memory operations on x86. It is interesting to see which
approach results in the most accurate model for ARM processors.

Effective Dispatch Width

The effective dispatch width introduced in the micro-architecture independent model is a
rescaled version of the dispatch width, to account for some limitations. This is discussed
in Section 3.2.1. One of these limitations was based on the observation that a typical CISC
architecture has fewer architectural registers compared to a RISC architecture as used in
validation of the original model. This increases the dependency between instructions and
thus decreases the rate at which instructions can be completed. This means the ROB will
be filled sooner. Using Little’s law, the limit on the dispatch width can be calculated as
D < ROB

lat·K(ROB)
. While this limit is true in general, this was not included in the original

interval analysis model, and the original model had a high accuracy as well. The original
model was validated against the Alpha architecture, which is a RISC architecture. The
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effect of this limitation will probably be small when validating against an ARM based
processor, since ARM also is a RISC architecture. Therefore, it would be interesting to
compare the accuracy of the model including this limit and excluding this limit. Without
this limit, the Equation 3.3 for the effective dispatch width becomes:

Deff = min

(
D,

N

Np

,
N · Ui

Ni

,
N · Uj

Nj · latj

)
(4.1)

The accuracy comparison is done in Chapter 6, to allow an overview of all improvements
made during validation and updating the model.

Dispatch Inefficiency

Section 3.2.8 stated that modeling the dispatch inefficiency was removed while construct-
ing the micro-architecture independent model. For large benchmarks, of over 100 million
instructions, with relatively low misses, it would have a relatively small impact. However,
for small benchmarks with a large amount of misses, this could be relevant enough to
change the estimation slightly. Since a lot of initial exploration was done using small
microbenchmarks, it might be relevant to include this factor again in the model. The dis-
patch inefficiency can be modeled as the total number misses times the average number
of instructions in the last dispatch cycle of an interval. If the last interval dispatched the
complete dispatch width, then there is no inefficiency of course. However, the physical
dispatch width of the machine used in validation is only two-wide. Therefore, an interval
can end with two instructions dispatched (efficient dispatching), or with one instruction
dispatched (inefficient dispatching). Because the dispatch width is very narrow on this
machine, the dispatch inefficiency would have even less effect in this model than in the
original model of Eyerman et al. [1] and the micro-architecture independent model of Van
den Steen et al. [13], since the authors validated against wider machines. Therefore, it
was chosen to not include it in this model.

Separate Issue Queues

The ARM processor used to validate the model in this thesis is the Cortex A17 processor.
From the technical reference manual, it is known that it has three separate issue queues.
One queue for NEON and floating-point instructions, one queue for integer instructions,
and one queue for load/store instructions. The interval analysis model assumes a single
larger issue queue, as this is more common on other types of processors. Even more, it is
assumed that this queue is large enough to never introduce an additional penalty, which
is a reasonable assumption. Adjusting the model to handle multiple issue queues could
be an improvement.

Imagine a benchmark consisting of two alternating sets of instructions. The first set con-
tains multi-cycle integer instructions, and the second set consists of multi-cycle floating-
point instructions. The number of instructions in each set is smaller than the size of a
single larger issue queue, but larger than the size of smaller separate issue queues. Exe-
cuting this benchmark will be slower on a processor using separate issue queues than on a
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processor with a single issue queue, even if all other processor elements are the same. This
is because the specific issue queues will be filled, stalling the dispatching of instructions.

However, separate issue queues were not implemented in the model. There was limited
time available, and most workloads do not consist of two alternating sets of multi-cycle
instructions. A single set of multi-cycle instructions will perform the same on separate
issue queues, since the larger single issue queue will be filled as well and its advantage
cannot be used. The same is valid for benchmarks consisting of mostly single-cycle in-
structions: in this case, issue queue filling is not a problem. In the end, it was assumed
that the effect of smaller separate issue queues would be limited, so it was chosen to not
implement separate issue queue modeling. However, it can be included in future work.

Chained Last Level Cache Hits

This is more an observation then a model adjustment. Section 3.2.7 explained how the
micro-architecture independent model introduced modeling chained LLC hits. This was
based on the observation that a single LLC hit can be hidden by out-of-order execution,
but a second depending LLC hit could not. The reason is that the accessing the LLC takes
a time only slightly shorter than the time needed to drain the ROB. A second depending
hit then would break the flow of instructions since the ROB will be completely drained.
This is the case when an L3 cache is used, because L3 access times are typically about
equal to the window drain time. In this model validation against a Cortex A17 design,
there is no L3 cache, so LLC access times are L2 access times, which are about 3 times
shorter. Where a typical L3 cache access latency is often at least 30 cycles, an L2 cache
access time is typically around 10 cycles. Even chained L2 hits can still be hidden by
out-of-order execution. This renders modeling chained LLC caches mostly unnecessary
in this work. The component is however not removed, since other ARM processors might
have L3 caches, and then it becomes useful again.

Instruction Cache Misses

Another observation is about instruction cache misses. Since the microbenchmarks used
during validation contain little code, there are almost zero instruction cache misses. There-
fore, this component is always close to zero. In larger benchmarks, this component is a
little higher but negligible compared to other components. Only benchmarks with a very
large code base have a large instruction cache miss component.

4.3.2 The Final Model

The final ARM model reaching the highest accuracy during validation can be expressed
by Equation 4.2, which is the same as Equation 3.2, which forms the micro-architecture
independent model by Van den Steen et al. [13].
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C =
N

Deff

+mbr · (cres + cfe) +
∑

i

mILi · cILi+1+

mLLC · (cmem + cbus)

MLP
+ PhLLC

(4.2)

Two parameters are calculated differently. Deff is calculated without critical path limit,
by Equation 4.1. cres is calculated using the critical path length, instead of the average
path length. Both adjustments are inspired by the original interval analysis model, since
that model was also validated against a RISC architecture. Therefore, it proved to be more
accurate to undo some changes made by the micro-architecture independent model, which
was implemented for x86, a CISC architecture. Chapter 6 will discuss the improvement
in model accuracy gained by these changes.
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Chapter 5

Experimental Setup

This chapter discusses all concrete facts about the experimental setup. The specifics of
the processor used to profile applications and validate the model are stated. This is an
important aspect, since knowledge about the processor is indispensable when validating
the model against the hardware. Since not a lot of information is publicly available,
estimating some details is unavoidable. This was explained in the previous chapter; this
chapter only shows the final set of micro-architectural inputs used to model the specific
processor. A second section explains which benchmarks are used to validate the model.
A set of micro-benchmarks was used to aid during the construction of the model, and a
set of more representative benchmarks was used to validate the final model. The fourth
section elaborates on the use of the hardware performance counters during validation.
The last section concludes with a description of the general process of the validation.

5.1 Processor

The model constructed in this thesis is validated against hardware. The hardware is a
Firefly development board with the serial number RK3288 referring to the System-on-
a-Chip (SoC) on board. This SoC is the Rockchip RK3288, which includes a quad-core
Cortex A17 processor. As explained in the previous chapter, obtaining all relevant details
about the used processor posed a challenge. Section 4.2 gives a more detailed explanation
of general techniques used to estimate uncertain parameters. Table 5.1 shows the details
used in the final validation, as well as how they were obtained or estimated. The functional
units and the instruction latencies are part of the micro-architectural configuration, but
are included in separate tables (Table 5.2 and Table 5.3, respectively) to improve the
readability of the tables. These last two tables are based on the gcc configuration files [29],
LMbench [30], the latencies of Cortex A9 [27] and the latencies of Cortex A57 [26].
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Table 5.1: Micro-architectural configuration.

Parameter/Component Information Source

SoC Rockchip RK 3288 Development board product page
Processor Design Cortex A17 SoC datasheet [32]
Architecture ARMv7A Cortex A17 overview [33]
Out-of-order yes Cortex A17 overview [33]
Number of cores 4 Cortex A17 overview [33]
Clockspeed 1.8Ghz Development board ARM developer overview [34]
Technology Scale 28nm Chip Manufacturer’s specification [35]

Pipeline width 2 Anandtech’s Cortex A12 Introduction: Frontend [24]
Pipeline length 11+ Cortex A17 overview [33]
Front-end pipeline length 7 Estimated based on pipeline length and frontend overview
Reorder buffer size 64 Estimated

Reservation stage entries 32
Estimated based on 3 issue queues with 4+ entries each.
Already very low, so estimated higher.

L1I cache

32kB per core,
64 byte line size,
4 way set-associative,
4 cycle access time

Cortex A17 technical reference manual [3],
SoC datasheet [32],
LMbench [30]

L1D cache

32kB per core,
64 byte line size,
4 way set-associative,
4 cycle access time

Cortex A17 technical reference manual [3],
SoC datasheet [32],
LMbench [30]

L2 cache

1MB shared,
16 way set-associative,
stride prefetcher,
12 cycle access time

Cortex A17 technical reference manual [3],
SoC datasheet [32],
LMbench [30]

ITLB 32 entries, 4kB line size Cortex A17 technical reference manual [3]
DTLB 32 entries, 4kB line size Cortex A17 technical reference manual [3]
Main unified TLB handles ITLB/DTLB misses Cortex A17 technical reference manual [3]

Bus
Bandwidth: 5 GB/s
transfer cycles: 23.4

Memory datasheet [31], clock speed

DRAM 4 x Samsung K4B8G1646Q Looking at development board
DRAM capacity 4 GB Memory datasheet [31]
DRAM Access time 87.3 cycles Estimated based on tRC [31] and clockspeed
Page size 4096 bytes Typical page size

Branch predictor
2048 PHT entries
two-level global

based on Cortex A53 technical reference manual [25]
and Cortex A17 technical reference manual [3]

BHR size 6 Fitting to branch misses, 2048 PHT entries
IP bits used 4 Fitting to branch misses, 2048 PHT entries

Predictor model
α = −0.03
β = 0.65

Fitting to branch misses

Issue queues
integer queue,
load/store queue,
NEON/floating point queue

Anandtech’s Cortex A12 Introduction: Backend [2],
Cortex A17 technical reference manual [3]

Issue queue width 2 Cortex A17 technical reference manual [3]
Issue queue size 4+ Cortex A17 technical reference manual [3]
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Table 5.2: Functional units

Type Unit

Load/Store AGU
AGU

Integer Arithmetic ALU
ALU
Integer multiplier
Integer Divider

NEON/FP Arithmetic SIMD Adder
SIMD Adder
SIMD Multiplier
FP Adder
FP Adder
FP Multiplier
FP Divider

Table 5.3: Instruction latencies

Instruction group Latency (cycles)

Branch 1
Changereg 1
I Add 1
I Sub 1
I Mul 3
I Div 19
FP Add 4
FP Sub 4
FP Mul 6
FP Div 18
FP Sqrt 20
Store 1
Load (determined by cache miss rates and latencies)
S Add (Saturing addition) 2
I Mac (Integer multiply accumulate) 4
FP Mac (FP multiply accumulate ) 10
FP Cvt (double/float conversion) 5
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5.2 Benchmarks

5.2.1 Microbenchmarks During Construction of the Model

During construction of the model, a set of microbenchmarks was used to stress different
aspects of the model. As explained in Section 2.4.2, this allows for more insight to develop
the model. The set of microbenchmarks used was based on the Microbench suite of the
Vertical Research Group of the University of Wisconsin-Madison [36]. The Microbench
suite is a set of very simple benchmarks with the intention to enable evaluation of out-
of-order cores. Each benchmark is focused on a certain individual micro-architectural
feature, limiting the use of other components of the processor. This allows validating
parts of the model. The benchmarks are classified in five categories: Control flow, Data
Parallel, Execution, Memory, and Store intensive. These are noted shorthand using C,
DP, E, M and S for each category, respectively. Table 5.4 shows all benchmarks from the
suite, including the category and a description of its intended functionality [4].

The set of benchmarks was adjusted to increase the number of iterations of the main
loop of each benchmark. Benchmarks having a larger execution time allow for more
accurate results. As an example, the benchmark named EI is shown in Listing 5.1.
This benchmark executes two times eight independent additions in a loop. Running
this benchmark and using hardware performance counters to measure the performance
reported an IPC well under two, the dispatch width of the processor. This is not because
the dispatch is limited inside the loop due to any effect or miss event, since all instructions
in the loop are single-cycle instructions and the branch is very easy to predict. The
reduced performance comes from the overhead of the initialization code that cannot be
executed optimally. If the benchmark’s number of iterations is increased enough, the
overhead of the initialization code becomes less and less important, and the performance
counters report an IPC very close to two, the dispatch width of the processor. This is
more representative of the expected behavior. Since it is important for all benchmarks
to limit the initialization overhead, the number of total iterations of each benchmark was
increased, so their execution time was increased with about a factor 100.

In addition to increasing the execution time of the benchmarks, some errors were removed.
For instance, the DPT benchmark does sinus calculations on floats, but mistakenly used
the function sin from the C math library. This function expects a double as its argument,
and will implicitly convert a float to a double. This was resolved by replacing the sin

function call with a call to sinf, which is the same function, but expects a float as
argument. One could argue and say that the authors intended the implicit conversion
from floats to doubles, but since there already is a benchmark, DPcvt, that stresses float-
double conversions, the choice was made to change the DPT benchmark to something more
representative of its description.

More problems and solutions related to these microbenchmarks are discussed in Ap-
pendix A.
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Table 5.4: Overview of microbenchmarks from the Microbench suite [4].

Benchmark Type Benchmark Codename Description

Control CCa Always Branch
CCe Alternating Control Flow – Easy to predict with Patern Table
CCh Random Control Flow – Impossible to predict
CCh st Control with stores
CCl Control with large basic-blocks (potentially larger flush penalty)
CCm Control which ”mostly” goes in one direction. (heavily biased)
CF1 Inlining test for functions containing loops
CRd Recursive Control Flow – 1000 Deep
CRf Recursive Control Flow – Fibonacci
CRm Recursive Merge Sort algorithm
CS1 Switch Case Statement of Size 10– Different Case Each Time
CS3 Switch Case Statement of Size 10 – Different Case Every third Time

Data Parallel DP1d Simple Data Parallel Loop – Double Arithmatic
DP1f Simple Data Parallel Loop – Float Arithmatic
DPT Simple Data Parallel Loop – Float Sin Computation
DPTd Simple Data Parallel Loop – Double Sin Computation
DPcvt Simple Data Parallel Loop – Converts Between Double/Float Arithmatic

Execution ED1 Integer Execution – Length 1 Dependency Chain each Loop
EF Floating Execution – 8 Independent computations Per Loop
EI Integer Execution – 8 Independent Computations Per Loop
EM1 Integer Execution – Length 1 Dependency Chain each Loop (with multiplies)
EM5 Integer Execution – Length 5 Dependency Chain each Loop (with multiplies)

Memory MC Generates Many Conflict Misses
MCS Generates Many Conflict Misses, with stores
MD Data Cache Resident Linked List Traversal
MI 8 Streams of independent memory access, all cache resident
MIM 8 Streams of independent memory access, no conflicts
MIM2 8 Streams of independent memory access, 2 coalescing ops per iteration
MIP Many Instruction Cache Misses
ML2 L2 resident linked list traversal
ML2 BW ld L2 resident linked list traversal, BW limited (loads)
ML2 BW ldst L2 resident linked list traversal, BW limited (loads/stores)
ML2 BW st L2 resident linked list traversal, BW limited (stores)
ML2 st L2 resident linked list traversal (stores)
MM Non-Cache resident linked list traversal
MM st Non-Cache resident linked list traversal (with stores)
M Dyn Load store Access with Different dynamic dependencies

Store Intense STc Repeatedly Store in Consecutive Addresses, L1 Cache Resident
(stresses WB buffer) STL2 Repeatedly Store in Consecutive Addresses, L2 Cache Resident

STL2b Repeatedly Store in Consecutive Addresses, performs load every 512 stores
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Listing 5.1: The EI benchmark.

a t t r i b u t e ( ( n o i n l i n e ) )
int loop ( int zero ) {

int t1 = 1 ;
int t2 = 89 ;
int t3 = 3 ;
int t4 = 21 ;
int t5 = 2 ;
int t6 = 7 ;
int t7 = 2 ;
int t8 = 3 ;
int t9 = 1 ;
int t10 = 89 ;
int t11 = 3 ;
int t12 = 21 ;
int t13 = 2 ;
int t14 = 7 ;
int t15 = 2 ;
int t16 = 3 ;

int i ;

/∗ the loop i s the most important par t o f the benchmark , e x ecu t ing t h i s
very o f t en decrease s r e l a t i v e overhead o f the i n i t i a l i z a t i o n code

∗/
for ( i=zero ; i < ITERS ; i +=1) {

t1+=i ;
t2+=i ;
t3+=i ;
t4+=i ;
t5+=i ;
t6+=i ;
t7+=i ;
t8+=i ;
t9+=i ;
t10+=i ;
t11+=i ;
t12+=i ;
t13+=i ;
t14+=i ;
t15+=i ;
t16+=i ;

}
return t1+t2+t3+t4+t5+t6+t7+t8 ∗ t9+t10+t11+t12+t13+t14+t15+t16 ;

}
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5.2.2 Benchmarks for Final Validation

To validate the model, eventually some benchmarks are required that are more represen-
tative of real workloads. While microbenchmarks are easy to understand and can provide
valuable insight to construct a model, more representative benchmarks are more useful
for validation of an analytical model. The processor used in the hardware validation is a
Cortex A17 processor, which is a middle-end mobile processor by ARM. Therefore, mobile
or embedded benchmarks are among the most interesting onces to use during validation.
The MiBench suite [37] was selected, because it is freely available and is based on the well
constructed but expensive EEMBC suite [38]. The major disadvantage of the MiBench
suite is the relatively old code base. The latest commit dates from 2012. This had the
implication some benchmarks could not be compiled on our system. Appendix A gives a
list of which benchmarks were problematic.

The MiBench benchmarks are divided in five categories: automotive, consumer, office,
network, security and telecommunication. The automotive category contains benchmarks
to represent common tasks performed on processors embedded in cars, such as air bag
controllers, engine performance monitors etc. The consumer category contains bench-
marks mostly related to image manipulation and media encoding/decoding. The office
category consists of text manipulation algorithms. The network set has benchmarks for
processors in equipment such as routers, stressing graph calculations like Dijkstra’s al-
gorithm. Finally, the benchmarks in telecommunication represents algorithms for signal
processing. Together, these benchmarks form a diverse set of applications often executed
on mobile and embedded hardware.

In addition, a couple of benchmarks from the Stream suite [39] were used, because they
were already mostly setup for other research and were a great tool to stress the memory
component of the model, since MiBench is a suite that stresses mostly only computational
tasks. These are synthetic benchmarks, and not representative of real workloads for
mobile devices, but they are a tool to evaluate the memory component of the model. The
benchmarks are called add, copy, daxpy, fill, scale and triad. add sums the contents
of two large arrays of floating-point numbers and stores the result in another array; copy
copies the contents of a single array into another array; daxpy performs the multiplication
of the content of one array with a constant, and adds the content of another in the same
array; fill just fills an array with a constant number; scale multiplies the contents of
an array and stores it in another; triad calculates the same as daxpy, but puts the result
in a different array. These description are important to understand the results of the
performance estimations discussed in Chapter 6.

5.3 Profiler Configuration

The profiler software has different configuration options to select. The most important
ones are related to the detail of the profile constructed. As explained in Section 4.1.2, the
profiler can switch between phases with different levels of detail. In the detailed phase,
micro-traces are sampled that are decoded and analyzed for dependencies. The lengths of
all phases, the sample size, the window size, etc. all can be configured as a command-line
option to the profiler.
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Table 5.5: Profiler configuration for microbenchmarks.

Configuration Option Value (Instructions)

Fastforward 10,000
Warmup 0
Detailed 100,000,000
Window size Variable
Micro-trace instruction length 1,000
Micro-trace memory length 0

Compression off

All microbenchmarks were profiled with the same configuration, except for the window
size. The most relevant options are shown in Table 5.5. Since the instruction count
of each benchmark is very different, it was chosen to adjust the window size to each
benchmark, to obtain a reasonable number of windows. The window size varied from
10,000 instructions for the smallest benchmarks to 500,000 for the larger ones. Using a
specific window size for each benchmark, a number of micro-trace samples is obtained.
The number of micro-trace samples lays between 60 and 300 for all microbenchmarks.

For each benchmark, the first 10,000 instructions are fastforwarded, i.e., ignored. This
is done because some small initialization always occurs, which is unrepresentative of the
intended benchmark behavior. It was chosen to skip the warmup phase for the micro-
benchmarks, since more instructions were left over for detailed analysis. The rest of
the benchmark was profiled in the detailed phase. The micro-trace instruction length
was chosen at 1,000 instructions, inspired by the results of Van den Steen et al. [13]. The
micro-trace memory length was set to zero, because a lot of microbenchmarks do not access
memory in their representative regions. As a sidenote, the fact that the benchmarks had
no memory accesses in their main parts was a source of profiling errors, see Appendix A for
a more elaborate description and the solution. Finally, compression was turned off, so the
(low) profiling speed of the ARM profiler was kept as high as possible. See Section 6.1.2
for more information about the speed of the profiler.

For the set of more representative and memory benchmarks used in validation it was
also chosen to vary the window size to allow for gathering enough micro-traces samples,
while limiting required profiler speed. The window size was chosen so that for each
benchmark, a number of micro-traces sampled is in the broad order of 100 samples. For
the larger benchmarks, the fastforward phase was extended to 1 million or 10 million
instructions, and the warmup phase was included with a length in instructions equal to
the length of the fastforward phase. The other configuration options are the same as for
the microbenchmarks.

5.4 Performance Measurements

As explained before, we validate the analytical model against real hardware. This hard-
ware, the CPU described in the previous section, has 6 hardware counters, and a dedicated
counter to count cycles. These counters are included in the PMU of the processor. Up
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Figure 5.1: PMU block diagram [3].

to 6 hardware events can be analyzed at the same time, excluding the cycle counter. An
overview is given by Figure 5.1, from the Cortex A17 technical reference manual [3].

The list of hardware events that can be analyzed are also found in the technical reference
manual. The most important event to monitor is the cycle count. This is the number the
model tries to estimate. Of course, the model also estimates CPI components from the
total cycle count, for example the number of cycles lost to branch mispredictions. This
cannot be counted using hardware, but the number of branches and branch mispredictions
can be counted. This is a useful number for investigating inaccuracies in the analytical
model. The same is true for cache references. This can be counted, and is useful to
compare against the Dynamic Random-Access Memory (DRAM) component estimated
by the model. However, since the model assumes short-latency instruction cache misses
(e.g., L1 or L2 I-cache misses) can be fully hidden by out-of-order execution, these are not
included in the DRAM component. Therefore, some caution is required when analyzing
performance counters results for caches. There are a lot of events available to count cache-
related statistics, so it is important to make sure the right event is selected. Even more,
as explained a further, events available to the processor listed in the technical reference
manual are sometimes mismatched to events available to the software used to measure
the counters.

The hardware performance counters were monitored using the perf tool [40] from the
Linux performance events subsystem in kernel. It is the de facto method to read hard-
ware performance counters. Next to monitoring hardware events, perf also supports
monitoring low-level software events, such as page misses, context switches, etc. These
software events are less relevant for the research in this thesis. perf allows monitoring
events for different levels of granularity, ranging from the events of a single command, to
the events of all processes running on the system. The original goal of perf was to use
the performance events subsystem of the Linux kernel, but since then has received various
enhancements for tracing capabilities. The tracing functionality was not needed in this
work, so the interested reader is referred to the perf wiki [40].

Before using perf, some complications needed to be solved, as discussed in Appendix A.
The main problem was that the user space tool is part of the Linux kernel, and deeply
linked with it. It is not included in the shipped kernel of the used development boards.
However, installing perf requires a compatible kernel. The solution was to flash a de-
velopment board with a newer kernel, where perf could be installed. This was less than
ideal, because a lot of other tools ceased working on that board, for example the well-
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Table 5.6: Performance counters events used by their raw event specifier.

Event ID Description

0x16 Level 2 data cache access
0x17 Level 2 data cache refill
0x50 Level 2 data cache access - read
0x51 Level 2 data cache access - write

known apt-get commands to install software. More information can be found in the
appendix.

After perf was set up correctly, a list of events available to monitor on the used hardware
can be generated. Table 5.7 shows the events that can be selected using perf. While
most of these events correspond to the real counts, sometimes there is a mismatch in
the mapping between the events stated by perf and the events stated in the processor’s
documentation, resulting in counts for other events than expected. As an example, the
LLC-load-misses event counter returned the same count as the LLC-store-misses event
counter, which leads to the conclusion that the misses were not differentiated between
loads and stores. Other cache related events reported by perf also had strange results.
Luckily, it is also possible to configure perf to use raw hardware event counters. Giving
perf the raw event specifier for an event included in the processor’s technical reference
manual should give correct event count. Table 5.6 shows which raw events were used from
the manual.

Indeed, there is no dedicated event for L2 cache read misses and store misses. Instead,
the data cache refill event is used. This is the same event as reported by perf as
LLC-load-misses and LLC-store-misses. When a cache miss occurs, the cache needs
to be refilled with the data from main memory, so the number of refills corresponds to
the number of cache misses. To obtain an estimate for the number of L2 read misses, i.e.,
LLC load misses, the number of L2 data cache refills can be scaled with the fraction of
loads in the total number of L2 accesses as follows:

LLCload misses =
L2loads

L2accesses

· L2refills (5.1)

These numbers can be counted, resulting in an estimate for the number of LLC load
misses. This number can be compared to the model estimation of the number of LLC
load misses, allowing for validation of a large part of the DRAM component of the model
separately from the other components.

As an additional note, it is possible to measure more events at once using perf than hard-
ware counters available, but in this case, the measurements are sampled and extrapolated.
The measurements can then become very inaccurate [41].

The conclusion is that the perf tool is easy to use and very powerful in combination with
the available hardware performance counters, but some attention has to be maintained
to use the tool correctly. In the end, the commands from Listing 5.2 were used for each
benchmark.

The -r flag is used to automatically perform the measurements multiple times. perf
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Listing 5.2: Commands to measure performance events

# t o t a l c y c l e count , branch p r e d i c t i on
p e r f s t a t −r 20 −e i n s t r u c t i o n s : u , c y c l e s : u , branches : u , branch−misses : u \

path/ to /benchmark

# la s t− l e v e l cache misses
p e r f s t a t −r 20 −e r16 : u , r17 : u , r50 : u , r51 : u path/ to /benchmark

reports the mean and variance of the event counts. Note that this means the counts are
not the same for every run of a single benchmark. The Cortex A17 technical reference
manual [3] states this is because of pipelining effects in the processors, and only has a
negligible impact except in cases where the counters are enabled for a very short period.
Indeed, the variances are mostly very low, especially when the command is run 20 times.

The -e flag is used to select the events the tool has to count. Each event can be marked
by the letter u, as in event:u. This is because perf can count events for either userspace
instructions or kernelspace instructions or both. Since the profile is obtained by userspace
profiling, the model only estimates cycle counts for userspace instructions. Therefore, the
performance measurements were also obtained for userspace instructions only. For bench-
marks that execute a lot of code using kernel privileges, the recorded profile might result in
a less accurate performance estimation because of this limitation. However, if the profiler
could record system-level instructions, the model could be used on to accurately estimate
performance of these benchmarks as well. Adding support for system-level instructions is
part of possible future work.

5.5 The Validation Process

After obtaining the performance measurements, they can be compared to the estimations
of the model for each benchmark. Using a spreadsheet application, absolute and relative
differences can easily be calculated. Average error percentages across all benchmarks
or across different subset of benchmarks that stress the same part of the model can be
calculated. Important differences then can be selected to investigate further. Looking
at the results, the source code, or elements of the profile generates knowledge. This
knowledge helps deducting a new hypothesis, i.e., the next step to try to improve the
results. When a change is made to the model or to the micro-architectural configuration
of the model, another evaluation run can be made. The results then can be compared
again, resulting again in new knowledge. This circle of generating knowledge, making
hypotheses and evaluating them is the approach to iteratively improve results of the
model and its micro-architectural configuration. Figure 5.2 shows this graphically.

In the end, the model was validated using more representative benchmarks that provide
a more realistic workload. This resulted in the final average error of the model, i.e., the
accuracy. The accuracy of some intermediate versions and the final model are discussed
in the next chapter.
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Table 5.7: Performance counter events as shown by perf list on a Cortex A17 processor.

Event Type of event

branch-instructions OR branches Hardware event
branch-misses Hardware event
bus-cycles Hardware event
cache-misses Hardware event
cache-references Hardware event
cpu-cycles OR cycles Hardware event
instructions Hardware event

alignment-faults Software event
bpf-output Software event
context-switches OR cs Software event
cpu-clock Software event
cpu-migrations OR migrations Software event
dummy Software event
emulation-faults Software event
major-faults Software event
minor-faults Software event
page-faults OR faults Software event
task-clock Software event

L1-dcache-load-misses Hardware cache event
L1-dcache-loads Hardware cache event
L1-dcache-store-misses Hardware cache event
L1-dcache-stores Hardware cache event
L1-icache-load-misses Hardware cache event
L1-icache-loads Hardware cache event
LLC-load-misses Hardware cache event
LLC-loads Hardware cache event
LLC-store-misses Hardware cache event
LLC-stores Hardware cache event
branch-load-misses Hardware cache event
branch-loads Hardware cache event
dTLB-load-misses Hardware cache event
dTLB-prefetch-misses Hardware cache event
dTLB-store-misses Hardware cache event
iTLB-load-misses Hardware cache event

rNNN Raw Hardware event descriptor
cpu/t1=v1[,t2=v2,t3 ...]/modifier Raw Hardware event descriptor
mem:addr[/len][:access] Hardware breakpoint
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Figure 5.2: Iteratively improve model by generating knowledge, making hypotheses and
evaluating them through experiments.
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Chapter 6

Results and discussion

This chapter discusses the results of this dissertation. First, the constructed DynamoRIO-
based profiler is discussed in Section 6.1. This DynamoRIO-based profiler also supports
the x86 architecture, so the functionality can be verified by generating the profile of an x86
application and comparing it to a profile generated by the PIN-based profiler. Afterwards,
the speed of the DynamoRIO-based profiler is compared to the speed of the PIN-based
profiler. Section 6.2 discusses the validation of the constructed model. The accuracy
improvements gained during the work by changes to the model or the micro-architectural
configuration are discussed, leading up to a discussion of the accuracy of the final model.
First, the validation for the microbenchmarks is discussed, followed by the validation for
the larger benchmarks. The chapter ends with a section dedicated to a discussion of the
limitations of the current work and future work possibilities.

6.1 Profiler

This section discusses the profiler constructed in this work. The PIN-based profiler from
the work of Van den Steen et al. [13] was ported to use the DynamoRIO framework
instead of the PIN framework. In addition, the Capstone disassembler [21] was included
as a substitute for the XED-decoder. Since the DynamoRIO framework as well as the
Capstone disassembler support the x86 architecture next to the ARM architecture, the
new DynamoRIO-based profiler for the x86 architecture can be directly compared to the
PIN-based profiler in terms of both functionality and speed.

6.1.1 Functionality

Both the DynamoRIO-based profiler and the PIN-based profiler write multiple files con-
taining the profile. While every file could be compared separately to verify the output of
the DynamoRIO-based profiler, it is easier to evaluate the same model on both profiles. If
the model yields a similar performance estimation for both profiles, then the DynamoRIO-
based profiler has to record (almost) the same information as the PIN-based profiler.
Running the model on both profiles on a simple benchmark gives the performance esti-
mations shown in Table 6.1. The results are very similar, the DynamoRIO-based profile
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Table 6.1: Comparison of performance estimations of the PIN-based profiler and the
DynamoRIO-based profiler.

Profiler Base Branch I-cache LLC DRAM Total

PIN-based 73,453,738 1,066,963 398,200 0 523,114 75,442,015
DynamoRIO-based 74,110,670 1,059,647 398,200 0 624,400 76,192,918

Figure 6.1: Performance estimation comparison for a subset of the MiBench benchmarks.

gives a total cycle count estimate within 1% of the estimation delivered by the PIN-based
profile. Even more, the different components of the performance estimation are also very
similar.

For a slightly more elaborate functionality verification, one random benchmark of each of
the five categories of the Mibench suite was selected. Each benchmark was profiled on the
same x86 hardware, using the DynamoRIO-based profiler and the PIN-based profiler. The
same model was applied on these profiles, and the performance estimations are compared.
This comparison is shown in Figure 6.1. The vertical axis expresses the performance in
CPI, the average number of cycles required to execute an instruction. The horizontal axis
shows the different benchmarks for which the comparison was made. For each benchmark,
the left bar represents the performance estimation using the PIN-based profile, while the
right bar shows the performance estimation using the DynamoRIO-based profile. As
can be clearly seen, both profiles lead to very similar performance estimations. The
remaining differences could be attributed to edge cases in the different framework and
decoder. For instance, both instrumentation frameworks show a very small difference
in instruction counts, and the decoding to micro-ops is done differently because of the
substituted decoder.

Although this is not an exhaustive verification, it can be concluded that the DynamoRIO-
based profiler on x86 records a profile that provides a very similar performance estimation
as the profile obtained via the PIN-based profiler. While the goal of recording a func-
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tioning profile on the ARM processor cannot be directly verified, this result raises the
confidence that the profiler will record a correct profile on ARM as well.

6.1.2 Speed

After verifying the functionality of the profiler, it is interesting to discuss the speed of
the profiler. A fast profiler was not the goal of this thesis, only a functional profiler was.
However, it is still worth mentioning the speed of the constructed profiler. The goal of this
section is to give a general idea of the relative profiler speed compared to the PIN-based
profiler, by looking at the profiling speeds of different versions of the same benchmark,
only different in the number of iterations. A more absolute speed validation of the PIN-
based profiler can be found in the work of Van den Steen et al. [13]. The speed is expressed
in Million Instructions Per Second (MIPS). This is the number of dynamically executed
instructions of the application that the profiler can process per second. This depends on
how much additional instructions are inserted, and how fast these can be executed. Since
the profiler has different levels of detail, called phases, it is interesting to compare the
speed of the DynamoRIO-based profiler to the speed of the PIN-based profiler in each of
these phases. These phases were explained in Section 4.1.2.

Fastforward Speed

Figure 6.2 shows the speed of the different profilers in the fastforward phase, for dif-
ferent lengths of the same benchmark. The vertical axis shows the speed, represented
in MIPS. The horizontal axis shows the different profilers for benchmarks with different
execution times. The benchmark contains a loop that calculates the sum of the first n
natural numbers. The very small version contains only around 80 thousand instructions,
the medium sized version contains about 70 million instructions, and the largest version
contains about 7 billion instructions. These are instruction counts for x86 since on ARM,
the benchmarks contain about 50% more instructions for the longer benchmarks. The
PIN-based profiler and the DynamoRIO-based profiler for x86 were used on the same
hardware. DynamoRIO-based profiling for ARM was performed on the ARM hardware
discussed in the previous chapter. Note that the ARM hardware has a lower general per-
formance than the x86 processor used for the other profilers, and the instruction count is
different. This means that the speeds measured for the ARM profiler cannot be directly
compared to the other profilers, but they are nevertheless interesting to show.

In the fastforward phase, no instructions are inserted. This allows for a direct comparison
of the overhead of the instrumentation frameworks used, since no overhead by inserting
instructions is generated. The overhead of the framework then consists of two parts.
The first part is the overhead during initialization of the profilers. The second part is
the overhead introduced by the framework during execution of the benchmark. We call
this the dynamic framework overhead. This can consist of time needed to copy newly
encountered basic blocks to the code cache, the time needed to watch events in the
instruction stream, etc.

The initialization overhead is best shown by the shortest benchmark. Since it contains
a very limited amount of instructions, the dynamic framework overhead is limited. As
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(a) Short benchmark (b) Longer benchmarks

Figure 6.2: Profiler speed in the fastforward phase.

shown in Figure 6.2a, the DynamoRIO framework has a lower initialization overhead
and thus a higher speed for the smallest benchmark. However, when the benchmark
gets larger, the dynamic framework overhead becomes larger. The bigger benchmarks in
Figure 6.2b show that the PIN framework is more efficient during execution. At 70 million
instructions, the PIN profiler is already noticeably faster, and at 7 billion instructions
the PIN-based profiler is more than 5 times faster than the DynamoRIO-based profiler.
The initialization overhead is completely dominated by the dynamic framework overhead.
Since no instructions are inserted at all at this point, no overhead exists due to extra
instructions. The comparison shows that the PIN framework is by far the more efficient
framework.

For the profiler on ARM, the speed is lower due to the lower performance of the hardware.
Comparing it to the same profiler on x86, we see that the profiler speed for the smallest
benchmark is about 7 times lower on ARM. This is probably not completely due to the
lower performance of the processor, since the speed for the larger benchmarks is at least as
high as half the speed of the same profiler on x86. As some functionality of DynamoRIO
is not (yet) implemented for the ARM architecture, it could be that parts of the ARM
code of the framework are less optimized as well.

Warmup Speed

In the warmup phase of the profiler, instrumentation is done to record instruction cache
accesses and data cache accesses. No branches are instrumented, and no micro-traces
are sampled for decoding and calculating instructions. Figure 6.3 shows the speed of
the different profilers, again for a very short version, a medium sized version and a large
version of the same benchmark.

The execution overhead of the DynamoRIO-based profiler is now augmented with the
overhead of the inserted instructions. We call this the inserted overhead. The speed of
all profilers drops, but for the small benchmark, the relative speed difference between the
profilers stays about the same, since the total overhead is still dominated by the initial-
ization overhead. For the bigger benchmarks, we see that impact of inserted instructions



CHAPTER 6. RESULTS AND DISCUSSION 62

(a) Short benchmark (b) Longer benchmarks

Figure 6.3: Profiler speed in the warmup phase.

is severe, especially for the DynamoRIO-based profiler. The dynamic framework over-
head of the profiler was already higher than that of the PIN-profiler, but we see that
the inserted overhead is higher as well. This is because the performance of the inserted
instructions was of minor importance in this work. For instance, most inserted instruc-
tions were so-called clean calls, i.e., call instructions that will need a new stack frame.
Inserting instructions in a more optimal way could improve the profiler speed. Also, as
explained in Appendix A, some implemented workarounds are also less efficient. These
workarounds were required to port parts of the profiler that depend on functionality in
the PIN framework that was not available in the DynamoRIO framework.

A comparison for the ARM profiler in this phase is even less useful, since instructions are
inserted now and the number of inserted instructions will be different due to the different
instruction-set architecture. It can only be concluded that the performance of the profiler
on the ARM processor is lower, whether it is solely due to the lower performance of
the ARM hardware used, or also due to less optimizations of DynamoRIO for the ARM
architecture. The measurement for the longest benchmark took so long that a variable,
involved in measuring the time, overflowed, resulting in an incorrect measurement. As the
measurement for the DynamoRIO-based profiler on x86 is about the same for the medium
and the long benchmark, the speed of the DynamoRIO-based profiler on ARM for the
long benchmark will probably be the same as the speed for the medium sized benchmark
as well.

Detailed Speed

The detailed phase of the profiler is little more complicated, since in this phase, micro-
traces are sampled. These micro-traces are instrumented to extract even more detailed
data. To compare the detailed phase and the collection of micro-traces, different exper-
iments were executed. A self-made small benchmark is used that calculates an array
containing the first n Fibonacci numbers, with n a large number. This is a different
benchmark from the one used in the speed evaluation of the fastforward and warmup
phases, because its length was more suitable for this speed evaluation. We wanted to
evaluate the detailed phase speed for different sizes of micro-trace samples, and for dif-
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(a) Profiler speed for different sample sizes (b) Relative Profiler speed for different sample
sizes

(c) Profiler speed for different window sizes (d) Relative profiler speed for different window
sizes

Figure 6.4: Profiler speed in the detailed phase.

ferent window sizes in which micro-traces are sampled. Because more profiling runs are
performed, the Fibonacci benchmark was chosen because it executes fewer instructions,
about 17 million. A benchmark executing fewer instructions naturally reduces the time
required for the profiling. The results are shown in Figure 6.4.

The first two figures show the profiling speed on the vertical axis for different sample sizes
on the horizontal axis. The window size is kept constant at 750,000 instructions. The left
figure shows the absolute speed measured, while the right figure shows the relative speed
of the DynamoRIO-based profiler compared to the PIN-based profiler. Again, the speeds
measured for the ARM profiler are limited by the processor, so these measurements cannot
be directly compared to the measurements of the PIN-based profiler nor the DynamoRIO-
based profiler on x86.

The figures show that for increasing sample sizes, the profiling speed decreases. This is
due to the fact that larger micro-trace sizes correspond to more total instructions added to
the instruction stream, since micro-traces are the pieces of code that are instrumented and
analyzed the most heavily. In addition, it is observed again that the PIN-based profiler is
more efficient. The lower efficiency of the DynamoRIO framework is complemented with
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the increased overhead of the inserted instructions from the detailed instrumentation.
As previously noted, the inserted instructions in the DynamoRIO-based profiler are less
efficient than the inserted instructions in the PIN-based profiler. The larger the samples
taken, the more of these less-efficient instructions are inserted, so the DynamoRIO-based
profiler becomes relatively slower for larger sample sizes. It is interesting to note that for
sample sizes larger than 2,000 instructions, the relative speed of the DynamoRIO-based
profiler remains constant. An explanation is given after discussion of the profiler speeds
for different window sizes, since a similar observation can be made.

The last two figures, Figure 6.4c and Figure 6.4d show the absolute and relative profiler
speed measured for decreasing window sizes, respectively. The sample size is held at
1,000 instructions. The same conclusions can be made: the DynamoRIO-based profiler
is slower due to the larger dynamic framework overhead and the larger overhead of in-
serted instructions. Smaller window sizes correspond to more windows in the instruction
stream. For the used sample rate equal to one, this means each window corresponds to
a sampled micro-trace. Thus the smaller the window size, the more samples are taken
from the instruction stream, so the lower the speed of the profilers. In addition, the same
observation can be made as for the profiler speed for different sample sizes: the relative
speed of the DynamoRIO-based profiler remains about constant once a certain window
size is reached.

These two observations can be explained as follows: When a high number of instructions is
inserted in the dynamic instruction stream, the total overhead of profiling the application
is dominated by the inserted overhead. This means the biggest contributor to the relative
speed difference is the difference in efficiency of the code added per instruction. This
efficiency difference is constant, and since it dominates the total profiling overhead for
larger samples and smaller windows, the total profiler overhead remains constant as well.

It can be concluded that the inserted overhead of the DynamoRIO-based profiler is about
14 times higher than the inserted overhead of the PIN-based profiler. A large part of
this increase in inserted overhead can be explained by the workarounds that had to be
implemented to cope with less functionality in the DynamoRIO-based framework. These
are explained in Appendix A. For example, the workaround to handle the phase switching
of the profiler required flushing the code cache each time the phase is switched. In the
PIN-framework, different instrumented versions of the same code can be kept in the code
cache, eliminating the need the flush the code cache. The remaining part of the increase
in inserted overhead will be due to less efficient code inserted. Most analyzing functions
were inserted as clean calls, requiring a new stack each time they are called. Inlining these
calls is an example of how the DynamoRIO-based profiler could be made much faster.
This is not done in the current profiler, since the focus was on correct functionality instead
of high profiling speed. Improving the speed of the profiler is part of possible future work.

In general, for representative profiling jobs, the DynamoRIO-based profiler is about 6 to
7 times slower than the PIN-based profiler, since mostly windows of around 1 to 2 million
instructions are used.
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6.2 Model Accuracy

This section discusses the accuracy of the model, validated against the hardware discussed
in the previous chapter. First, microbenchmarks are used to determine the accuracy
of the original model, starting with a baseline micro-architectural configuration. From
there on, some adjustments were made, both to the model and to the micro-architectural
configuration. While not all changes can be discussed here, some of the bigger ones are
introduced. To present the result of these individual changes, we compare the results
with and without the change, while keeping the rest of the model and micro-architectural
parameters constant at the most accurate configuration. After the model validation using
the microbenchmarks, the accuracy of the model is discussed using the larger benchmarks.

6.2.1 Microbenchmarks

As a first remark, the execution time of the microbenchmarks was not high enough to
make accurate estimates for the DRAM component of the model. Therefore, the perfor-
mance estimations of microbenchmarks having a large amount of memory accesses will
be inaccurate. This section will discuss the microbenchmarks containing almost no mem-
ory instructions, i.e., those from the categories Control Flow, Data Parallel and Execute.
These microbenchmarks mostly stress the branch prediction component and the base
component of the model.

Baseline Micro-Architectural Configuration

The first step in validating the model was to run the model on recorded profiles of the
microbenchmarks, using a baseline micro-architectural configuration with a lot of inaccu-
racies. The resulting performance estimations are compared to the measured performance
in Figure 6.5. The total average error and the average error across each category are shown
in Table 6.2. It can be seen that in general, the model tracks the measured performance
reasonably well, but not perfectly. Large errors exist for some benchmarks, and in addi-
tion the average error rates are not very low either. The following paragraphs introduce
changes to the model and to the micro-architectural configuration to lower these errors.

Table 6.2: Average error rates for the baseline model.

Error

Average Total Error 29.08%
Average C Error 28.00%
Average DP Error 47.08%
Average E Error 14.85%

Executing an Instruction on a Pipelined Functional Unit

For the DP benchmark category, two benchmarks (DPTd and DPcvt) have a very high
remaining error, and another one has a slightly lower error (DPT). The other two DP
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Figure 6.5: Performance estimation for the baseline model.

benchmarks are estimated almost perfectly. Looking at the instruction mix of these
benchmarks, it was found that some instructions were not classified correctly. The DPT
benchmark and the DPcvt benchmark contained a similar instruction (a so-called cvt

instruction, converting numbers to different formats) in their loops that was not mapped
to the correct functional unit with the correct latency. In fact, this multi-cycle instruction
was mapped on a non-pipelined functional unit. Mapping the instruction on a pipelined
functional unit in the micro-architectural configuration improved the results greatly for
these benchmarks. The error rate across the DP category was dropped from about 48%
percent to about 26% by this change. However the DPTd benchmark was not affected.
This benchmark is very similar to the DPT benchmark, the only difference being the use
of double-precision floating-point numbers instead of single-precision numbers. But this
benchmark did not contain a similar incorrectly mapped instruction, so the error was not
decreased by this change.

Branch Misprediction Rate Estimation

Since the average error across the C benchmarks was also pretty high, the next step is to
improve the branch prediction. Since not a lot was known about the branch predictor,
a lot of different configurations were tried. Since the model also estimates the number
of branch mispredictions and the hardware performance counters allow for obtaining the
real number of branch mispredictions, these numbers can be directly compared. The
original branch predictor configuration (a model fitted to an x86 processor using SPEC
benchmarks) resulted in an error of about 237% when comparing branch misprediction
numbers. After running different configurations, a better branch predictor configuration
was chosen that had only about 47% error left in its estimation of the branch misprediction
rate.

This remaining error is not very low, but the remark has to be made that most benchmarks
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have a very low number of branch mispredictions, greatly increasing the relative error even
if the absolute error was fairly small. Even more, the branch component for benchmarks
with a low number of branch mispredictions almost does not contribute to the total
cycle count, so a high relative error for the branch misprediction rates does not decrease
the accuracy of the total performance estimation much, at least for benchmarks with
a low number of branch mispredictions. If benchmarks have a high number of branch
mispredictions, it is of greater importance to estimate this number accurately.

There is one benchmark left, with a high number of branch mispredictions (30% of all
branches are predicted incorrectly), where the number of branch mispredictions is esti-
mated inaccurately, with a remaining error of 60%. This benchmark is called CRf, and is
a recursive algorithm calculating Fibonacci numbers. The branches rise from the recur-
sive calls. The CRd benchmark also is a benchmark with recursive calls, but the branch
misprediction rate of CRd is about 20 times smaller, and gets estimated nicely with an
error of about 25%, which is good for a low number of branch mispredictions. It is strange
why two recursive algorithms have such a great difference in branch misprediction rates.
It could be that through compiler optimizations, the recursive calls are optimized dif-
ferently for both benchmarks. Compiling them at lower levels of optimization, absolute
numbers of branches and branch mispredictions are different but the same relative error
remains in estimating the branch misprediction rate. Looking at the assembly code of
these benchmarks did not result in additional useful insight. In addition, the different
files from the application profiles did not point to a plausible explanation either. It can
be concluded that the source of errors for the CRf benchmark lies somewhere else. While
the error might arise from an aspect not modeled yet, a more probable reason is that
something is different between the profiling run and the measurement run. Especially
the observation that the measured CPI is very high for this kind of benchmark points to
strange behavior.

When taking the final model, and changing the branch predictor configuration to the
inaccurate baseline configuration, the average error rates are only slightly higher than
the average error rates when using the best branch predictor configuration, despite the
difference in error rates when predicting branch miss rates only. Table 6.3 summarizes
these results. The small differences in error rates for cycle counts can explained by the fact
that branch mispredictions do not correspond to a large part of the estimated total cycle
counts for most benchmarks. The third configuration shown in the table is a configuration
fitted to the total cycle count error, instead of the branch misprediction rate error. This
configuration shows a lower total average error, and a lower average error across the C
benchmarks. However, the error rate for the branch mispredictions is about 12% higher. It
can be concluded that fitting the branch predictor configuration to the total cycle count is
actually overfitting: while the average errors for the estimated cycle counts are lower, the
error for the number of the branch mispredictions is higher. Therefore, the configuration
resulting in the lowest error when estimating the number of branch mispredictions is the
configuration included in the final model.

Branch Resolution Time

After estimating branch mispredictions, the penalty for all branch misses can be calculated
using the branch resolution time. As explained in Section 4.3.1, it is interesting to see
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Table 6.3: Error rates for different branch predictor configurations.

Baseline Fitted to Branch Misses Fitted to Cycle Counts

Branch Misses Error 237.49% 46.92% 58.82%

Average Total Error 17.70% 17.09% 16.61%
Average C Error 18.63% 17.52% 16.38%
Average DP Error 26.34% 25.96% 26.22%
Average E Error 7.21% 7.37% 7.45%

which path metric will result in the most accurate model. Table 6.4 shows the average
error rates for the different branch path metrics. Using the critical path metric instead
of the average branch path metric shows a decrease of nearly 4% for the C benchmarks.
Almost every benchmark has a more accurate performance estimation using the critical
path metric. The only benchmark that sees an increase in error when using the critical
path is the DPTd benchmark, a benchmark that already had an inaccurate performance
estimation of more than 90%.

While the increase in total accuracy by using the critical path metric is limited to about
2%, it is still sufficiently significant, especially since the average error across the C bench-
marks decreases by about 4%.

Table 6.4: Error rates for different branch path metrics.

Average Branch Path Average Path Critical Path

Average Total Error 19.13% 18.54% 17.09%
Average C Error 21.37% 20.28% 17.52%
Average DP Error 26.38% 26.19% 25.96
Average E Error 7.42% 7.40% 7.37%

Effective Dispatch Width

Another consideration from Section 4.3.1 was to change the limits on the effective dispatch
width. This affects the base component of the estimated performance. The first limit is
based on the ROB size and the size of the critical path. Let us call this the ROB limit.
The other limits are based on functional unit and issue port contention. Two benchmarks
(DP1f and DP1d) were limited by the ROB limit. Removing the limit on the effective
dispatch width drastically improved the accuracy of the estimations of these benchmarks.
The remaining 12% and 16% error were decreased to 0.3% and 1.5 % error, respectively.
No other benchmarks were affected, since they were not limited by the ROB limit. The
decrease in average error across the DP benchmarks is only small, less than 2%, because
of the high remaining errors of the other benchmarks.

While removing this limit improves the accuracy for these benchmarks, increasing the
ROB size from 64 entries to 96 entries lowers the remaining error as well (16% to 12% and
12% to 8%, respectively), but not as much, and it raises the error of another benchmark
by 7%. Increasing the ROB size also possibly increases the length of critical paths inside
an ROB, so increasing the ROB size does not have the same effect as removing the ROB
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Table 6.5: Error rates for different limits on the effective dispatch width.

All limits Only ROB Limit Only Unit/Port Contention No Limit

Average Total Error 17.51% 20.68% 17.09% 20.27%
Average C Error 17.51% 17.51% 17.52% 17.52%
Average DP Error 27.64% 30.64% 25.96% 28.96%
Average E Error 7.37% 17.08% 7.37% 17.08%

limit. An ROB size of 128 entries (already on the large side for a processor in this price
range) also does not improve the results over just removing the ROB limit and keeping an
ROB of 64 entries. Therefore, in the final model, the ROB limit on the effective dispatch
width is removed.

Investigating the removal of other limits, based on functional unit and issue port con-
tention proved less effective, as it increased the average error. As a summary, Table 6.5
shows the average errors across the microbenchmarks in each of the following cases: All
limits are in place; only the ROB based limit is in place; only the functional unit and issue
port contention limit are in place; all limits are removed. It is clear that the functional
unit and issue port contention limits should be kept. The ROB limit has no effect on
all but two benchmarks. Removing the ROB limit makes the estimation of these two
benchmarks almost perfect, so it makes sense to remove the limit from the model, even if
the total average error decreases only slightly.

Evolution of Model Accuracy and Final Model

Figure 6.6 shows how the model accuracy evolved over the previously discussed changes.
For each step, the average total error, the average C error, the average DP error and
the average E error are shown. The first step includes updates in the micro-architectural
configurations, such as latencies, functional units, etc. that were not discussed in detail,
since these were small changes made throughout the complete validation process. All the
changes combined result in the final model.

Figure 6.7 shows the final performance estimations of all benchmarks compared to the
measured performance, for the model incorporating all previously discussed changes.
While in general the model tracks the performance measurements well, not all errors
could be eliminated. The benchmarks with the largest remaining errors in each category
are the CRf, the DPTd and the EM1 benchmarks.

It seems that the linear entropy branch model determines that the branches of the Fi-
bonacci algorithm are fairly easy to predict, while in reality they are not. However, the
CRd benchmark has a similar code base, but this benchmark is predicted perfectly. Even
more, a measured CPI of 1.4 is very large for a benchmark like this. Neither investigating
the different profile files, nor the assembly code, nor the performance measurements re-
sulted in a plausible explanation. The CRf benchmark could be investigated more deeply
in future work, but the reason of the incorrect estimation is probably a difference between
the execution on the profiling board and the measurement board.

For the E benchmarks, only a single benchmark has an error higher than 2%. The EM1
benchmark has an error of 34%. The benchmark contains a loop where in each iteration,
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Figure 6.6: Error rates after model changes.

a number is multiplied with itself. Therefore, the multiplication in each loop depends
on the multiplication of the previous loop. While integer multiplications normally can
be executed pipelined, in this case it is not possible due to the dependencies between
each multiplication instruction. The model however still assumes it can execute the
multiplications pipelined, resulting in a performance estimation that is too low. This
hypothesis can be tested by calculating the model with a non-pipelined multiplication
unit. In this case, the performance of the benchmark is predicted perfectly, with an
error of less than 1%. The model does not incorporate the effect of inter-instruction
dependencies on the pipelining of these instructions. Modeling this would allow for the
model to predict all E benchmarks almost perfectly, with an average error of less than
2%. This is an important addition for future work.

The largest remaining error in the benchmarks from the DP category is the DPTd bench-
mark. This source code of this benchmark is an almost perfect copy of the source code
of the DPT benchmark, except that the benchmark uses double-precision floating-point
numbers instead of single-precision numbers. The benchmarks calculate the sinus of
floating-point numbers using the C math library. DPT uses the sinf function, expecting
single-precision numbers, while DPTd uses the sin function, expecting double-precision
numbers. This function appears to be very different, as the loop in the DPT benchmark
contains about 27 instructions, while the loop in the DPTd benchmark contains over 100
instructions. An explanation for this observation is that the compiler generates more
complex code to calculate the sinus of 64-bit floating-point numbers compared to sinus
calculations of 32-bit numbers.

However, this does not explain why the model predicts this benchmark inaccurately. A
possible reason is that the benchmark uses an instruction that executes on a pipelined
functional unit, while the model assumes it executes on a non-pipelined unit. However,
evaluating the model where all functional units are assumed to be pipelined did not
improve the estimation. Even more, setting all instruction latencies to a single cycle did
not lower the estimation. This leads us to the question whether the binary profiled and
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Figure 6.7: Performance estimation of the final model.

the binary used for the performance measurements were the same. It turned out that this
was not the case. The performance measurements are done on a different development
board than the profiling, with the same processor. However, a newer kernel needed to
be flashed to correctly setup the perf utility on the board measuring the performance,
as explained before. In fact, a newer version of the gcc was installed on this board.
Therefore, the same source code was compiled in different machine code. Especially
for the DPTd benchmark, the difference was very large. While the compiled binary on
the boards used for profiling (with the older version of gcc) contained about 40 million
instructions, the binary on the board used for measurements (with the newer version of
gcc) contained only about 14 million instructions. The same reasoning could apply to
the other benchmarks, they could be differently compiled on the development board used
for the performance measurements. To solve this, exactly the same binaries needed to be
executed on both development boards. Installing an older version of gcc was not feasible,
because easily installing software on the board with the newer kernel was not possible due
to the apt-get utilities being broken by the newer kernel. However, since the hardware
of both boards is exactly the same, the binaries compiled on the board used for profiling
could be copied to the board used for the measurements. The measurements were then
performed again. The results showed that the other benchmarks were less affected than
the DPTd benchmark by the more recent compiler. The cycle counts recorded for the
C benchmarks were in a range of less than 10% than when using the binaries compiled
with the newer gcc version, with multiple benchmarks keeping an unchanged cycle count.
For the DP and E benchmarks, only two benchmarks were affected. One of them was
the DPTd benchmark, which was severely affected as explained, and the other was the
DPT benchmark, of which the cycle count actually decreased by using on older version
of gcc, by about 20%. Both benchmarks call an external C library that was probably
updated in the newer version of gcc, explaining the large difference in the performance
measurements for these benchmarks.

Validating the model against these new measurements resulted in the remaining average
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errors shown in Table 6.6. As expected, the performance estimations contain less error,
now that errors due to the differently compiled binaries are eliminated. A quick re-
evaluation of all proposed changes shows that each change still improves the accuracy of
the model, since most benchmarks were unaffected.

Table 6.6: Average error rates after measuring performance of copied binaries.

Error

Average Total Error 14.41%
Average C Error 13.89%
Average DP Error 22.55%
Average E Error 7.33%

Figure 6.8 shows the remaining error for all benchmarks. The same benchmarks are
still responsible for the majority of the remaining error, but their respective errors are
smaller. Note that the DPT and DPTd benchmarks still contain an external call to the
math library. Since this library is probably still different between the profiler boards, the
measurements will be too. This is the most probable explanation for the error for the DPT
and DPTd benchmarks. The source of the large error for the CRf benchmark remains
unknown, as well as the source for the also fairly inaccurate performance estimation for
the DPcvt benchmark. These benchmarks do not call any external functions, so execution
on all development boards should be the same. Some more investigation can be done in
future work, perhaps by compiling the benchmarks on hardware where both profiling and
measuring is possible. Also, simulating the benchmarks while removing different miss
event penalties could provide more insight as well. After achieving an average total error
of about 14% on these microbenchmarks, the next step is to see how accurate the model
can predict the performance of more representative benchmarks.

Figure 6.8: Performance estimation of the final model after copying binaries.
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Figure 6.9: Performance estimations and measurements for benchmarks of the MiBench
suite.

6.2.2 Representative Benchmarks

Microbenchmarks are small benchmarks, stressing a limited number of components of the
processor at once. Real applications are more complex than that, stressing a plethora of
different aspects of the processor and memory. Therefore, validating the model for bench-
marks that are more representative of real workloads is of great importance. Section 5.2.2
introduced the MiBench suite. Running the model that gave the best results for the mi-
crobenchmarks outputs the performances estimations of Figure 6.9, with a total average
error of 14%. Two benchmarks have a remaining error of more than 20%. Those are the
susan and blowfish benchmarks and are discussed next. If we calculate the average error
over all benchmarks but these, the error drops to less than 10%, showing that the model
does not make perfect estimations, but tracks the performance measurements quite well.

The susan benchmark has a remaining error of about 27%. The reason is that it has a very
high standard deviation for the measured branch mispredictions. Across 10 measurements,
the standard deviation of this number is about 26%. For 100 measurements, the standard
deviation remained as high as 9%. Therefore, it is inaccurate to profile one execution of the
benchmark, and compare the model output to the mean of the performance measurements
of other executions. While the model will not perfectly estimate the performance even if
the exact same execution would happen during profiling and measuring, the error would
decrease by profiling the benchmark multiple times and taking the mean of the model
estimations.

The blowfish benchmark has a remaining error of about 44%. This is a large error that
points to an aspect of this benchmarks and the processor is not modeled correctly or com-
pletely. During the limited time left for investigating this issue, a satisfying explanation
was not immediately found. A first assumption that the processor could use specialized
encryption and signal processing instructions (that are not modeled) was refuted by look-
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ing at the assembly code of the benchmark. While some slightly more exotic instructions
are used in this benchmark, these were not the source of the errors, since they were not
very different from similar instructions modeled. Even an evaluation where the latency of
the ‘other’ instruction class (for instructions that are not classified elsewhere) was artifi-
cially raised and the execution of them was done on a non-pipelined unit, did not increase
the performance estimation. Therefore, we know that the source of errors lays somewhere
outside of unclassified exotic instructions. Investigating whether the removed ROB limit
in the model was the source of error was not fruitful as well: no benchmarks from this
suite were directly limited by the ROB size. The benchmark contains memory references,
but mostly to the same data, resulting in almost no last-level cache misses. The model
predicts this correctly. Looking at the estimated number of branch mispredictions, the
linear branch entropy model overestimates the number of branch mispredictions. If the
number of branch misses would be estimated correctly, the estimated CPI would be even
lower and the error would increase. There was one thing special about this benchmark: it
has very large basic blocks, so DynamoRIO had to be configured to split them in smaller
basic blocks to be able to correctly instrument them. This is because internal memory
structures in DynamoRIO have limited size. If a basic block is too large, not all infor-
mation will fit in this structure. Splitting the basic block into multiple smaller blocks
should however not have a large impact on the profiling, since every instruction can be
instrumented as normal. In addition, the blowfish benchmark contains an cryptographic
algorithm, just like the sha benchmark. Yet, the measured CPI is very different. It can be
concluded that further investigation is necessary, that will possibly result in a new aspect
being integrated in the model. One way of further investigation can be performed by
running the benchmark on top of a simulator, and comparing the performance estimation
of the model against the performance estimation of the simulator. Since the execution of
the simulator can be better controlled, this might result in improved insight in the cause
of the remaining error.

6.2.3 Synthetic Memory Benchmarks

Since the MiBench suite contains benchmarks mostly performing computational tasks,
some benchmarks from the Stream benchmark suite[39] were evaluated as well, since
these stress the memory hierarchy more. Note that due to a remaining bug in the profiler
software, the MLP submodel not always has correct behavior and crashes sometimes. See
Appendix A for more information. The temporary solution was to simply assume an
MLP of one, and removing the MLP submodel from the model. Figure 6.10a shows the
results. It can be seen that removing the MLP submodel probably has a large impact on
the correctness of the model estimations, since the results are not accurate.

Three benchmarks get predicted nicely, with about 0.5%, 5% and 0.5% for add, copy

and scale, respectively. However, for three other benchmarks, daxpy, sum and triad,
the model predicts a CPI that is much larger than measured. Looking at the model
subcomponents, this has the obvious reason that the memory component is overestimated
greatly. Due to the MLP being one, memory accesses that can be handled in parallel
by the processors are assumed to be handled serially in the model. If the bug in the
MLP submodel is resolved, the MLP could be determined more accurately. However,
since these benchmarks are simple synthetic benchmarks, the theoretical MLP can be
calculated. For this purpose, we calculate the inner loop time by dividing the measured
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total time by the total number of inner loop iterations. Then we calculate the number
of inner loop iterations that can be executed during the time needed to access memory.
From these loop iterations, not all memory accesses will result in a cache miss, so to obtain
the number of loop iterations executed before the next cache miss occurs, we divide the
cache line size by the size of the variable loaded from an array in each iteration. Multiply
this number by the number of loads in each iteration to obtain the theoretical MLP. Note
that this calculation is valid because the arrays are too big to fit in the cache, and each
element gets accessed once in each outer loop iteration. After a first outer loop iteration
is executed, the first elements of each array will not be in the cache anymore.

The theoretical MLP of the benchmarks daxpy, sum and triad are calculated as 2, 3 and
2, respectively. Dividing the memory component of the performance estimation by the
theoretical MLP results in the results of Figure 6.10b. Now, the three benchmarks are
estimated well, with 14% error, 0.5% error and 0.5% error remaining for daxpy, sum and
triad respectively.

The last inaccurately predicted benchmark is the fill benchmark. Here, the model
severely underestimates the time needed to complete the benchmark. The fill bench-
mark just fills an entire array with a constant number, so it consists almost purely of
stores. In interval analysis, it is assumed that stores can be completely hidden since they
can be executed on the background while executing other instructions. Of course, if there
are not many instructions except stores, the stores cannot be hidden and the real execu-
tion time will be several times higher than the predicted execution time. For a benchmark
like this, the execution time can be easily and accurately theoretically calculated, so the
importance to model this benchmark is low. Even more, this benchmark is hardly rep-
resentative of any workload for mobile or embedded devices. Calculating the theoretical
execution time is left as an exercise to the reader.

Including this benchmark, the average remaining error equals 15%. Excluding this bench-
mark the remaining error for estimating the performance of the synthetic memory bench-
marks is lower than 4%. This shows that when the software bug in the profiler is resolved,
the model predicts the memory component very well.

6.3 Limitations and Future Work

As apparent throughout this work, some limitations remain. Most of them are related to
the profiler, while others relate to the model.

A limitation is that the profiler is not able to profile system-level instructions. This
is not a limit of the profiler per se, but a limit of the dynamic binary instrumentation
framework used. As most other frameworks, DynamoRIO has no support for instrument-
ing system-level code. However, there exists a port of DynamoRIO, called DRK, short
for DynamoRIO as a Linux Kernel Module, that has the goal of using DynamoRIO as
a loadable kernel module, enabling kernelspace instrumentation [42]. Future work could
combine userspace profiling with kernelspace profiling to obtain more accurate estimations
for benchmarks executing a significant number of system-level instructions.

Another limitation of the ARM profiler constructed in this work is that it supports the
ARMv7A instruction-set architecture, which is a 32-bit architecture. Nowadays, most
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(a) Using an MLP equal to one.

(b) After calculating theoretical MLP.

Figure 6.10: Performance estimations and measurements for benchmark of the Stream
suite.
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modern processors have a 64-bit instruction set, such as included in the ARMv8A archi-
tecture. This is not a fundamental limitation, since the profiler could easily be extended
to this architecture as well as soon as the DynamoRIO framework supports this architec-
ture. Near the end of the course of this work, a first release candidate of the framework
supporting 64-bit ARM processors was revealed. Extending the profiler to include this
support should not pose too large problems, especially when the framework’s support for
this architecture reaches a more stable code base.

A third limitation of the profiler is its speed. As explained, the DynamoRIO-based profiler
is on average 6 to 7 times slower than the PIN-based profiler due to two reasons. The
first reason is that the DynamoRIO framework is slower in general: only executing an
application without even inserting instructions takes on average 5 times more time than
executing the same application using the PIN framework. The second reason is the sub-
optimality of the inserted instruction needed to collect the profile. When profiling a lot
of code at the most detailed level, profiling a benchmark with the DynamoRIO-based
profiler takes about 14 times more time than profiling the benchmark with the PIN-based
profiler. A large part of this increased overhead is due to functionality not available in
the DynamoRIO framework, and could be optimized by extending the functionality of the
framework. The other part of the increased overhead is due to inserting less efficient code
and can be optimized more easily. Instead of using so-called clean calls to call functions
of the profiler, more advanced methods could be used to obtain the same functionality
with a smaller overhead.

For the model, more investigation can be suggested for the benchmarks not predicted
accurately, since these could point to an aspect not modeled correctly. During this work,
intensive investigation about the remaining errors was performed, but due to limited time
available, no solution was found for some of them.

A possible future enhancement to the model is the inclusion of separate issue queues.
The current model assumes that a single queue is used, one that is large enough to not
introduce any penalty. While in most processors, this assumption is true, the processor
used in the validation of this ARM model has separate issue queues. Modeling this would
theoretically increase the accuracy of the model. Separate issue queues could be modeled
by keeping track of different instruction sets currently in the ROB. Each issue queue has
a set of instructions currently in the ROB that were placed in that issue queue. If an
issue queue is full, the next instruction of a type that needs to placed in that issue queue
cannot be dispatched. Thus separate issue queues could be modeled as an additional limit
on the effective dispatch width.

A direct enhancement to the model is to include the McPAT tool [43] to estimate the power
consumption of a processor design, like Van den Steen et al. [13] have done. This should
take limited time, since all necessary information needed for the tool is already gathered
in the profile. Combining performance and power predictions results in a powerful tool
to design energy-efficient processors.

More general future work consists of integrating this profiler and model in ongoing work
of the research group where this thesis was written. The profiler can be used as part of
the architecture independent profiler being developed. Also, the current model is limited
to single-threaded workloads. Modeling multi-threaded workloads is another important
addition being researched.
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Another possible extension to the model is to automate the determination of unknown
processor parameters. While still being a mechanistic model, empirical data could be
used to fill in unknown micro-architectural details using machine learning approaches.
This would result in a hybrid model delivering the same insight as a mechanistic model,
but being more accurate when not all micro-architectural details are known. In fact,
the unknown details are directly estimated, so running the model on hardware of which
the micro-architectural configuration is not completely known results in more knowledge
about the configuration. This knowledge could then be used in other further research.
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Chapter 7

Conclusion

Optimizing a processor’s design for the intended workload can greatly increase the energy-
efficiency of the processor. However, this requires a tool to quickly estimate the perfor-
mance of a design, so the large design space can be explored to find the optimal design.
Detailed simulation offers a very accurate performance prediction, but requires a lot of
execution time, making it infeasible to search in large design spaces. An analytical model
and a corresponding profiler that records a micro-architectural independent profile allows
for estimating the performance of a wide range of processor designs, requiring only a single
profiling run per application. The profile and the micro-architectural configuration are
given as input to a mathematical formula, resulting in a fast evaluation of the processor
design.

The first contribution of this work is the translation of the micro-architecture inde-
pendent profiler to the ARM architecture. The profiler on which the constructed profiler
was based, used the PIN framework to instrument instructions in the application. Since
the PIN framework does not support the ARM architecture, it was substituted by the
DynamoRIO instrumentation framework. This framework supports both the x86 and
ARM architectures. Supporting the ARM architecture was the goal of this thesis, but
supporting the x86 allowed for a verification of the functionality of the DynamoRIO-based
profiler against the PIN-based profiler.

In addition, the profiling speed of the constructed profiler for the x86 architecture was
compared to the speed of the PIN-based profiler. Each instrumentation framework intro-
duces an overhead when profiling a binary. This overhead was divided into three separate
components: the initialization overhead, the dynamic framework overhead, and the in-
serted overhead. The initialization overhead consists of the time needed to load all libraries
and initialize all software components before profiling can start. The DynamoRIO-based
profiler has an initialization overhead that is 4 times smaller than that of the PIN-based
profiler. The dynamic framework overhead is the overhead introduced by executing a
binary on top of the framework, without inserting instructions. It turns out that this
overhead is 5 times larger for the DynamoRIO framework compared to the PIN frame-
work. The inserted overhead consists of the increased execution time introduced by the
inserted instructions. This overhead is around 14 times larger for the DynamoRIO-based
profiler on an example benchmark, partly due to functionality from the PIN framework
not being available in DynamoRIO, and partly due to the way instructions were inserted.
In this last part, some efficiency can be gained, but this thesis focused on the correct
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functionality of the profiler. For representative applications, the profiling time of the
DynamoRIO-based profiler is about 6 to 7 times larger than of the PIN profiler.

The second part of this work is the determination of the micro-architectural con-
figuration of the processor used for validating the model. Since important architectural
details of processors in general are considered classified by their manufacturers, we had to
resort to other sources. Five types of sources were determined. First-party sources about
the used processor deliver accurate information, but often not all required information is
given. Secondly, first-party sources of comparable processors that contain more details can
be used, especially if the link between the processors is known. As an example, technical
documents of processors in the same product range from an older or newer product gen-
eration are very useful, since the architectural differences are mostly minor. Third-party
sources are the next category of sources. Published literature, news articles, enthusiast
blogs, or even compiler configuration files can provide a lot of insight, but could possibly
contain some inaccuracy. The fourth type to determine micro-architectural details is by
running benchmarks that estimate details based on execution time. The fifth and final
source is the remaining error when validating the analytical model. By changing a micro-
architectural parameter and evaluating the model again, the error in the estimation could
decrease. This is fitting a parameter to the results of the model, possibly introducing
overfitting. To limit overfitting, information from as much other sources as possible has
to be used first, and the most direct performance measurement must be compared to the
corresponding estimation of the model. For example, in this work, the branch predic-
tor configuration was fitted to the remaining error in estimating the number of branch
mispredictions, instead of the number of cycles needed to complete the benchmark.

The third contribution is the validation of the model against real hardware, including
some minor adjustments. While previous analytical models were mostly validated against
detailed simulation, this work compares the performance estimations of the model to the
performance measurements of hardware performance counters on an ARM Cortex A17
processor. First, microbenchmarks were used to stress different aspects of the processor in
isolation, to investigate inaccuracies and possible model enhancements. Afterwards, more
representative benchmarks were used to validate the final model. Some synthetic memory
benchmarks were included as well to stress the memory component of the model. Across
the set of microbenchmarks, the model has a remaining error of 14%. While some of them
can be explained perfectly, the source of a couple of other errors remains unknown and
we can only point to possible directions.

For the benchmarks more representative of an embedded or mobile workload, the re-
maining average error is also 14%. While for most benchmarks, the model tracks the
measurements nicely, one benchmark has a remaining error of 44%, pointing to the in-
complete or incorrect modeling of a performance aspect. Investigating this benchmark
for the source of the errors did not result directly in a satisfying explanation. Another
benchmark had a remaining error of 27%, due to a very high standard deviation of the
mispredicted branches. Excluding these benchmarks gives an average error of less than
10% across the rest of the benchmark set.

Evaluating the model for the synthetic memory benchmarks pointed to a software bug.
As a workaround, assuming an MLP equal to one resulted in an almost perfect prediction
for three benchmarks. Theoretically calculating the MLP and giving it as input to the
model for three other benchmarks made the performance predictions almost perfect as
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well. The last benchmark consists almost completely of store instructions, and in the
interval analysis model, these are assumed to be hidden by out-of-order execution. If an
application consists only out of stores, the stores cannot be hidden completely, resulting
in an inaccurate performance prediction for this benchmark. The remark has been made
that a benchmark consisting purely of stores is not very representative of a real workload,
and that its execution time can be easily theoretically calculated. Excluding the last
benchmark from the average error across the synthetic memory benchmarks, the remaining
error is lower than 4%.

Future Work

For now the model is limited to estimating performance, but could easily be extended
to estimating power using the McPat tool, based on the same recorded profile. This is
already done for profiles recorded by the PIN-based profiler, so only limited work will be
required. Also, the profiler is implemented for 32-bit ARM applications, since the first
release candidate of DynamoRIO for 64-bit ARM applications was only revealed near the
end of this work. Including 64-bit support in the profiler should not introduce a lot of
work once 64-bit support in DynamoRIO is finalized. Another improvement over this
work would be to increase the speed of the profiler, by optimizing the inserted code.

This model fits into the ongoing work of the research group about an architecture inde-
pendent profiler and model. The work can also be extended to fit into an analytical model
that can estimate the performance of multi-threaded applications, since the current work
is limited to single-threaded applications. Other future work could include the use of
an analytical model to automatically infer unknown details from the micro-architectural
configuration using machine learning techniques.
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Appendix A

Problems and Solutions

This appendix contains some problems encountered, as well as possible and implemented
solutions. Problems already stated inside the body are not mentioned here, unless explic-
itly stated. This chapter only contains problems that need a bigger description than the
thesis would allow: some explanations would stray too far from the concepts discussed
in the text, decreasing the level of structure of the main text. Other problems were only
minor or less relevant to discuss inside the body of the dissertation. Nevertheless, these
problems and possible solutions are essential to the work and especially relevant for future
work, so they are discussed here. Related problems are grouped together.

From PIN to DynamoRIO

One of the main goals of this thesis was to port the profiler software to the ARM architec-
ture. Therefore, it was required to use an instrumentation framework that supports the
ARM architecture. The choice was made to use DynamoRIO, a framework that supports
both ARM and x86, to allow verification of the DynamoRIO-based profiler against the
PIN-based profiler.

However, some problems were encountered during this translation work. These are listed
below.

Building the DynamoRIO Based Profiler

Initial setup of compiling a simple DynamoRIO-based profiler was troubled. DynamoRIO’s
example clients use a build chain using cmake, which is different from the build chain of the
PIN-based profiler. Constructing a correct build chain to build the DynamoRIO-based
profiler required a lot time. The process was even more difficult due to the inclusion
third-party libraries. DynamoRIO uses a private loader to include third-party libraries,
for transparency reasons [44]. This makes the process of debugging linker problems very
hard, since almost zero debug information is given. At certain points, the DynamoRIO-
based profiler seemed to ran fine, but completely no output was given due to these build
chain problems.



APPENDIX A. PROBLEMS AND SOLUTIONS 88

Especially Google’s Protocol Buffers library [20] posed the problem. Apparently, the
library depends on the pthread library. DynamoRIO acknowledges that problems might
happen when using native threading libraries such as the pthread library [44]. Eventually,
this problem was resolved by compiling the Protocol Buffers library again, but without
any dependency on the pthread library. While linking the library was now resolved,
there was no certainty that the profiler would write correct files, as the functionality of
the Protocol Buffers library was no longer guaranteed. However, in the further process of
constructing the profiler software, this seemed to pose no further problems.

Functionality in PIN not directly mapped to functionality in Dy-
namoRIO

Naturally, a different instrumentation framework provides different functionality to clients.
Luckily, most functionality provided by DynamoRIO was similar and could replace the
PIN functionality. However, some functionality was not available and workarounds had
to be explored.

For instance, using PIN allows for the profiler to keep track of different instrumented
versions of the same basic blocks. This allows the profiler to switch very fast from each
level of detail to another, by just redirecting the execution to the correctly instrumented
basic block. Keeping track of different instrumented versions in the code cache is not di-
rectly possible in DynamoRIO. To work around this problem, the code cache was flushed
each time the DynamoRIO-based profiler switches level of detail. This means that all
instrumented basic blocks are discarded, and newly encountered basic blocks are instru-
mented again, for the current level of detail. This provides the same semantics to the
profiler, but flushing and refilling the code cache is time consuming. This a reason the
DynamoRIO-based profiler performs slower than the PIN-based profiler, next to the fact
that the PIN framework is faster in general.

Another source of error came from instrumenting instructions that access memory and
calculating those memory addresses. When inserting calls that need the memory address
used in an instruction, PIN passes the memory operands. These memory operands (base
registers, offsets, ...) are not yet calculated at instrumentation time. Yet PIN auto-
matically calculates the effective memory address before entering the inserted function
at execution time. DynamoRIO does not automatically calculate the effective address.
Therefore, using DynamoRIO, first a call has to be inserted to calculate the effective
memory address based on the operands at execution time. Then, the function to log the
memory accesses can be called.

Because this automatic calculation was not known nor well-documented, the calculation
of memory addresses in the DynamoRIO-based profiler were initially incorrect. Following
the code structure from the PIN-based profiler, the addresses were calculated at instru-
mentation time, instead of execution time. This resulted in incorrect behavior in the rest
of the profiler software. After this problem was resolved, developing the DynamoRIO-
based profiler saw an increase in speed.
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Functionality in DynamoRIO for x86 not Available for ARM

During the course of constructing this thesis, it was noticed that some functionality re-
ported in the API of DynamoRIO exists for x86, but is not implemented on ARM. Even
more, this is often not documented. For instance, DynamoRIO provides a nice function
called dr insert cbr instrumentation. This function enables easy instrumentation of
conditional branches, passing the instruction pointer, the target address and whether the
branch was taken. This is exactly what is needed in the profiler. On x86, the function
works as stated, but on ARM, it is not implemented at all. In addition, calling this func-
tion does not let the profiler crash directly, but due to wrong functionality, the profiler
crashes a while after instrumenting a branch. This function is completely not imple-
mented on ARM, while the API does not mention this. Looking in the source code of
the ARM implementation of the function, a small comment stated that this was not yet
implemented. Therefore, another approach had to be taken to instrument the conditional
branches.

This approach consists of checking if an instruction is a conditional branch. If it is a
conditional branch, we insert a call before the branch to dynamically save information
about the branch, namely the instruction’s address, the target address, and the fall-
through address. Then, each basic block is instrumented in the beginning to check the
last saved branch information. If the current address is the same as the branch target
address, we know the branch was taken. If the current address is the same as the fall-
through address, we know the branch was not taken. If the current address does not
equal the target address nor the fall-through address, the current basic block was reached
with an unconditional jump, so nothing has to be done. This approach was compared
with the dr insert cbr instrumentation approach on the DynamoRIO based profiler
for x86 and proved to log the same information. The new approach is a naive workaround,
so this adds to the profiling time.

A second example of limited DynamoRIO functionality for ARM is the number of ar-
guments that can be passed to a clean call. This is documented nowhere, except in a
small comment in the source code of the implementation of the clean call functionality.
DynamoRIO provides support to insert calls with up to four arguments on ARM. For the
x86 architecture, there is no such limitation. This was a problem for the inserted call
to trace detailed memory information. Originally, this function needed 6 arguments: the
instruction pointer, the memory address, the index of the memory operand used for this
address, the thread id, the reference type (load or store), and the current level of detail
of the profiler. Two arguments had to be removed. It was chosen to remove the thread id
argument, since the framework is implemented for single threaded applications. Also, the
index of the used memory operand was irrelevant for ARM, since ARM has a load/store
architecture, implying that two memory addresses are never read in the same instruction.
In the x86 instruction set, this is not the case, since instructions can use more than one
memory location as operands.
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Performance Measurements

Measuring the performance using the hardware performance counters was an easy process,
once the perf utility was set up. As discussed in Section 5.4, the perf tool is a user-
space tool that is included in the Linux kernel. It is deeply linked with it, because it
needs access to the Linux performance subsystem, to be able to read the performance
hardware counters. The development boards used to validate the model came with their
own kernel and operating system version, without support for perf. Cloning the Linux
kernel repository, checking out the right kernel version branch and compiling perf and
necessary parts of the kernel was not enough to get a functional version of perf. While
perf was installed this way, it was unable to access the hardware performance counters.
The solution to this problem was to flash a newer kernel on one of the development
boards. The manufacturer provided a beta version of a newer kernel version, so that
version was tried. While this worked, and enabled compiling a working version of perf,
a rather big problem was introduced. Installing software from repositories was no longer
directly possible, since apt-get was no longer functional. Software could still be installed
manually by downloading a package and installing it using dpkg, but it would require a
huge effort to install all required libraries for the profiler and analyzer. Therefore, the
board with the newer kernel was just used to do the performance measurements. Other
boards were still available to profile benchmarks. Since the development boards should
have the exact same hardware, this is not a problem.

In addition, the different kernel on this board came with a different version of gcc. Version
5.4.0 was included, while the other boards had gcc version 4.8.4. This was discovered
quite late in the process of this work, and it had some implications. Some benchmarks
were compiled very differently by the newer version of the compiler. Therefore, some
performance measurements were initially incorrect. See Section 6.2 for the implications
on the accuracy of the model. This problem was resolved by directly copying the compiled
binaries from the other boards to the board used for the measurements.

Microbenchmarks

The suite of microbenchmarks was not without its problems as well. Section 5.2.1 men-
tioned that the benchmarks had to be increased in size to increase the accuracy, and that
some errors had to be resolved. Here, some other problems are mentioned.

Descriptions

Not all benchmarks in the suite had correct descriptions. For example, the benchmark
CRm had the description: ”Switch Case Statement of Size 10– Different Case Each Time”.
This is the same description as the CS1 benchmark. Looking at the code of the CRm, we
see that the benchmark is an implementation of the recursive merge sort algorithm. In
fact, the codename CRm already hinted at it being a recursive algorithm, like CRd and CRf,
which are described as ”Recursive Control Flow – 1000 Deep” and ”Recursive Control
Flow – Fibonacci” respectively.
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Benchmark Sizes of Comparable Benchmarks

In the Microbench suite, some benchmarks look to be designed so performance can be
compared to each other. For example, the only semantic difference between the DPT

benchmark and the DPTd benchmark is the type of the floating point numbers used in
the calculations. DPT uses floats, while DPTd uses doubles. However, initially, these
benchmarks used a different number of iterations in the double loop, preventing an easy
comparison between the two benchmarks. The number of iterations was changed to be
same for each benchmark. The same is true for the CRd and CRf benchmarks, the CCh and
CCh st benchmarks, the EM1 and EM5 benchmarks and finally the CS1 and CS3 benchmarks.

Profilation and MLP Calculation

The profile of some benchmarks was incompatible with the analyzer, i.e. the python
code to calculate the performance estimation based on the profile. The MLP submodel
calculation crashed in these cases. The reason is that some windows and micro-traces
from the different profiler components were not always aligned correctly. This problem
might have risen because starting and ending the traces had to be done in a different
place in the profiler to cope with micro-benchmarks that do not contain memory accesses.
The PIN-based profiler was only able to profile benchmarks with at least some memory
references and failed completely to profile these applications, but the PIN-based profiler
behaved correctly for the MLP calculation of benchmarks with memory accesses.

Several methods to start and end the so-called memory bursts at different moments were
tried to resolve the bug, but to no advance. Walking through the complete profiling and
analyzing software with a peer or explaining it to a rubber duck 1 will probably reveal
the error, but during the course of this work, it was not found.

Running the analyzer code but removing the part that calculates the MLP allows for
calculating at least a part of the model for the benchmarks where this phenomenon
occurred. This part was accurate for most benchmarks, since the memory component
was low for all benchmarks, except the Stream benchmarks. For these benchmarks, the
MLP was theoretically calculated, resulting in accurate estimations.

The microbenchmarks for which the MLP submodel could not be calculated were: CRm,
MIM, MIM2, ML2, ML2 st and MM. Since these becnhmarks have an instruction count that is
too low to estimate the memory component anyway, these benchmarks were not included,
as explained in the body of the dissertation.

There was one microbenchmark were no profile could be recorded. The MIP benchmark
stresses the instruction cache, by running 10,000 different lines of sequential code. This
results in very large basic blocks sizes, too large for DynamoRIO to handle correctly.

1https://rubberduckdebugging.com/
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More Representative Benchmarks

As mentioned in Section 5.2.2, larger benchmarks from the Mibench suite were used in
the validation of the model. Due to the fact that the suite has not seen recent updates,
not all benchmarks did compile on our system.

For the automotive category, all benchmarks compiled. This includes the following bench-
marks: basicmath, bitcount, qsort and susan. For the consumer category, only the
jpeg and the typeset benchmark compiled. The lame, mad and all tiff based bench-
marks did not. For the network category, both the dijkstra and the patricia benchmark
compiled. Of the office benchmarks, only the stringsearch benchmark compiled; the
ghostscript, ispell, rsynth and sphinx benchmark did not compile. For the security
benchmarks, only blowfish and sha compiled; pgp and rijndael did not compile. All
benchmarks of the telecomm category compiled: gsm, CRC32, FFT and adpcm.

CRC32 had a too low instruction count for a statistically relevant profile, so this one
was discarded. The gsm benchmark and the adpcm benchmark interfered with the script
running the benchmark (changing the text encoding of the terminal executing the bench-
mark), so these benchmark were omitted as well. For FFT, using the same binary on both
the profiling board and the measurement board resulted consistently in a large instruction
count difference. Therefore, this benchmark was not included in the results.
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