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ABSTRACT

Within the scientific field of lie detection, there is a longstanding tradition of research 

on physiological markers of concealed knowledge. More recent studies have evidenced 

some of the shortcomings of these physiological markers (e.g. habituation and 

vulnerability to faking) and research interest in behavioral markers of concealed 

knowledge increased. In the present study, the usability of the Implicit Relational 

Assessment Procedure (IRAP) as a response latency-based measure of concealed 

knowledge is investigated. Participants were divided into two groups by chance and 

each group conducted one out of two mock crimes. Afterwards both groups completed 

the IRAP computer task, with target stimuli consisting of pictures of objects which had 

to be stolen in the two mock crimes. Our hypothesis was that the DIRAP scores would 

enable us to successfully discriminate between both mock crime groups. In line with 

this hypothesis, we found significant differences in DIRAP scores between both groups. 

Results also revealed an area under the ROC curve of .72 (95% CI [.56-.90]), indicating 

that the IRAP task can discriminate between two experimental groups above chance 

level. These findings provide preliminary support for the usability of the IRAP 

paradigm in lie detection contexts. Limitations and suggestions for further research 

concerning the practical use of the IRAP are discussed.  

Keywords: lie detection, response latency, IRAP 
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SAMENVATTING

Binnen het wetenschappelijke veld van leugendetectie bestaat een lange 

onderzoekstraditie naar fysiologische markers van verborgen informatie. Meer recente 

studies hebben sommige problemen van deze fysiologische markers (bijvoorbeeld 

habituatie en kwetsbaarheid voor misleiding) aan het licht gebracht; waardoor de 

onderzoeksinteresse voor gedragsmatige markers van verborgen informatie vergroot is. 

In de huidige studie wordt de bruikbaarheid onderzocht van de Implicit Relational 

Assessment Procedure (IRAP), als leugendetectiemethode gebaseerd op 

reactietijdmeting. De participanten werden door middel van toeval verdeeld over twee 

groepen en elke groep voerde een verschillende mock crime uit. Nadien voerden beide 

groepen de IRAP computertaak uit, waarbij de target stimuli bestonden uit foto’s van de 

objecten die in de mock crimes gestolen moesten worden. Onze hypothese luidde dat 

DIRAP scores ons zouden toelaten een onderscheid te maken tussen beide mock crime 

groepen. In lijn met deze hypothese werden significante verschillen in de DIRAP scores 

tussen beide groepen gevonden. Daarnaast toonden de resultaten een area under the 

ROC curve van .72 (95% CI [.56-.90]), wat aangeeft dat de IRAP taak boven 

kansniveau kan differentiëren tussen de twee experimentele groepen. Deze bevindingen 

vormen een preliminaire indicatie voor de bruikbaarheid van het IRAP paradigma in de 

context van leugendetectie. Beperkingen en suggesties voor verder onderzoek 

betreffende het gebruik van de IRAP in de praktijk worden besproken. 

Kernwoorden: leugendetectie, reactietijd, IRAP 
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A Short Description of the Concept of Lying 

Deception or lying can be described as a form of interaction through which the ‘sender’ 

consciously tries to conceal the truth and communicates a piece of fictitious 

information, that is a lie (for comparable definitions of lying, see Spence et al., 2001 

and Vrij, 2008). It is a form of interaction which is believed to be evolutionarily 

developed. Therefore, it is likely that the human brain has evolved to have specific 

structures and neurochemical processes facilitating the act of lying. Supporting this 

assumption, Spence et al. (2001, 2004) found that the most important region of the brain 

associated with lying is the ventrolateral prefrontal cortex (VLPFC). This region plays a 

crucial role in response alternation and inhibition. According to Spence et al. (2001), 

this evolutionary basis renders lying a “normal component of human social interaction” 

(p. 2849). In certain contexts it seems to be socially accepted to tell a lie and in some 

situations it is even considered insensitive to tell someone the truth.  

Relevance of the Distinction between Truth and Lie 

Even though it is a social convention that sometimes the truth is better kept secret, there 

are several circumstances in which this rule does not apply. The most evident case is 

that of a judicial context. In law-bounded communities, where criminals are to be 

sentenced for their wrongdoings, it is very important that the exact nature of a criminal 

act is known. An example is the legal distinction between first and second degree 

murder, as defined by the United States (US) law. A first degree murder is an 

aggravated form of murder, since it usually implies the intent to kill. In contrast, a 

second degree murder does not imply intent. Therefore, a first degree murder is to be 

sentenced more severely. In a case like this, the truth about the intentions of the 

perpetrator must be investigated thoroughly, before the degree of the murder and the 

subsequent sentence can be decided on.  

Moreover, not only the truth about the criminal act itself needs to be uncovered. 

An even more crucial question is the one of guilt. Many cases are known in which 

people were unjustly sentenced to prison, because there was not enough clarity about 

their true share in the felony. For instance, Michael Morton had already spent 25 years 

in a US prison for supposedly murdering his wife, when DNA investigation proved that 

another man was in fact guilty of this crime� (“Michael Morton”, n.d.).� A similar case 

was the Schiedammerpark murder in the Netherlands, where Cees B. was convicted for 
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the murder of a young girl and the attempted murder of her friend. Three years later it 

was discovered, also through DNA evidence, that he did not commit these crimes (van 

Koppen, 2008). Spending time in prison can result in elaborate psychological and 

physical consequences (Schnittker & John, 2007; Schnittker, Massoglia, & Uggen, 

2012; Turney, Wildeman, & Schnittker, 2012), and such cases of unjustified sentencing 

should be avoided.  

Not only is the distinction between truth and lies necessary for judicial practices, 

it is also of great importance in the field of psychotherapy. Spence, Kaylor-Hughes, 

Brook, Lankappa, and Wilkinson (2008) report on a case about a woman convicted for 

poisoning a child in her care, who was subsequently diagnosed with Munchausen’s 

syndrome by proxy (MBP). However, in their study Spence et al. (2008) found only 

significant activation in the VLPFC when the woman was ‘confessing’ the crime during 

a functional Magnetic Resonance Imaging scan, as opposed to when she was telling her 

version of what happened (i.e. denying her guilt). The authors interpreted this as 

indication that she was in fact telling the truth when denying the poisoning. This would 

not only cast doubt on her guilt, but would also indicate that the diagnosis of MBP may 

have been incorrect; considering that conscious and willful deceit is a key aspect of 

MBP (Rand & Feldman, 1999). This study serves as an example for the relevance of lie 

detection in the field of psychodiagnostics. 

The importance of accurately distinguishing guilty from innocent individuals, 

and lying from truth telling, is reflected in the scientific quest for an efficient and 

precise lie detection method. Unfortunately, so far, lie detection techniques in general as 

well as the ones using brain imaging techniques are far from being hundred percent 

accurate. The above mentioned arguments highlight the need for improvement of 

existing lie detection methods, and the necessity to explore other methods and measures 

which might enable to discriminate between lie and truth more accurately. Therefore, 

this master’s thesis focuses on reaction time (RT) based deception measures. More 

specifically, we experimentally investigate the use of the Implicit Relational 

Assessment Procedure (IRAP; Barnes-Holmes, Barnes-Holmes, Power, Hayden, Milne, 

& Stewart, 2006) in the context of lie detection. 
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Response Latency as a Means to Detect Concealed Knowledge 

Scientific research on lie detection has long concentrated on methods that assess 

physiological activation such as heart rate, galvanic skin response, or respiration. One of 

the most frequently used methods in this context is the Guilty Knowledge Test (GKT) 

or Concealed Information Test (CIT; Lykken, 1959). In the GKT, a series of multiple-

choice questions is used, presented with several alternatives. Only one of these 

alternatives is related to the crime that is being investigated (i.e. ‘relevant’), whereas the 

other alternatives are neutral control answers. For example, in a case where a victim was 

murdered with a gun, one question could be: “What was the murder weapon?”. The 

relevant answer would be ‘gun’ and possible neutral answers could be ‘axe’, ‘knife’ and 

‘rope’. The rationale behind the GKT is that an innocent individual would be unable to 

differentiate between the relevant and neutral answers, because he/she does not have 

knowledge of the crime. In contrast, a guilty individual would recognize the relevant 

answer. The hypothesis in the GKT is that guilty individuals, but not innocent ones, 

show significantly larger physiological responses to the relevant answers compared to 

the control answers. In a more recent review, Ben-Shakhar and Elaad (2003) reported a 

high validity (effect size Cohen’s d =1.55) for the physiological GKT. However, the use 

of physiological measures is restricted by certain limitations. Perhaps one of the most 

important problems is that most physiological responses decrease with repeated 

stimulus presentation (i.e. habituation), which can influence the validity of the lie 

detection test (Verschuere & De Houwer, 2011). Another problem are the large 

individual differences in physiological reactions, with some people even failing to show 

any effects in these reactions (i.e. non-responders) (Verschuere et al., 2010). 

Furthermore, these techniques call for refined materials and their use often prerequisites 

a certain amount of training. These arguments indicate that, even though physiological 

measures have a considerably high validity, their use might not always be efficient or 

economic in applied contexts. In the light of these shortcomings, research has lately 

investigated other possible indices that might allow discriminating between guilty and 

innocent individuals or between truth and lies.  

One measure that has recently received more attention in this field is response 

latency. Response latency can be defined as the time that elapses between the end of a 

question and the onset of an answer. A key paradigm that sparked this research is the 
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oddball task, which was originally used to study human information processing. In the 

oddball task, participants are shown rare ‘target’ items and frequent ‘irrelevant’ items. 

The instruction is to either mentally count the incidences of target items or to press a 

single key when target items are detected. In this task, it is typically found that 

participants react slower (i.e. with larger response latencies) and with larger P300 event-

related potentials (ERP; a type of brain wave that is associated with stimulus evaluation 

or categorization) to target items compared to irrelevant items. The explanation for this 

effect is that the infrequency and the task relevancy of the target items require longer 

information processing. Farwell and Donchin (1991) modified the oddball paradigm and 

combined it with the Guilty Knowledge Test to use it as a means to detect concealed 

knowledge. In their experiment, the researchers presented ‘probe’ items among the 

irrelevant items. These probe items were related to a ‘mock espionage’ which 

participants had or hadn’t conducted. Results of the experiment supported the 

hypothesis that participants tested on the espionage they didn’t commit, would not 

produce significantly different response latencies or P300 amplitudes for the probes 

compared to the irrelevant items. Conversely, participants tested on the espionage they 

had executed recognized the probe items as related to their mock crime, and results 

revealed significantly enlarged responses to probe items compared to irrelevant items. 

This study provided a first indication that response latencies could be used successfully 

to detect concealed knowledge. More recent studies have replicated these results in 

other types of experiments (Meijer, Smulders, Merkelbach, & Wolf, 2007; Rosenfeld, 

Biroschak, & Furedy, 2006). 

However, it is plausible that in these experiments the simultaneous measurement 

of ERP’s hampered participants’ ability to control their reaction time performance, 

because they may have been more focused on the ERP recording (Verschuere & De 

Houwer, 2011). If the ERP recording was taken away, this might enhance participants’ 

control over their performance, which could influence the validity of response latency 

as an indication of guilty knowledge. Hence, research without the concurrent 

measurement of ERP’s was necessary to further support the idea that response latency 

could detect this knowledge. To that means, Seymour, Seifert, Shafto, and Mossman 

(2000, Experiment 1), replicated the study of Farwell and Donchin (1991), without ERP 

measurement. Importantly, also their results revealed a significant difference in the 
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response latencies in reaction to probes compared to irrelevant items. These results were 

more recently replicated by a study of Seymour and Kerlin (2008), indicating that 

reaction times alone may provide relatively robust measures of concealed knowledge. 

At this stage of the research the question arose whether response latency-based 

measures are able to detect guilty knowledge with the same accuracy as physiological 

ones (Verschuere & De Houwer, 2011). To answer this question, Verschuere et al. 

(2010) conducted an experiment in which participants underwent a reaction time-based 

test and a physiological-based test (polygraph) to detect concealed autobiographical 

information. Both tests were administered subsequently instead of simultaneously, with 

the order of the tests counterbalanced across participants. The results of their study 

showed that both the reaction time-based test and the polygraph test were effective in 

detecting concealed knowledge. The effect size (Cohen’s d) for the reaction time-based 

test was 1.97. For the polygraph test the effect sizes were 1.46 (for skin conductance 

response), 1.07 (for heart rate) and 0.85 (for suppression of respiration. Thereby, the 

study of Verschuere et al. (2010) provides more support for the fact that response 

latency-based measures can serve as a valid alternative for physiological-based 

measures in the context of lie detection.   

Although all studies described above support the idea that response latency may 

provide a useful measure of concealed knowledge, there have also been various studies 

that produced conflicting results. One of these studies was conducted by Gronau, Ben-

Shakhar, and Cohen (2005). In their experiments, they used a modified Stroop task in 

which participants were instructed to name the color of critical (i.e. ‘relevant’) and 

neutral words. In the first experiment, critical words were related to a mock crime that 

participants had previously executed. In the second experiment, critical words were 

related to autobiographical stimuli, such as the participant’s own name. Participants 

were given the instruction to try to conceal their autobiographical information as good 

as possible. Using response latencies, the goal of the researchers was to find out which 

mock theft each participant had executed or which items were autobiographical for 

which individual. Again, the hypothesis was that participants would show higher 

response latencies for critical words in comparison to neutral words. In the first 

experiment it was thus expected that participants who had executed mock theft 1 would 

be slower in naming the color of the words related to mock theft 1 than in naming the 
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color of neutral words. In the second experiment it was expected that the participants 

would be slower in naming the color of the autobiographical items than in naming the 

color of the neutral words. The results confirmed these hypotheses only for the second 

experiment. Taking into consideration that the first experiment did not result in 

significantly different reaction times for critical or control words, Gronau et al. (2005) 

concluded that “the practical use [of behavioral measures] is questionable” (p. 147; see 

also Engelhard, Merckelbach, & van den Hout (2003) and Locker & Pratarelli (1997) 

for similar failures in finding significant RT effects).  

In their procedural analysis of reaction time-based tests, Verschuere and De 

Houwer (2011) propose that these sorts of conflicting findings arise as a result of the 

paradigm that is chosen. The researchers suggest that experiments studying response 

latency based measures of concealed knowledge will only produce robust effects if the 

paradigms used in these studies rely upon a manipulation of ‘stimulus-response 

compatibility’. Stimulus-response compatibility implies that there is an overlap between 

features of the presented stimuli and features of the required responses. When these two 

features are compatible, this usually results in participants responding faster in contrast 

to when these two features are incompatible. This could explain the failures to find 

significant effects in the first experiment of Gronau et al. (2005) and in the studies of 

Engelhard et al. (2003) and Locker and Pratarelli (1997). In these studies there is no 

manipulation of stimulus-response compatibility, because there is no overlap between 

the presented stimuli and the required response. 

It can be inferred from the above mentioned research that detection of concealed 

knowledge through response latency measurements could provide a valid alternative for 

physiology-based methods, but this might only be true for paradigms that rely on a 

manipulation of stimulus-response compatibility. Verschuere and De Houwer (2011) 

also discuss another paradigm that seems to work as a deception detection method 

because it relies on the manipulation of stimulus-response compatibility: the 

autobiographical Implicit Association Test (aIAT; Sartori, Agosta, Zogmaister, Ferrara, 

& Castiello, 2008). The aIAT is a paradigm that is based on the Implicit Association 

Test (IAT; Greenwald, McGhee, & Schwartz, 1998) and was constructed by Sartori et 

al. (2008) specifically for the purpose of detecting autobiographical events. The stimuli 

used in the aIAT are sentences related to possible autobiographical events (type 1) and 
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sentences that are generally true or false (type 2). For example, in an experiment where 

the first group of participants has to execute a mock theft in which they steal a USB 

stick and the second group does not execute a mock theft, the first type of sentences 

could be ‘I stole the USB stick’ (i.e. guilty sentence) or ‘I did not steal the USB stick’ (i. 

e. innocent sentences). The second type of sentences could be ‘I am sitting in front of a 

computer’ (which is a true sentence for each group, because the participant is in fact 

sitting in front a computer during the task) or ‘I am walking in a field’ (which is a false 

sentence for each group, because the participant is sitting in front of the computer 

instead of walking in a field). The aIAT computer task uses 5 different blocks of 

categorization trials. Within each block, different types of sentences are presented on 

the screen and participants are asked to categorize them to a certain category. In the first 

block, participants have to categorize type 2 sentences. The instruction for these trials is 

“Press the A key for true sentences and the L key for false sentences”. In the second 

block, type 1 sentences need to be categorized. In these trials the instruction in the 

above mentioned example could be “ Press the A key for guilty sentences and the L key 

for innocent sentences”. A third block mixes both types of sentences. In this block the 

participants have to press A when a sentence is either true or guilty and L when a 

sentence is either false or innocent. In the fourth block participants have to go back to 

categorizing only type 1 sentences, but the response keys are opposite in comparison to 

the second block. In this block the instruction is “Press A for innocent sentences and L 

for guilty sentences”. Finally, in the last block the two types of sentences are mixed 

again, but the type 1 sentences are now paired with opposite types of type 2 sentences. 

Here the instructions for the participants are “Press A for true or innocent sentences and 

L for false or guilty sentences”. The hypothesis for the aIAT is that the true 

autobiographical events can be discriminated from false ones and guilty from innocent 

individuals, by analyzing the reaction times on block 3 and 5. It is reasoned that 

combinations of true sentences and truly autobiographical events are easier to categorize 

than for example combinations of false sentences with truly autobiographical events. 

Therefore, the following pattern is expected: participants in the guilty group will 

respond quicker in the third block, (where A = true/guilty and L = false/innocent) and 

slower in the fifth block, where the mapping of the sentences to the response keys is 
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reversed. The opposite pattern is expected for innocent participants. The hypothesis was 

supported by a series of experiments (Sartori et al., 2008). 

Even though the aIAT seems to be a valid method for deception detection, there 

are some limitations to this paradigm. A major issue with the IAT and aIAT is that they 

in fact assess associations between concepts in memory, but are not actually able to tap 

into verbal relations between concepts (De Houwer, 2002). Another problem is the fact 

that the aIAT is not resistant to faking. Verschuere, Prati, and De Houwer (2009) 

conducted a series of experiments to test the aIAT’s resistance to faking and found that 

participants who are familiar or have had prior experiences with the task are indeed able 

to fake the outcome of the aIAT.  

Considering these limitations of the aIAT, it could be useful to explore other 

reaction time paradigms. In this respect, the Implicit Relational Assessment Procedure 

(IRAP; Barnes-Holmes et al., 2006) is proposed in the current study. In addition to the 

oddball task and the aIAT, the IRAP is another paradigm that meets the criteria 

suggested by Verschuere and De Houwer (2011), that is: measurement through response 

latency and manipulation of stimulus-response compatibility. The IRAP has so far only 

been used to measure implicit attitudes and beliefs, but it might also be applicable for 

the detection of concealed knowledge. This reasoning is further elucidated in the last 

section of this introduction, but first an introduction of the IRAP paradigm is provided.  

Implicit Relational Assessment Procedure and Relational Elaboration and 

Coherence�Model 

The IRAP is used to uncover individuals’ implicit beliefs, attitudes or cognitions 

through the assessment of natural verbal relations. With the construction of the IRAP, 

Barnes-Holmes et al. (2006) aimed to overcome the biggest limitation of the IAT: the 

fact that the IAT does not actually tap into relations between concepts. To determine 

these implicit relations, the IRAP presents specific relational terms to participants, 

enabling to assess the properties of the relations between the relevant stimuli. More 

specifically, the IRAP usually embodies three consistent and three inconsistent blocks. 

Each block is composed of a fixed amount of trials and on each trial one of two ‘label’ 

stimuli is shown at the top of a computer screen. Simultaneously, in the center of the 

computer screen, one of two types of ‘target’ stimuli is presented and, in the two bottom 

corners of the screen, two response options are presented (see Figure 1). These response 
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positions are each assigned with a fixed response key and the positions of the two 

response options randomly change over trials. At the start of each experimental block, 

participants are instructed to answer either consistently or inconsistently. To choose a 

response, participants have to press one of the two keys that are assigned to the response 

options. 

An example to clarify this could be an experiment where the two label stimuli 

are ‘Pleasant’ and ‘Unpleasant’, the type 1 target stimuli are positive words, such as 

‘smile’, type 2 target stimuli are negative words, such as ‘death’ and the two response 

options are ‘similar’ and ‘opposite’. In each experimental block, four different types of 

trials are presented. These trial types are constructed by presenting each label stimulus 

with each of the two sets of target stimuli. This is elucidated graphically in Table 1.  

Figure 1. Example of two IRAP trials as shown on screen during the computer task. On these 

trials, the label stimulus is the word ‘pleasant’. The target stimulus is either ‘smile’ or ‘death’ 

and the words ‘similar’ and ‘opposite’ are the response options.  

Table 1 

Different trial types and their required responses per test block for the illustrative experiment. 

Trial types Required responses 

Label stimulus Target stimulus Consistent blocks Inconsistent blocks 

pleasant smile (type 1) similar opposite 

pleasant death (type 2) opposite similar 

unpleasant smile (type 1) opposite similar 

unpleasant death (type 2) similar opposite 

PLEASANT 

SMILE  

SIMILAR OPPOSITE 

PLEASANT  

DEATH 

SIMILAR OPPOSITE
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Typically, the consistent and inconsistent response patterns are alternated between 

successive blocks and the order of the different blocks is counterbalanced across 

participants. This means that for one group of participants, blocks 1, 3 and 5 are 

consistent and blocks 2, 4 and 6 are inconsistent; for the other group of participants this 

order is reversed. The dependent variables in the IRAP computer task are response 

latency, defined as the time it takes for the participant to choose the correct response 

after the onset of the trial, expressed in ms, and amount of errors. The basic hypothesis 

is that individuals will show higher response latencies and commit more errors in the 

inconsistent blocks in comparison to the consistent ones (i.e. IRAP effect). In the 

present study, error rates were only analyzed to check if certain data needed to be 

excluded from the analysis. Usually in IRAP studies, dependent variables are 

conceptualized as DIRAP scores, which basically are difference scores between response 

latencies for inconsistent and consistent blocks (a more in depth explanation of the 

concept of DIRAP scores is provided in the method section). The IRAP effect should be 

caused by the fact that responses to consistent blocks are facilitated by pre-

experimentally established verbal relations. Several studies using the IRAP paradigm 

have supported this hypothesis (Barnes-Holmes et al., 2006; Barnes-Holmes, Hayden, 

& Barnes-Holmes, 2008; Chan, Barnes-Holmes, Barnes-Holmes, & Stewart, 2009; 

Drake et al., 2010).   

According to Barnes-Holmes, Barnes-Holmes, Stewart, and Boles (2010), the 

rationale behind the IRAP effect can be found in the Relational Elaboration and 

Coherence (REC) model. The REC model offers an explanation as to why implicit and 

explicit measurements of individuals’ beliefs and cognitions often do not converge. 

Basically, two types of responses can occur when people are asked about their beliefs 

and cognitions. The first type of response is an immediate or automatic evaluative 

verbal response (type 1 response), which does not necessarily cohere with the 

individual’s behavior. The second type of response is a relational verbal response (type 

2 response), which is produced by the individual to cohere with its behavior. These two 

types of responses might cohere with each other (i.e., the automatic response is the same 

as or similar to the relational one), which would result in a convergence of implicit and 

explicit measurement outcomes. However, when the two types of responses do not 

cohere, different results will arise for implicit and explicit measures. In the case of non-
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convergence, individuals are believed to be more prone to giving the more elaborate 

relational response (type 2), when they are given the chance to do so. An important 

difference between implicit and explicit measures is that the former are usually 

completed under time pressure, whereas the latter are not. In implicit measures, this 

time pressure hinders participants’ ability for elaborate relational reasoning, resulting in 

an absence or reduction of relational responses in these kind of tasks. In explicit 

measures, the time pressure is absent, allowing participants to reject automatic answers 

and to produce more elaborate relational responses. This time pressure effect thus 

explains why different results occur for implicit and explicit measures in the case of 

non-convergence of response types.  

The explanation that the REC model provides for the IRAP effect is as follows. 

Because IRAP test blocks are completed under time pressure, it is presumed that they 

produce automatic evaluative responses (type 1), before participants actually press the 

response key. If a given IRAP trial requires a key press that coheres with this type 1 

response (i.e., a consistent trial), the key press should be executed relatively fast. 

Conversely, in IRAP trials that require a key press that is opposite to the type 1 response 

(i.e., an inconsistent trial), this type 1 response first needs to be suppressed by the 

individual, resulting in a slower execution of the key press. This explains why across 

IRAP trials the average response time for consistent blocks is typically shorter 

compared to inconsistent blocks.  

The Present Study 

As mentioned above, it is hypothesized in this master’s thesis that the IRAP paradigm 

might be applicable as a lie detection method, because of its use of reaction time 

measures and its manipulation of stimulus-response compatibility. Based on the 

previously used illustrative IRAP experiment, it is first explained here how the IRAP  

task also relies on a manipulation of this stimulus-response compatibility. In the 

previously used example, the label stimuli were ‘pleasant’ and ‘unpleasant’ and the 

target stimuli were positive words, such as ‘smile’ and negative words, such as ‘death’. 

Recall that stimulus-response compatibility can be defined as� an overlap between 

features of the presented stimuli and features of the required responses. It is established 

that in a consistent test block of the IRAP, participants’ responses are facilitated by the 

pre-experimentally existing verbal relations they possess. In other words, relations 
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between stimuli presented in consistent blocks are already encoded in the memory of 

the participants.  

For instance in a consistent test block trial with the presentation of label 

‘pleasant’ and target ‘smile’, it should be relatively easy for participants to press the 

‘similar’ response key, because in their memory this relationship was already encoded 

as ‘similar’. We could also say that ‘similarity’ is a feature of both the stimuli presented 

and the required response, thus in consistent trials of the IRAP, there is stimulus-

response compatibility. However, this compatibility is manipulated across blocks, in a 

way that stimulus-response incompatibility occurs in inconsistent blocks. Still in the 

same example, the presentation of label ‘pleasant’ and target ‘smile’ in an inconsistent 

test block trial, is more difficult for participants to respond to with the ‘opposite’ 

response key, because in their memory the relationship between ‘pleasant’ and ‘smile’ 

was not pre-experimentally encoded as ‘opposite’. In this case, we can say that 

similarity is only a feature of the presented stimuli, but not of the required response (i.e., 

there is stimulus-response incompatibility).  

In this context, a third reason is posited as to why the IRAP paradigm might be a 

valid means to detect concealed knowledge: the fact that it is an implicit measurement 

technique. From previous research it is known that telling the truth is a dominant or 

default response for humans and in order to tell a lie, this dominant response must be 

suppressed (Spence et al., 2001, 2004; Verschuere, Spruyt, Meijer, & Otgaar, 2010). In 

the present study, it is suggested that this is analogous to the dichotomy of the type 1 

and type 2 responses described in the REC model. The default response of telling the 

truth resembles an automatic (type 1) response whereas telling a lie is similar to a more 

elaborate (type 2) response. Therefore, it is necessary that an accurate lie detection 

method makes it difficult for the participants to produce an elaborate response, that is a 

lie. Recall that implicit measures such as the IRAP use time pressure, exactly with the 

aim of reducing the possibility of producing elaborated responses. To summarize, the 

IRAP could be a valid means to detect lies, not only because of its use of response 

latency measures and its manipulation of stimulus-response compatibility; but also 

because of its advantageous feature of being an implicit measuring method.  

The present study reports on an experiment that has been conducted in order to 

investigate the idea that the IRAP might be applicable as a lie detection method. 
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Participants in this experiment were instructed to execute one of two mock thefts, and 

afterwards to complete an IRAP computer task. The target stimuli in the computer task 

were pictures of the objects that had to be stolen in the two mock crimes. The aim of 

this experiment was to discriminate between both mock crime groups and to gain an 

estimate of classification accuracy. Our hypothesis was that higher overall mean DIRAP

scores would occur for participants who had executed mock crime 1 in comparison to 

participants who had executed mock crime 2.  

The present experiment contributes to the scientific field of lie detection, by 

exploring a new means of lie detection that might serve as an alternative to 

physiological measures. It is also, to our knowledge, the first study that experimentally 

explores the ability of the IRAP paradigm to detect guilty knowledge. So far, the only 

time that the IRAP paradigm was used in the forensic field, was in a study conducted by 

Dawson, Barnes-Holmes, Gresswell, Hart, and Gore (2009), testing if the IRAP could 

successfully detect implicit theories that sexual offenders against children might 

possess. However, in this case, the IRAP served as a measurement of implicit 

cognitions, not of concealed knowledge. 
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METHOD�

Participants  

Participants were students of Ghent University, recruited through the website 

experimetrix2.com/rug. The sample existed of 45 participants: 36 women and 9 men, 

with an average age of 19.91 years (SD=2.53). The majority of the students was 

studying Psychology or Management and Policy in Health Education (Management en 

Beleid in Gezondheidsvoorlichting). All of the participants indicated Dutch to be their 

mother tongue. In this sample, 38 people indicated to be right-handed and 6 to be left-

handed, for one participant handedness was not known. The participants received either 

course credits or a monetary incentive of four Euro for their participation in the 

experiment.  

In the final analysis, data from ten participants were excluded. Four of them did 

not find one or more of the objects they were supposed to steal. Another four 

participants did not reach an average accuracy of 80% during test blocks. Finally, data 

for two participants were incomplete, because the IRAP computer program failed to 

present all test blocks. The final sample thus contained 28 women and 7 men, with an 

average age of 19.97 years (SD = 2.74). 

Procedure 

The experiment took place at the Faculty of Psychology and Pedagogic Sciences at the 

University of Ghent. For maximal efficiency, there were always two participants 

assigned to one appointment. At the beginning of the experiment, participants signed an 

informed consent and filled out a short demographic questionnaire concerning 

characteristics such as: gender, age, mother tongue, etc. After this questionnaire 

participants were told that, before conducting a computer lie detection task, they were 

expected to conduct a little ‘mock crime’ to make the experiment as realistic as 

possible. In each experimental session, one of the two participants had to choose 

between two envelopes with two different mock thefts and the other participant was 

assigned the remaining envelope. The participants were told to read the instructions 

carefully and to leave the envelope behind, encouraging them to construct a clear mental 

picture of the objects they had to steal. 

Instructions for mock crime 1 were (translated from Dutch): “For this crime you 

have to steal 3 objects! Leave the experimental room, turn left, go all the way until the 
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end of the hall, through the glass door and turn left again. Search for the printer room at 

your left side. The room has number 130.028. Enter this room. In one of the mail 

partitions down on the right you will find a little plastic camel which you have to steal. 

Between the two left printers you will find a jar of herbs (with coriander) which you 

also have to steal. You will find the third object on or in the closet on the right side of 

the room: an angry bird stuffed animal. Steal this object too and come back to the 

experimental room. Don’t tell or show the experimenter what you took, but place the 

objects in the cardboard box outside the room!! Make sure it is not obvious that you are 

stealing something! The personnel is not aware of this experiment and people might 

think you are committing a real theft. If anyone asks you something, try to make up an 

excuse.” This mock crime was executed by 20 participants.  

Instructions for mock crime 2 were (translated from Dutch): “For this crime you 

have to steal 3 objects! Leave the experimental room, turn right, go through the glass 

door and take the stairs down to the first floor (two floors down). Walk to the left, 

passed the computer rooms and all the way to the end of the hall. Walk through the 

glass door, turn left en search for the printer room on your left side. The room has 

number 110.022. Enter this room. In the fridge on your left side you will find a little 

plastic smurf which you have to steal. Between the two printers you will find a packet 

of vanilla which you also have to steal. You will find the third object on or in the closet 

on the right side of the room: a nemo stuffed animal (a fish). Steal this object too and 

come back to the experimental room. Don’t tell or show the experimenter what you 

took, but place the objects in the cardboard box outside the room!! Make sure it is not 

obvious that you are stealing something! The personnel is not aware of this experiment 

and people might think you are committing a real theft. If anyone asks you something, 

try to make up an excuse.” Mock crime 2 was conducted by 15 participants.  

The objects that had to be stolen for this experiment were chosen in such a way 

that the threshold to actually steal them would not be too high. If this threshold would 

have been too high (by using objects that had more economic value like a cell phone or 

more moral value like a supposed exam), this could have induced stress or fear in 

participants to the extent that it might have interfered with their performance on the 

computer task. A lower threshold also increased the chances that participants would in 

fact execute the crime, rather than refusing to participate in the experiment. A second 
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reason for choosing these objects was that they are believed to be objects with which 

most of the participants aren’t very familiar (i.e., don’t see and/or use them on a daily 

basis). If certain objects were too familiar to the participants, this could have interfered 

with the expected IRAP effect. When the task was finished, participants filled out a 

second control questionnaire, assessing their memory for and familiarity with the stolen 

objects, how difficult they considered the task and whether they used any techniques to 

‘beat the lie detection test’. At the end of the appointment the participants were given 

their course credits or payment and a short debriefing about the aim of the experiment.  

Paradigm 

The paradigm used in this experiment is the IRAP (see introduction). In the original 

IRAP design, it is common that participants are given a type of ‘response rule’ before 

each experimental block. For instance, in the example used in the introduction, 

participants would be told that the correct answer pattern is ‘pleasant-positive’ before a 

consistent block. In the current experiment, a similar response rule is provided before 

each experimental block, in order to create a situation in which participants have to lie 

about their mock crime on half of the test blocks, and tell the truth on the other half. For 

example, by instructing a participant who has stolen objects X, Y and Z to “answer in 

the following block as if you have stolen objects X, Y and Z”, truth-telling is 

experimentally induced in this participant. Conversely, by telling the same participant to 

“answer in the following block as if you have stolen objects A, B and C”, a lying 

condition is experimentally induced. Note that this reversion of response patterns does 

not imply trial-and-error learning of the response rules, because participants are 

informed of this reversion after each block. Before the task starts, participants are 

instructed to answer as quick and as accurate as possible. When participants choose the 

response option that is correct in a certain block, the computer screen clears for a 

predetermined amount of time (i.e. inter-trial interval) before the next trial is shown. 

However, when a wrong response option is chosen in a given block, a red X appears in 

the middle of the screen and the participant is not allowed to proceed to the next trial 

before indicating the correct response option. 

In the original IRAP paradigm, the ‘pleasant-positive’ instruction is called the 

consistent response rule (appearing on the screen before consistent test blocks), whereas 

the ‘pleasant-negative’ instruction is the inconsistent response rule (appearing before 
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inconsistent test blocks). For a good understanding of the current study, it is important 

that these terms do not apply. For participants who executed mock theft 1, a consistent 

responding rule would be “answer as if you have stolen the camel, coriander and angry 

bird”, but the same response rule would be inconsistent for participants who executed 

mock crime 2. Therefore the terms ‘mock crime 1 (MC1) test block’ and ‘mock crime 2 

(MC2) test block’ will be used from now on. On MC1 test blocks, participants complete 

the trials according to the MC1 response rule (see: computer task). These test blocks 

create a truth condition for participants who executed mock theft 1, but a lie condition 

for participants who executed mock theft 2. The alternating MC2 test blocks start with 

the instruction that is described in the MC2 response rule (see: computer task) and 

create a truth condition for participants who executed mock theft 2, but a lie condition 

for those who executed mock theft 1. Because of the reversion of response rules across 

test blocks, each participant completes three consistent and three inconsistent test 

blocks. 

Materials and Measures 

Control questionnaire. The control questionnaire comprised a list of four 

questions. The question to measure memory was: “Which objects did you take?”. The 

question for familiarity was: “Are there objects that you possess and/or use often?”. The 

question “Did you consider this a difficult task?” measured perceived difficulty and 

answers had to be given on a 10 point Likert-scale ranging from “very easy” to “very 

difficult”. The last question was “Did you try to cheat on the task and if so: how?” and 

measured attempts to ‘beat the lie detector’. 

Computer task. The software for this computer task was downloaded from the 

IRAP website (Barnes-Holmes, 2012) and modified for the purpose of the current study. 

Pictures of the six objects used in the mock crime (angry bird, camel, jar of coriander, 

nemo, smurf and vanilla) were used as target stimuli (See Appendix I), which appeared 

in the middle of the computer screen. The label stimuli were presented at the top of the 

screen and consisted of the words ‘taken’ (meegenomen) and ‘not taken’ niet 

meegenomen). The response options were the words ‘true’ (waar) or ‘not true’ (niet 

waar), presented left and right on the bottom of the screen (see Figure 2), with the left 

position assigned to the D key and the right position assigned to the K key (on a 
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standard AZERTY keyboard). Response options were set to randomly switch positions 

from trial to trial, with a maximum of three trials without position switch. The MC1 

response rule was (translated from Dutch): “In the following block you have to answer 

as if you have just taken the angry bird, the jar of herbs and the camel. Try not to make 

too many mistakes and to react fast!”. The MC2 responding rule was (translated from 

Dutch): “In the following block you have to answer as if you have just taken the nemo, 

the vanilla and the smurf. Try not to make too many mistakes and to react fast!”. These 

responding rules alternated from block to block, with 18 participants starting with the 

MC1 responding rule and 17 starting with the MC2 rule. 

�

Meegenomen 

                                                        waar                    niet waar

Figure 2. Example of a trial in the computer task (label stimulus and response options presented 

in Dutch). In a block where the response rule is to “answer as if you have just taken Smurf, 

Vanille and Nemo”, the participant would have to press ‘d’ for ‘true’ (waar) on this trial. In a 

block where the response rule is to “answer as if you have just taken angry bird, jar of herbs and 

camel”, the participant would have to press ‘k’ for ‘not true’ (niet waar).  

Before the test phase started, participants could practice the task. The test phase started 

when participants reached the practice criteria of responding with an average latency 

below 2500 ms and a minimum of 80% correct answers. The test phase also started after 

a maximum of six practice blocks, even if the practice criteria weren’t met. The results 

of these practice blocks are not taken into analyses. The number of test blocks was set to 

six: three consistent blocks and three inconsistent ones, with each block consisting of 24 

trials. The maximum run of the same type of trial in one block was set to two. The 

latency feedback delay during the test blocks was 2500 ms and the latency feedback 

message was “too slow!” (te traag!)  This means that if a participant waited longer than 

2500 ms to press a response key on any given trial, the message “too slow!” appeared 

on the screen. The inter-trial interval was set to 400 ms. 
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Participants were given the instructions that a series of images would appear on 

the computer screen, containing both the objects they had just stolen and other objects 

that they hadn’t seen before. It was explained that on each trial the word ‘taken’ or ‘not 

taken’ would appear above the images and the words ‘true’ or ‘not true’ on the right and 

on the left side beneath the images. It was also explained that the position of the 

response options would change, but they always had to push the D key for the left 

response and the K key for the right one. The experimenter told the participants that 

before each block a rule would appear on the screen according to which they had to 

respond. Participants were instructed to read this rule thoroughly and respond 

accordingly, regardless of the objects they had just stolen. The participants were 

informed that there would first be a testing phase, in which they got on-screen feedback 

about their performance. When the testing blocks began, the participants were given 

notice about this.   

Statistical Analyses  

IRAP effect. DIRAP scores were analyzed in order to test the hypothesis that the 

IRAP task can discriminate between participants who executed mock crime 1 and those 

who executed mock crime 2. In general, it is expected that participants in the MC1 

group show shorter response latencies for MC1 test blocks, in comparison to MC2 test 

blocks. Likewise, MC2 participants should show shorter response latencies for MC2 test 

blocks, in comparison to the MC1 test blocks. More specifically, DIRAP scores were 

taken as dependent variables.  

DIRAP scores are difference scores which are, in the original IRAP paradigm, 

calculated in the following manner: mean latencies for the consistent test blocks (CB) 

are subtracted from their corresponding inconsistent test block (IB) (IB1-CB1; IB2-

CB2; IB3-CB3). This is done for each of the four different trial types per test block, 

thus creating twelve DIRAP scores per individual. An overall DIRAP score for each 

participant is calculated by averaging the twelve difference scores across all trial types 

and pairs of test blocks. For a more in depth explanation of the calculation of DIRAP

scores, see Barnes-Holmes et al. (2010).  

For the present study this implies that mean latencies for the test blocks in which 

participants applied the MC1 response rule, are subtracted from the test blocks in which 

participants applied the MC2 response rule (MC2 blocks – MC1 blocks). Positive DIRAP 
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scores therefore indicate a faster responding in the MC1 blocks (high MC2 latencies – 

low MC1 latencies), whereas negative DIRAP scores indicate a faster responding in the 

MC2 bocks (low MC2 latencies – high MC1 latencies). For our hypothesis, it is thus 

expected that participants in the MC1 group have higher DIRAP scores opposite to lower 

DIRAP scores in the MC2 group. 

The analysis on the DIRAP scores was performed using a 2 x 4 repeated measures 

ANOVA, with trial type as within-subjects factor and mock crime as between-subjects 

factor. Trial types were included in the analyses to explore the possibility that the 

formulation of the label stimuli in the present study had an influence on the IRAP 

effect. For instance, it may be possible that trials on which the label ‘not taken’ appears 

on the screen, impose a higher cognitive load for the participants, which may also 

influence the size of the IRAP effect. The different trial types were defined as follows:  

Trial type 1: label stimulus = ‘taken’, target stimuli = pictures from MC 1 

Trial type 2: label stimulus = ‘not taken’, target stimuli = pictures from MC 1 

Trial type 3: label stimulus = ‘taken’, target stimuli = pictures from MC 2 

Trial type 4: label stimulus = ‘not taken’, target stimuli = pictures from MC 2 

Detection efficiency. To determine the detection efficiency of the IRAP task in 

the present study, a Receiver Operating Characteristic (ROC) curve was used. The ROC 

curve is based on a signal-detection approach and provides an indication of 

classification accuracy independent of arbitrarily defined cut-off scores (see e.g., Ben-

Shakhar & Elaad, 2003; National Research Council, 2003). In our experiment, the area 

under the ROC curve provides an indication of how well the DIRAP scores enable to 

differentiate between participants that executed mock crime 1 and participants that 

executed mock crime 2. The area under the ROC curve can range from 1 to 0, with an 

area of .50 indicating that the two distributions of DIRAP scores (for both groups of 

participants) are indistinguishable, and that the IRAP task cannot predict above chance 

levels which of two mock crimes has been executed by a particular participant. 
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RESULTS

IRAP Effect 

Mauchly’s test provided no indication of a violation of the assumption of sphericity, 

�²(5) = 7.15, p = .21. The results of the repeated measures ANOVA showed a 

significant main effect for mock crime, F(1, 33) = 6.20, p < .05. The mean overall DIRAP 

score was larger than for the MC1 group (M = .08, SE = .04) compared to the MC2 

group (M = -.07, SE = .05). The results also showed a significant main effect for trial-

type, F(3, 99) = 22.50, p < .05. Paired sample t-tests revealed significant differences for 

all six pairs of trial types. On average, DIRAP scores for trial type 1 (M = .39, SE = .06) 

were larger than those for trial type 2 (M = .09, SE = .06), t(34) = 3.43, p < .05. DIRAP 

scores for trial type 1 were also larger than those for trial type 3 (M = -.30, SE = .05), 

t(34) = 8.27, p < .05; and larger than those for trial type 4 (M = -.12, SE = .07), t(34) = 

5.63, p < 0.05. DIRAP scores for trial type 2 were significantly larger than those for trial 

type 3, t(34) = 4.74, p < .05; and larger than those for trial type 4, t(34) = 2.12, p < .05. 

Finally, DIRAP scores for trial type 3 were significantly smaller than those for trial type 

4, t(34) = -2.68, p < .05. The results showed no significant interaction between trial-type 

and mock crime, F(3, 99) = .45, p = .72 (see Figure 3).   
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Figure 3. Mean DIRAP scores and standard errors for both experimental groups per trial type and 

averaged across trial types. The graph visibly demonstrates that there is no significant 

interaction between trial type and mock crime. Additionally, it is clear that DIRAP scores for trial 

type 1 > trial type 2 > trial type 4 > trial type 3, independent of mock crime group. 

Detection Efficiency 

Using the overall DIRAP scores, we obtained an area under the ROC curve of .72 (SE = 

.09; 95% CI [.56-.90]) (see Figure 4). 

Figure 4. ROC Curve with reference line.  
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DISCUSSION

The aim of this master’s thesis was to further explore the usability of reaction time (RT) 

measures as a means to detect concealed knowledge. More specifically, the usability of 

the Implicit Relational Assessment Procedure (IRAP) paradigm was investigated. The 

IRAP is an implicit measure, which experimentally manipulates stimulus-response 

compatibility, a characteristic that has been proposed to be essential for RT concealed 

knowledge measures (Verschuere and De Houwer, 2011). The hypothesis in the present 

study was that DIRAP scores can discriminate between two groups of participants who 

each executed a different mock crime. The results support this hypothesis and indicated 

that the IRAP task may provide a useful response latency-based measure of concealed 

knowledge. 

The first major finding was a significant main effect for mock crime: mean 

overall DIRAP scores for the mock crime 1 (MC1) group were larger than for the mock 

crime 2 (MC2) group. These results indicate that it indeed took more time for all 

participants to deny a crime they had executed or to admit a crime they had not 

executed. Moreover, it was found that this IRAP effect did not differ across trial types. 

This finding implicates that the way in which target and label stimuli were paired with 

each other did not significantly influence the differences between the two experimental 

groups. Another important finding was the value of the area under the ROC curve. This 

value was higher than .50 (with the 95% confidence interval not including .50), 

indicating that the IRAP task performs above chance level in discriminating between 

the two experimental groups.  

The results of the present study are in line with previous research results in the 

field of lie detection. First, the discrimination between the two experimental groups was 

successfully made on the basis of response latencies. This finding supports the usability 

of response latency-based measures of concealed knowledge (e.g. Farwel and Donchin, 

1991; Sartori et al., 2008; Seymour and Kerin, 2008). Second, the IRAP paradigm 

experimentally manipulates stimulus-response compatibility (SRC) across test blocks. 

In MC1 test blocks (where the MC1 response rule applied) , SRC is experimentally 

induced for MC1 participants, whereas stimulus-response incompatibility is induced for 

MC2 participants. For MC2 test blocks (where the MC2 response rule applied), this 

pattern is reversed. DIRAP scores are difference scores, that are calculated by subtracting 
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mean latencies for MC1 blocks from mean latencies for MC2 blocks. The significant 

difference we found between DIRAP scores for both experimental groups, supports the 

hypothesis that paradigms which manipulate SRC can detect concealed knowledge 

(Verschuere and De Houwer, 2011). 

Practical Implications  

The current study provides support for previous research, yet it is also important to 

consider whether the IRAP paradigm is useful in a real life forensic setting. The present 

results support the idea that the IRAP can discriminate between two guilty groups above 

chance level. However, as highlighted in the introduction, lie detection methods should 

be able to discriminate between guilty and innocent individuals. Because the current 

study was a preliminary investigation on the IRAP as a detection method for concealed 

knowledge, it was not desirable to use offenders of real crimes as participants. 

Nonetheless, future research definitely has to investigate the IRAP’s classification 

performance between a guilty and an innocent group.  

Furthermore, for a lie detection method to be useful in practice, it should be resistant 

against faking. Previous research has investigated the fakeability of different lie 

detection measures, and shown that most of these measures are not resistant to faking. 

This is the case for physiological measures, such as the polygraph (National Research 

Council, 2003) and the Concealed Information Test (Ben-Shakhar & Dolev, 1996); as 

well as for RT-based measures, such as the autobiographical Implicit Association Test 

(Agosta, Ghirardi, Zogmaister, Castiello, & Sartori, 2011; Verschuere et al., 2009). 

Considering these findings, it is plausible that also the IRAP task may be vulnerable to 

faking. So far, only one study has been published regarding the fakeability of the IRAP. 

In a study by McKenna, Barnes-Holmes and Barnes-Holmes (2007), three groups of 

participants completed the IRAP task two consecutive times. Before they completed the 

task the second time, each group was given a different instruction. One group was 

instructed to fake by responding slower on consistent test blocks. A second group was 

told to cheat on the task, yet without specific instructions on how to do so. A control 

group was not given any instructions with regard to faking. The overall data for this 

study showed that participants did not succeed in faking their IRAP test outcome, 

regardless of the instructions that were given. These findings indicate that the IRAP 

may be less vulnerable to faking. However, the study by McKenna et al. (2007) was not 
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conducted in a lie detection context. Therefore, it not possible to generalize this 

conclusion to the fakeability of the IRAP in a lie detection context, and participants in 

such contexts may be more motivated to successfully their test outcome.  

In the present study, an attempt to assess the impact of cheating was made by adding 

the question “Did you try to cheat on the task and if so: how?” to the control 

questionnaire. Two participants claimed they had tried to respond faster in trials where 

they had to lie. All the other participants indicated they did not try to cheat. For the 

participants who admitted to trying to ‘beat’ the task, the mean overall DIRAP score was 

opposite to the expected score, indicating that they may have successfully faked their 

test outcome. However, it must be noted that the control question in this study only 

offers a subjective measure of faking. It is thus possible that more people tried to fake 

the test outcome, but – in the interest of answering socially desirable – did not admit to 

this. Also, the reverse DIRAP scores for the faking participants are not necessarily an 

indication of the fact that they successfully faked their test outcome. It is possible that 

their deviating DIRAP scores were due to other factors than faking. For example, one of 

these participants indicated the difficulty of the task as high (8 out of 10) on the control 

questionnaire, which may also have influenced the test outcome. In order to properly 

assess the vulnerability of the IRAP to faking, further research is necessary. The current 

experiment could be repeated, with an extra between-subjects factor dividing 

individuals in four groups. Whereas group 1 could be instructed to try to ‘beat’ the lie 

detector by answering faster on lie blocks, group 2 could be instructed to answer slower 

on truth blocks. Group 3 could be instructed to fake, but not be given information in 

which way. Finally, a control group could receive no faking instructions. In this manner, 

it could simultaneously be derived if the IRAP task is vulnerable to faking, and which 

faking strategy is (most) successful.  

Finally, a practical use of a lie detection method requires that it can also be applied 

to real crimes. In the current study, mock crimes were used, and the lack of studies with 

real life crimes is a general weakness in the scientific field of lie detection. Nonetheless, 

some expectations for the detection efficiency of the IRAP paradigm in real life forensic 

settings can be derived from the crime-, sample-, and task characteristics. 

Regarding the crime characteristics, real crimes differ from mock crimes with 

respect to the severeness of the potential consequences. In the present study, participants 
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were led to believe they could be caught in the act of stealing by university personnel. 

Hence, if participants really immersed in their role of ‘thief’, they may have anticipated 

some consequences for the theft. However, even if this belief was present, participants 

still may have relativized the severeness of the potential consequences, because the to-

be-stolen mock crime objects were only of minor economic or moral value. This is 

different to real life crimes, where perpetrators can expect more severe punishments 

such as a fine and/or imprisonment. These higher anticipated consequences may also 

raise the advantage of lying in real crime situations, compared to mock crime situations. 

If lying is successful, punishment can be diminished or avoided. Following this 

rationale, the non-default lying response may be enhanced in real crime situations; 

which may result in faster reactions on lying trials in the IRAP task. If this is the case, 

the difference in DIRAP scores between lie (inconsistent) vs. truth (consistent) blocks 

may be smaller, diminishing the detection efficiency of the IRAP task. In order to 

investigate this hypothesis, further research could add an incentive as between-subjects 

factor to the current experiment. A comparison of one group, which is promised an 

incentive before completion of the task, and a control group, could provide more insight 

in the effect of personal advantage and motivation on lying.  

A similar expectation (i.e. that IRAP effects may be smaller in real life forensic 

contexts) could be derived from differences in sample characteristics between 

laboratory and real life situations. It is possible that on average, perpetrators of real 

crimes are more habitual liars compared to the participants who executed the mock 

crimes in our study. This habitual lying could alter the default response of telling the 

truth (i.e., that it is more natural and thus easier for an individual to tell the truth than to 

lie). If the strength of the default truth-response is diminished, this could in turn have an 

influence on the IRAP effect. This reasoning is further elucidated through a study of 

Verschuere et al. (2010). These researchers have shown that the strength of the lie effect 

can be manipulated in a Sheffield Lie Test (SLT) concerning daily activities. In their 

study, participants were assigned to three experimental conditions. The first condition 

was the ‘frequent truth’ condition, in which participants had to respond truthfully to all 

72 filler trials of the SLT. In the ‘frequent lie’ condition’, participants were instructed to 

respond with a lie to all 72 filler trials. For the control condition, 36 filler trials were to 

be answered truthfully and the other 36 with a lie. Filler trials are not taken into the 
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analysis of the data, but are used to experimentally induce different conditions. Apart 

from filler trials, 72 test trials (which are taken into analysis) were presented, on half of 

which all participants had to answer truthfully and lie on the other half. For the data 

analysis, error rates and RT’s for the truth test trials were subtracted from error rates and 

RT’s for the deception test trials. Normally on the SLT, a lie effect is found, which 

entails that error rates and RT’s for deception trials are larger than for truth telling. In 

the study by Verschuere et al. (2010) this lie effect was reversed for participants in the 

frequent lie condition, when error rates were analyzed. These participants showed 

higher error rates for truth test trials compared to deception test trials, indicating that it 

was easier for them to lie than to tell the truth. This finding indicates that, in habitual 

liars, lying may become the default response. In psychopathology and in certain 

personality disorders, such as antisocial personality disorder, frequent lying is believed 

to be a core feature (DSM IV-TR ,2001; Hare, 2003; Ray, Hall, Rivera-Hudson, 

Pythress, Lilienfeld, & Morano, 2013). Additionally, many studies show relatively high 

prevalence of psychopathology and personality disorders in prisoners (Coid, et al., 

2009; Jüriloo et al., 2014; Lehmann & Ittel, 2012). Given these findings, it is plausible 

that, on average, lying may be a more default response in criminal offenders. On the 

IRAP task, this would result in fewer errors on lie (inconsistent) blocks by perpetrators 

of real crimes, diminishing the detection efficiency of the IRAP. In respect to this 

prediction, it needs to be remarked that in the study of Verschuere et al. (2010) no 

significant effect of habitual lying was found when response latencies were analyzed. 

No significant difference in lie effect was found between the frequent lie condition and 

the control condition. This implies that differences in RT’s for truth trials and lie trials 

did not significantly differ between the frequent lie group and control group, and 

therefore that RT’s on lie test trials in the frequent lie group were not significantly 

shorter. Hence, further research should investigate whether or not habitual lying 

diminishes the RT’s for lie (inconsistent) test blocks of the IRAP. Future research could 

investigate this question by testing the IRAP task with convicted criminals, compared to 

a control group from a non-criminal population.  

A last prediction about the usefulness of the IRAP task in real forensic settings can 

be based on a task characteristic, namely the fact that the IRAP taps into implicit, pre-

experimentally established verbal relations. In real life crime situations, it can be 
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expected that these pre-experimentally established relations (concerning crime-details) 

are stronger compared to the mock crime situations in the present study. It is reasoned 

that these verbal relations create the stimulus-response compatibility (SRC) in 

consistent IRAP test blocks, and therefore reactions on these trials are faster. In our 

experiment, these pre-experimental verbal relations were based on participants’ memory 

of the objects they had to steal. However, the participants’ contact with these objects 

was brief and their crime was executed within a laboratory context, making it plausible 

that the preexisting verbal relations in this study were not very strong. For an individual 

who has committed a real crime, these preexisting relations and thus the SRC on truth 

(consistent) trials is expected to be stronger. As a consequence, the discrepancy between 

stimulus-response compatible and -incompatible trials would be bigger, which might in 

turn enhance the IRAP effect. Hence, focusing on the task characteristics, the inference 

could be made that the IRAP effects may be larger in real life forensic settings. 

Naturally, more research is necessary to further explore this idea.  

Clearly, further research is essential to determine the practical usability of the IRAP 

task. In addition, it should also be investigated if the IRAP task outperforms other lie 

detection techniques. Even if the IRAP task is useable in practice, it will not (often) be 

used if better techniques are at hand. In the present study, no comparisons to other 

methods were made, thus no prediction is possible. One possibility to investigate 

whether the IRAP outperforms other physiological and behavioral markers of concealed 

knowledge is to compare the ROC’s of different lie detection methods. This can be 

investigated either within the same experiment, or for instance by using meta-analytic 

techniques summarizing all studies for particular methods and compare these results.  

Limitations 

The findings from the present study are promising and are in line with our hypothesis, 

yet some limitations should be mentioned. First of all, it should be pointed out that the 

sample size used here is quite small. Nonetheless, the detection of concealed knowledge 

in individuals requires large effects and we did find a significant group difference. 

Hence, this limitation does not restrict the interpretation that the IRAP has potential as 

concealed knowledge measure. However, the relatively large confidence interval of the 

area under the ROC curve indicates the need for future research with larger samples to 

provide a more precise estimate of the IRAP’s detection efficiency. 
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Another limitation of the present experiment is that two guilty groups were 

compared. The choice to use only guilty participants was made in order to assess the 

general usability of the IRAP task, while keeping differences between both contrasted 

events as small as possible. If guilty vs. innocent participants had been studied and then 

for instance a crime had been compared with an alibi activity, other factors besides guilt 

vs. innocence may have influenced the IRAP’s detection efficiency. For instance, 

differences in stress levels between a guilty and an innocent group might be expected to 

arise, which may influence the detection efficiency of the IRAP. Differences in stress 

levels have been reported to influence the detection efficiency of other lie detection 

methods under certain circumstances, such as the Concealed Infromation Test (e.g. 

Peth, Vossel, & Gamer, 2012). Future research could assess if differences in stress 

levels also influence the IRAP effect, when a guilty vs. an innocent group is compared. 

Other studies have reported that the strength of memory encoding may affect informed 

innocents’ reaction to a lie detection test. For instance, Gamer, Kosiol and Vossel 

(2010) compared guilty participants (who executed a mock crime) to informed 

innocents (who read a newspaper article about the mock crime) and to innocent 

participants (with no knowledge about the mock crime), in a Guilty Actions Test (GAT; 

which is a physiological lie detection method). The results of this study showed that the 

GAT could discriminate between guilty and informed innocents, indicating the 

classification accuracy of the GAT. However, when the GAT was administered 

immediately after the experimental manipulations, it could also discriminate between 

informed innocents and innocent participants, probably because the former group had 

some memory of the crime-related details (because of reading about the crime) whereas 

the latter group could not have any memory of these details. The study by Gamer et al. 

(2010) highlights that incidental knowledge about a mock crime may create false 

positive classification, if informed innocent participants are compared to non-informed 

innocent participants. Future research could investigate if incidental knowledge of 

crime-related details also creates false positive classification when guilty knowledge is 

assessed by the IRAP task. In general, further research is necessary to determine 

whether the IRAP can accurately discriminate between guilty and (informed) innocent 

individuals.  
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Conclusion  

Within the current experiment, support was found for the idea that reaction time 

measures provide a useful means of detecting concealed knowledge. More specifically, 

the IRAP seems to be able to discriminate above chance level between two 

experimental guilty groups. These findings also yield support for the idea of Verschuere 

and De Houwer (2011) that efficient lie detection methods rely on the manipulation of 

stimulus-response compatibility.  

Although the present laboratory study contained certain limitations (the use of 

mock crimes and the use of two guilty groups), some predictions could still be made 

about the use of the IRAP paradigm in real life forensic settings. First, the .72 ROC 

score indicates that the IRAP may be used for individual classification purposes, but 

further research is necessary to determine the IRAP’s classification accuracy more 

precisely. Also, comparisons of ROC’s should be made to determine whether the IRAP 

outperforms other lie detection techniques. Second, with respect to the fakeability of the 

IRAP task, expectations are less clear-cut and future research should determine whether 

or not the IRAP as a deception detection means is resistant to faking. Finally, the ability 

to differentiate between truth and lies regarding real crimes is expected to depend upon 

different factors, such as crime-, sample-, and task characteristics. The predictions about 

the IRAP’s detection efficiency derived from these characteristics also should be subject 

of future research.  
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APPENDIX I 

Pictures of mock crime objects used as target stimuli for the IRAP computer task. The 

first row represents objects of MC1 (plastic camel, coriander and angry bird). The 

second row represents objects of MC1 (plastic smurf, vanilla and nemo). During the 

computer task, pictures were shown in color. 

  


